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Abstract

How does rural productivity affect cities? I use Indonesia’s Transmigration Program, which resettled over
two million people to newly established villages in the 1980s. The haphazard rollout of the policy generated
plausibly exogenous variation in agro-climatic similarity between migrants’ places of origin and destinations,
with higher similarity resulting in more productive villages. Cities surrounded by more productive villages
undergo sectoral employment changes without much population growth: modern-sector employment expands
while the remaining peri-urban agriculture contracts. New arrivals cannot account for the shift, and settlers
largely stay in their villages, suggesting sector switching among urban residents. The effects concentrate in
cities less connected to global markets, where food expenditures fall, and non-agricultural employment grows
most. In a spatial general equilibrium model, I show that the observed reallocation of urban employment out
of agriculture can occur with lower levels of internal migration, but not without agricultural trade. Thus,
agricultural productivity gains can translate into expanding services and manufacturing in cities without

substantial migration, especially when food trade reduces the subsistence constraints.
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1 Introduction

Many development programs by governments and inter-governmental organizations often target rural
areas: raising farm productivity, expanding cultivation, and improving rural livelihoods. Lower-income
county governments direct about 4% of their public spending to agriculture (World Bank 2007). These
policies are typically evaluated based on the rural outcomes they achieve. Yet, when goods and labor
markets are linked across space, rural productivity gains can also reshape the towns and cities nearby.
Higher productivity may attract and retain workers in agriculture earning a higher income, while also
reducing liquidity constraints for farmers to finance migration and leave for cities. Higher agricultural
output can lower the local cost of living (especially when staple foods are locally sourced), raise rural
incomes and demand for non-agricultural goods and services, and alter migration incentives and urban
labor supply. The more cities rely on local food supply, the more likely rural spending is also urban
policy. Most existing research estimates the effects of agricultural productivity gains within the region
that received them, so the effect on cities cannot be separated from the effect on the villages themselves.
How trade in goods or in labor spreads across space and whether these channels translate into urban

growth and structural transformation is an open question.

In this paper, I study rural-to-urban spillovers by leveraging a policy that generated a large and
spatially dispersed rural shock, produced plausibly exogenous differences in rural productivity across
the newly settled villages, and can be linked to urban outcomes over several decades. Indonesia’s
Transmigration Program provides this setting, having resettled over 2 million people from the more
central islands of Java and Bali to the Outer Islands. Although the program was designed as a rural
resettlement and agricultural development policy, it created sharp, localized changes in rural population
and agricultural production in the hinterlands of many towns. Transmigrant households did not choose
their destination villages, and farming households who ended up in destination villages more similar to
their places of origin are more productive. Higher agro-climatic similarity between origin and destination
raises village rice productivity by roughly 20% per standard deviation, for reasons unrelated to local
economic conditions, since farming skills transfer better to places that resemble home in geography and
climate (Bazzi et al. 2016). These villages trade in food with the cities around them, increasing the
available food supply in a setting where households spend half of their household budget on agricultural
goods.

I estimate rural-to-urban spillovers comparing cities exposed to a more or less productive rural
hinterland, measured as the average agro-climatic similarity of the transmigration villages within a five-
hour journey of the city. I use three decades of Indonesian census microdata and village and household
surveys along with the satellite-derived urban footprints of the Global Human Settlement Layer to
construct a consistent-boundary sample of urban centers on the Outer Islands. I measure long-run
changes in urban outcomes, holding baseline levels of population, employment, and urban structure
in cities in 1980 constant. A placebo test supports the main identifying assumption with exposure
being uncorrelated with most baseline levels of city population, employment, and sectoral employment

composition in 1980. Cities surrounded by more productive villages change their sectoral composition



more than their size: employment moves out of urban agriculture into manufacturing and services
with only a small and insignificant effect on population growth, while the farmers who generated the
productivity gains stay in their villages and keep farming. Comparing the growth in population to the
growth in modern employment, I show using back-of-the-envelope calculations show that new arrivals
cannot account for the structural shift. Thus, much of the fall in the agricultural share must come
from incumbent workers switching sectors, exiting peri-urban agriculture and going into modern-sector

employment.

Cities transform through the trade in food, as lower spending on agricultural goods among urban
residents frees income for other sectors, and the response concentrates in the closed cities, those less
connected to global markets, where food availability and food trade are a binding constraint. The food
expenditure share of urban residents falls while they do not reduce food consumption, and demand
for non-agricultural goods and services rises, pulling labor into the modern sector. The countryside
moves the opposite way. Villages with higher agro-climatic similarity keep at least as large a share of
their workers in agriculture and produce more food, while the cities’ trade proxy, food consumption
minus own production, rises with exposure. The farmers who generated the productivity gains stay in
their villages and keep farming, and the migration that does occur comes from other rural areas in the
same province, which now have to compete with the more productive villages, while the share of urban

residents born on Java or Bali falls.

Interestingly, the cities that transform most in response to rural productivity gains are those
that are less connected to the global markets, where the local food supply is crucial for alleviating the
subsistence constraint. I leverage the differential productivity exposure combined with an instrumented
proximity to global trade networks to provide suggestive evidence on the role of trade openness in local
urban outcomes, complementing Matsuyama’s cross-country perspective. I measure openness by each
city’s travel time over land and sea to the Thai and Vietnamese hubs that ship the bulk of Indonesia’s
rice imports. The coefficient estimates for population and sectoral employment reallocation are larger
in the closed cities, by about 40% on the agricultural employment share and by more than double on

modern-sector employment.

I then use a spatial general equilibrium model to quantify the contribution of agricultural pro-
ductivity to urban sectoral employment change, and to decompose the trade and migration channels
behind the fall in the urban agricultural employment share. T do not ohserve trade flows directly in any
Indonesian data source at this level; in the data both trade and migration operate at the same time and
only their general equilibrium effects are observed, so the model decomposes them: I shut down trade,
raising trade costs, and shut down migration separately. The two sectors are agriculture, producing
food, and combined manufacturing and services, the same two sectors as in the empirical analysis.
Workers choose a location, with migration costly, and within each location a sector. Preferences are
Stone-Geary, with a subsistence level of food consumption that has to be satisfied, which generates
the sectoral shift. With the counterfactual exercise in the model, I show that even in the absence of

migration the sectoral reallocation can be achieved, whereas in the absence of trade it cannot.



I make two contributions. First, my finding that a village productivity gain transforms the sec-
toral composition of the cities it feeds adds a supply-side spillover to the literature on spillovers of local
shocks across space, which has followed such shocks through demand and through capital, and adds
the hinterland’s productivity to the explanations of urbanization without growth. Local shocks have
been followed through demand,' from cash transfers that raise consumption in nearby non-recipient
villages (Egger et al. 2022) to resource booms that raise income and employment in surrounding coun-
ties and new jobs in one urban sector that create jobs in others, and agro-processing plants that raise
employment in the villages around them, and through capital, as agricultural windfalls flow through the
banking system into industrial growth elsewhere (Bustos et al. 2020); the shock here reaches the cities
through the supply of the food their villages sell them, and the companion paper on India studies the re-
verse direction, urban growth reaching villages (Asher et al. 2022). Studies of local productivity shocks
should therefore account for spillovers on population and sectoral employment in the places that buy
goods from affected villages. Research on urbanization and structural transformation documents cities
that gain population without commensurate industrialization (Gollin et al. 2016; Jedwab & Vollrath
2015; Gollin 2023; Henderson & Turner 2020), while spatial accounts of structural change emphasize
the importance of sectoral reallocation within regions (Eckert & Peters 2025). I identify a rural source
of urban structural change: productivity gains in the hinterland shift city employment toward manu-
facturing and services, with a comparatively modest population response. More broadly, the finding
speaks to the macro-development literature on agricultural productivity and structural transformation
(Gollin et al. 2007; Restuccia et al. 2008; Gollin et al. 2014; Herrendorf et al. 2014; McArthur & McCord
2017; Gollin et al. 2021), which studies a country as one closed economy, in which the countryside that
becomes more productive and the cities it supplies form a single aggregate. Closest to this paper, Bazzi
et al. (2016) establish the productivity variation itself. Settlers assigned to agro-climatically familiar
destinations farm more productively, raising village rice yields and nightlights within the settlements.
I take that village-level variation as the shock and follow it out of the settlements, asking what the
productivity of a city’s surrounding villages does to the city itself. Complementary work in progress
studies the villages’ own outcomes under the same program’s variation in market access, where better-
connected villages shift out of agriculture in place yet their income per capita falls (Mitchell 2026),

while I show that hinterland productivity moves the cities those villages feed.

Second, my finding that the response concentrates in the closed cities moves the empirical test of
Matsuyama’s openness prediction to the side that buys the food, the city with the villages that feed it.
It also adds to the literature on internal trade and migration a case in which regions are well integrated
through food while barely integrated through people, so migration flows understate integration. Exist-
ing studies estimate what an agricultural shock does inside the locality with the source of the shock,
where the sign of the non-farm response varies with which markets happen to be open (Bustos et al.
2016; Emerick 2018; Santangelo 2019; Foster & Rosenzweig 2004; Hornbeck & Keskin 2015); across
Indian districts, Moscona (2019) finds that the Green Revolution’s productivity gains raised agricul-

tural employment and land use and reduced urbanization and manufacturing employment, most in the

1(Feyrer et al. 2017; Allcott & Keniston 2018; Moretti 2010; Edwards 2024; Kraus et al. 2024)



districts more involved in trade. The empirical tests of that prediction (Matsuyama 1992; Bustos et al.
2016) and the within-country tests that interact an agricultural shock with regional openness (Moscona
2019; Liu et al. 2023; Marden 2016) measure the response on the shocked side. Matsuyama’s predic-
tion separates closed economies, which shift away from agriculture when agricultural productivity rises,
from open economies, which keep specializing in agriculture because they face effectively unlimited
demand from world markets, and here the openness that matters is the destination’s, the city’s access
to outside food. The literature on internal trade and migration (Tombe & Zhu 2019; Bryan & Morten
2019; Morten & Oliveira 2024; Lagakos et al. 2023; Budi-Ors 2026) quantifies how goods-market and
labor-market integration shape aggregate income and infers integration from how people move; here
goods trade transmits the shock while labor flows stay small, and in a world where migration is low,
trade still accounts for the urban structural change, whereas migration without trade does not enable
that transformation. The importance of food trade as the channel has implications for studying trade

and migration frictions in spatial models of structural transformation (Tombe 2015; Nath 2025).

The rest of the paper is organized as follows. Section 2 describes the program and the urban
setting, Section 3 the data and the construction of the exposure measure, Section 4 the framework and
the empirical strategy, Section 5 the reduced-form results, Section 6 the model and its quantification;

Section 7 concludes.

2 Setting

In this section, I provide further details on the Transmigration program, as well as descriptive statistics
on urbanization and structural transformation on the Outer Islands. I also explain how I construct a

consistent sample of urban areas over time to look at the long-run changes.

2.1 The Transmigration Program and Quasi-Random Variation in Agricultural
Productivity

Indonesia’s Transmigration (TM) Program was one of the largest resettlement initiatives in modern
history. The program was aimed at alleviating overpopulation in the densely populated Inner Islands,
primarily Java and Bali, by moving people to much less densely populated areas, such as Sumatra,
Kalimantan, Sulawesi, and Papua. During the peak period between 1979 and 1988, the policy facilitated
the resettlement of some two million people into newly established villages across the Outer Islands
(Figure 1 maps the settled villages against the urban agglomerations they surround). Origins were
selected on population density, and settlers were drawn predominantly from rural, agricultural districts.
Every transmigrant household was provided with a free land lot, a house, and free transportation to the
destination in new settlements, mostly on previously unused land. The program was explicitly rural,
expanding agricultural production and food security in the receiving regions, not targeting cities. In

this paper, I focus on the population shock from the 814 villages settled between 1979 and 1988, the



Figure 1: Transmigration villages and urban

agglomerations
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Notes: village locations from the Transmigration census (the settled-village sample of Bazzi et al.
2016), city polygons from the Global Human Settlement Layer (Moreno-Monroy et al. 2021). “FUA”
stands for functional urban area, an urban agglomeration region identified consistently across the globe
based on population density, built-up area, other remote sensing data, and commuting zones. Papua
is not shown: it lies outside the harmonized census panel, since the 1980 baseline measures the design
requires are unavailable there, and it is excluded from the analysis throughout (Section 2.2.1).

peak of the program, which form the complete set of settled villages in the Bazzi et al. (2016) replication

data.?

Two additional features of the program matter for the identification strategy. First, the rollout
was large and concentrated in time. The program continued until the late 1980s, when it was abruptly
canceled in 1988 due to declining natural resource rents, which used to fund the ballooning cost of
resettling households (Bazzi et al. 2016); afterward, resettlement continued only at much lower intensity
and in a more self-financed form. Second, TM villages were geographically dispersed across the
Outer Islands, generating substantial spatial heterogeneity in which towns were exposed to new rural

settlements and how close those settlements were.

For this project, the key feature of Indonesia’s Transmigration Program is that, beyond moving
people, it generated quasi-exogenous differences in how productive newly settled villages became. Trans-
migrant households did not choose their destination villages. While the program did not implement an
explicit randomization of transmigrants to destinations, the implementation of the resettlement made
the match between a household and its destination village as good as random with respect to the house-
hold’s origin and characteristics, because which of the newly established villages a household was sent to

depended on the specific timing of its arrival in the resettlement centers. Trains and ships would depart

2 Agro-climatic similarity is measured over all 814 settled villages .



to different destination villages from one day to the next, and transmigrants’ final destinations were not
matched to any of their personal characteristics or preferences. Previous research has shown that the
resulting agro-climatic similarity between settlers and their villages is uncorrelated with the villages’
predetermined characteristics, including their potential crop yields and pre-program development in the
surrounding area (Bazzi et al. 2016), and the same assignment process underlies the as-good-as-random
matching of transmigrants from different districts on the main islands to their destination villages that
Bazzi et al. (2019) exploit. Conditional on where the government chose to open a settlement site, the

composition of settlers arriving at that site was therefore plausibly as-good-as-random.

The agro-climatic similarity measure at the center of this design was developed by Bazzi et al.
(2016) as a novel metric for assessing the skill transferability of migrants in agricultural settings. It
quantifies the compatibility between the agro-climatic conditions of migrants’ origins and their new
settlements, averaging the agro-climatic distance between each origin district and the village over the
village’s settlers, weighted by the share of settlers from each origin district®, and provides a proxy for the
potential agricultural productivity of transmigrants in their destinations. The measure is grounded in
agronomic data on essential land attributes and climate characteristics, which remain largely unchanged
over time: soil and terrain characteristics, climate variability (measured by rain and temperature vari-
ability), and stable geographic characteristics such as distances to rivers and coasts. Migrants’ farming
techniques came from the environments in which they had previously worked. The index quantifies the
match between those techniques and the new environment, influencing migrants’ potential productivity
and integration success. The agro-similarity measure predicts productivity. Bazzi et al. (2016) show
that the index strongly predicts agricultural performance and broader development outcomes in trans-
migration villages. That pattern is consistent with skill transferability and inconsistent with selective
placement of migrants into more promising sites. The assignment process also makes the resulting

variation in match quality plausibly orthogonal to unobserved determinants of later growth.

The village-level agro-similarity index of Bazzi et al. (2016) is the proxy for agricultural pro-
ductivity in the transmigration villages, and 75% of TM villages in the analysis sample report positive
rice production. In their estimates, a one-standard-deviation increase in agro-similarity raises village
rice productivity by roughly 20%, the first stage behind the exposure measure. This variation is eco-
nomically relevant given the importance of rice in urban consumption. In the household survey data,
rice accounts for more than 25% of urban household expenditures on agricultural goods (Badan Pusat
Statistik 2011). The distribution of the index across TM villages is in Appendix Figure A5b.

The program’s geography implies that towns were exposed to different combinations of the
number of nearby TM settlements and the productivity in them. Some towns are surrounded by TM
villages with high agro-climatic match and thus higher agricultural productivity; others are surrounded
by villages with low match; and many towns are exposed to few or no TM villages at all. Figure 2 maps

two such sample regions: both cities are surrounded by a number of transmigration villages in their

3For village v with settler shares 7y, from origin districts d, the index is AS, = — >4 Tdv d(Ta, xy), where d(zq,z,) =
Zg |ag — Zwvg| is the sum of absolute differences between origin and destination across the standardized agro-climatic

characteristics g, so that a larger distance means lower similarity; Section 3.3 states the construction in full.



vicinity, but one receives a larger agricultural productivity shock (better match quality in the villages),
and the other gets a smaller productivity shock as, on average, less productive villages surround it.
By comparing cities with variable productivity levels of nearby TM villages, I aim to disentangle the
effects of rural productivity on urbanization (Appendix Figure A3a shows the joint variation in the two
variables across all cities).

Figure 2: Sample Areas of Urban Agglomerations & Nearby Transmigration Villages
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Kuala Tungkal, Jambi (right), drawn at one common scale. Exposure is the unweighted mean of village agro-climatic
similarity over the transmigration villages within 300 travel minutes, so a city’s shade is the average of the village shades
in its catchment. Palu averages 0.77 over 9 villages and Kuala Tungkal 0.47 over 14, most of them beyond the mapped
window, so each panel shows the part of its city’s catchment that falls in the frame. A village whose boundary is absent
from the village polygon layer is drawn as a circle at its recorded location. The map highlights the variability in the
number, size and proximity of villages to cities in the two sample regions.

Settlers were a non-trivial share of the population these hinterlands already held. Across the
133 cities I study, the settlers placed in a city’s rural hinterland, meaning the rural subdistricts within
135 km that lie outside any urban center, amount to about 7% of the population that hinterland held
at the 1980 census, a baseline that precedes 84% of the placements. The newcomers thus constituted
a substantial population shock for the receiving economies in their destination regions, large enough
to produce urban effects and small enough to leave the rural landscape they entered in place. Settlers
complemented the pre-existing rural population and did not replace it. The share varies across cities,
with roughly a seventh of them above 15%. The next subsection turns from the program to the cities

around it.



2.2 Urbanization and Industrialization in the Outer Islands

Indonesia is administratively divided into provinces, 26 of them in the 1980 census files. Provinces
are divided into districts, the first sub-province level, called kabupaten, and districts into subdistricts,
kecamatan, the finer level T use, referred to as subdistricts throughout the analysis; some datasets are
available only at the district level, but the analysis runs on data available for subdistricts. In the rest
of the analysis, rural subdistricts are aggregates of their villages, and urban centers are aggregates
of subdistricts overlaid with the urban-center boundary from the Global Human Settlement (GHS)
layer, introduced with the urban sample in Section 2.2.1. The official urban classification operates at
the village level. BPS, the national statistical agency, classifies each village as urban or rural from
its population density, its share of farm households, and its access to urban facilities, and I use that

administrative classification for baseline measurement, the 1980 urban population share below.

The Outer Islands entered the study period overwhelmingly rural. Overall they are less urban
than the main islands, and as economies that are not as highly developed, they are substantially more
agricultural. Tn 1980 they held 52 million people, 35% of Indonesia’s population, spread over most of
its land area: 67% of outer-island workers were in agriculture, against 51% on Java and Bali, and 18%

of the population lived in administratively urban villages, against 25% on the main islands.*

Over the following three decades the Outer Islands more than doubled their urban share, similar
to the main islands. By 2010 their population had grown 80%, against 50% on Java and Bali, their
urban population had more than tripled, from 9.3 to 35.1 million, taking the urban population share

to 37%, and their agricultural employment share had fallen by 15 percentage points, to 52%.

On the Outer Islands, services largely replaced agriculture, a different type of urbanization from
the manufacturing-led path. Over the period the service share on Java and Bali increased by roughly
a third, from 34% to 45%, whereas on the Outer Islands it increased by more than 50% relative to
baseline, from 23% to 35%. Manufacturing moves in the opposite direction. On the Outer Islands it is
not growing as a share, drifting from 6% to 5% even as it grows in levels, while on Java and Bali it rises
from 11% to 15%. The Outer Islands are a setting where positive results on structural transformation
are not what one expects a priori. The urbanization this paper studies is therefore transformation at
an early stage, arriving in cities that begin the period small and substantially agricultural. The next
subsections define the urban units the analysis follows through this transformation, and the agriculture

inside them.

2.2.1 The Urban Sample

The main analysis focuses on urban subdistricts on the Outer Islands of Indonesia. I exclude Java and
Bali because there are no settled TM villages there in the program sample, and I exclude Papua because
baseline (1980) census measures needed for pre-period controls are unavailable and spatial coverage is

sparse in early years.

“The aggregates in this subsection are computed from the harmonized census files described in Section 3. Papua is

outside the harmonized panel and is excluded throughout, from the 1980 aggregates as well as the 2010 ones (Section 2.2.1).



The Global Human Settlement (GHS) layer provides year-specific urban-center boundaries as well as
a static functional-urban-area layer, which delimits each city together with its commuting zone, con-
sistently across countries, from population density, built-up area, and commuting patterns (Moreno-
Monroy et al. 2021). I use the urban-center boundaries, since they are available over time and finer,
to define which subdistricts and neighborhoods go into the definition of urban. I spatially match the
Urban Centre (UC) polygons to the subdistrict (ADM3) boundaries and take the urban sample to be
the subdistricts that overlap a UC, where an intersection counts, with no minimum-overlap threshold on
the intersecting area. Section A.3 details the polygon-to-city mapping and the chain from the satellite

layer to the estimation sample.

Some areas were added to the urban sample because the 1980 data for Indonesia do not give
a full picture of which areas were truly urban (the gap in the satellite record is measured in Ap-
pendix Section A.2). Combining the agricultural employment share and population density from the
fine subdistrict-level data, the best available proxy for what distinguishes a city, I complement the ur-
ban sample from the international satellite layer with one informed by local data. Density is meant to
capture communities that are more urban in a meaningful way, and there is no better measure for it; the
share of agriculture identifies communities that have likely started urbanizing but not fully. Together
they provide a simple but meaningful check on which other areas could be viewed as urban but might
not be captured by an urban layer with some partially missing historical satellite data. The rule uses
only pre-treatment information. A subdistrict is promoted to urban when its 1980 population density
exceeds 500 persons per square kilometer and its 1980 agricultural employment share falls below one
half, the dense, non-agricultural profile of the satellite-defined centers. Because both rules use only
1980 observables, the sample does not condition on the treatment. The diagnostics behind the rule are
in Appendix Figure Ada; Appendix Section A.3 names the added and re-attached centers and gives the
chain from the satellite layer to the estimation sample, and the sample rule itself is stated with the

travel-time window in Section 3.3.

Urbanization Intensity and Sectoral Composition.

Among outer-island urban centers whose nearest transmigration village is within 300 minutes,
many centers are still highly agricultural at baseline, and employment shifts toward services in every
tercile of initial urbanization: 1 trace each sector’s mean employment share from 1980 to 2010, one
panel per tercile of urban population % in 1980 (panels (a)-(c) of Figure 3). Two patterns stand out.
First, in 1980, many “urban” subdistricts in the Outer Islands remain highly agricultural. In the least-
urbanized tercile (1980 urban share below 11%), agriculture accounts for 74% of employment against
18% for services. Second, structural transformation is pervasive across all three terciles. In the middle
tercile (urban share 11-33%), services rise from 29% to 44% while agriculture falls from 61% to 42%,
the two lines crossing; even the most urbanized tercile (urban share of 33% or more), where services
already lead agriculture in 1980 (43% versus 40%), sees agriculture keep falling, to 25% by 2010. The
tercile means also average over wide center-level dispersion. Panel (d) plots every center against the

no-change diagonal, and more than nine in ten lie below it, with the median center’s agricultural share



falling by 20 percentage points and a tenth of centers dropping by 37 percentage points or more. These

descriptive patterns motivate focusing on both (i) urban population and employment growth and (ii)

sectoral transformation in the analysis, and the dispersion in panel (d) is the cross-city variation the

identification strategy exploits.

Figure 3: Sectoral employment change across urban centers, 1980 to 2010
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Summary Statistics

The main estimation sample is the set of outer-island urban centers (UCs), the unit of analysis, within
300 travel-time minutes of a transmigration village with a 1980 baseline the census recorded directly
(Section 2.2.1). Summary statistics for this sample are in Table 1, and those for the full outer-island

UC universe are in Appendix Table A6.

Table 1: Summary statistics: main estimation sample (N = 133 outer-island urban centers)

Panel A: Levels (counts and the travel time to the nearest transmigration village)

Mean SD p50 Min Max N
Total population 1980 (UC, BPS census) 118,928 220,979 67,518 5,785 2,078,951 133
Total population 2010 (UC, BPS census) 229,569 405,501 114,751 28,284 3,796,167 133
Total employed 1980 (UC, BPS census) 32,861 57,605 18,858 2,226 537,303 133
Total employed 2010 (UC, BPS census) 90,333 152,478 47,909 10,952 1,416,355 133
Agricultural employment 1980 (UC, BPS census) 17,328 21,398 10,610 261 148,091 133
Agricultural employment 2010 (UC, BPS census) 27,389 30,024 18,405 1,298 161,274 133
Modern-sector employment 2010 (manufacturing + services) 53,136 110,670 23,173 1,633 1,059,416 133
Distance to nearest TMV (cost-distance, min) 107 85 7 1 289 133

Panel B: Shares, the unemployment rate, and the exposure measures

Mean SD p50 Min Max N

Urban population share 1980 (UC) 0.261 0.229 0.244 0.000 0.807 133
Employment % in agriculture, 1980 0.559 0.219 0.577 0.045 0.981 133
Employment % in agriculture, 2010 0.374 0.184 0.362 0.050 0.899 133
Employment % in the modern sector, 2010 0.517  0.157 0.524 0.094 0.827 133
Unemployment rate 2010 0.123 0.041 0.117 0.038 0.227 133
TMYV settler count (IDW within 300 min, '000s) 0.470 0.685 0.133  0.001 4.125 133
TMV AgSim (z, 300min) -0.012 0.973 -0.123 -2.930 2.692 133

Notes: Main estimation sample: the N = 133 outer-island urban centers within 300 travel-time minutes of a transmigration
village with a 1980 baseline the census recorded directly and 2010 outcomes present (the estimation sample of every
regression in the paper). The rows are the seven headline outcomes, the two exposure measures with the travel time that
defines the window, and the four 1980 baselines the main specification conditions on; every row is measured on the whole
sample. The modern sector is manufacturing plus services, and every employment share uses the broad employment count
as its denominator. Full urban-center universe and the wider set of descriptives: Appendix Table A6. UC = urban center;
TMV = Transmigration Village; IDW = inverse-distance weighted.

The transmigration villages that generate the exposure are small, around 1,900 settlers placed
at founding, and overwhelmingly agricultural; all 814 program villages enter the city-level exposure
measure (Section 2). The three samples entering the structural-transformation regressions are cities,
rural subdistricts without a transmigrant village, and rural subdistricts hosting one. Cities are far
larger and markedly less agricultural, yet agro-similarity exposure is balanced across the three groups
(mean =~ 0.67 in each), consistent with the quasi-random allocation of settlers underlying the identifi-
cation (Appendix Table A7 summarizes the transmigrant villages whose agro-climatic similarity to the

migrants’ origin regions builds the exposure, and Appendix Table A8 compares the three groups).

2.2.2 Urban Agriculture

Urban agriculture is a non-trivial part of the economy in many developing-country cities, especially
cities beyond the capital region, and it is something that many poor urban workers still engage in as

their primary or secondary activity. A city is not equivalent to the modern sector of manufacturing and
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services. These cities have substantial agriculture still, and non-agriculture. This is partially because of
food availability, and some of these cities are retaining agriculture because there is not enough food. The
mixed zones where rice cultivation and non-agricultural activity occur side by side at urban densities
have a name of their own in Southeast Asia, desakota, from the Indonesian words for village and city
(McGee 1991), and agricultural employment inside cities declines with development and with city size

in the cross-country record (Gollin et al. 2016; Jedwab et al. 2025).

Urban and peri-urban agriculture survives in the sample’s cities, and a wider city boundary
includes more of it. The boundaries of the cities studied here come from the global harmonized urban
layer (Section 2.2.1), and outcomes are measured on the subdistricts that overlap the satellite footprint
(Section 3.2). A city’s totals therefore include the cultivation in its ring. In 1980 the average city in
the estimation sample had 55.9% of its workers in agriculture; in 2010 the share is 37.4% when every
member subdistrict is counted whole, rural edges included, 18% when only the villages that touch the
city’s satellite footprint are counted, and 14% when, in addition, only the villages the census itself
classifies as urban are kept; the share falls at each step because each definition strips away more of the
farmland at the edge of the city (Appendix Table D10). The pattern also holds when T subset to density,
which means that within regions of comparable density urban and peri-urban agriculture survives and
is important. The level of urban agriculture depends on how the city is defined, but the ranking of
cities does not, since the alternative definitions rank the sample’s cities nearly identically (correlations
0.68 to 0.94).

Because the cities retain agriculture, structural transformation can be measured within the
city itself. I define structural transformation within a region, whereas classical models of structural
transformation do not separate city from village: when people move to the city, and the city is assumed
to produce manufacturing and services, that is structural transformation. Because I separate the two
regions and look at cities only, if I assumed that there is no agriculture in cities, I could not observe
structural transformation at all. As cities get access to cheaper food, fewer people within the urban areas
will be working in the remaining peri-urban agriculture. Figure 3 shows the reallocation in progress

across the sample, and Section 5 shows it responds to the productivity of the hinterland.

3 Data and Outcomes

3.1 Data Sources

In this project, I merge several distinct datasets to create a unique panel and cross-sectional dataset of
Indonesia’s urban areas and transmigration villages: administrative population census microdata (1980,
2000, 2010), Transmigration program village records and replication files from prior work on Indonesia’s
Transmigration program (Bazzi et al. 2016, 2019), and satellite-derived remote sensing layers used to

. . . .. =4
define urban areas and to construct travel-time (cost-distance) measures between villages and cities.”

SFurther details can be found in Section A.1.
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Population census (1980, 2000, 2010). T use the population census individual-level microdata (full
count in 2000 and 2010 and the 5% population sample for 1980) to measure population, employment,
sectoral employment composition, and migration patterns. This includes data on each person’s current
subdistrict and district of birth, which is crucial for identifying migrants from the Inner Islands to
the Outer Islands. The 1980 data identify location down to the subdistrict level (level 3), and the
2000 and 2010 data down to the village/community level (level 4). For 2000 and 2010, village-level
boundary shapefiles (level 4) are also available, and I use them to define city boundaries and village
catchments (Section 3.4). The 2000-t0-2010 subdistrict link itself is administrative rather than spatial,
and is described below. I use 1980 outcomes as baseline controls and construct post-policy outcomes
primarily in 2010, with decade growth measured over 1980-2000 and 2000-2010.

Transmigration Census and replication files. Data on settled transmigration villages come from
replication files for two previous papers on the transmigration program, based on the Transmigration
Census data. Information on the established year, the village locations, the number of migrants initially
settled, and the village-level agro-climatic similarity index of Bazzi et al. (2016) is sourced from the

Transmigration Census and previous research replication files.

Administrative boundary crosswalks. To harmonize subdistrict identifiers across census waves, I
build on Olken (2009), which links historical BPS subdistrict codes (1976-2002), to match 1980 baseline
measures to 2000 subdistrict identifiers. That source omits several provinces by construction, including
Aceh and Maluku, so I extend it with additional passes built from the 1980 census codes themselves
and from the BPS village panel. The extension adds 182 subdistricts holding 4.1 million people in 1980,
7.9% of the outer-island total, of which 120 are in Aceh and 52 in Maluku.

To align 2000 and 2010 geography I work at the village level, because Indonesia’s subdistrict
boundaries were extensively redrawn over the decade and the village is the finer unit both censuses
record.® Each 2010 census village is matched to its year-2000 village through the BPS village-history
file, which records every village’s administrative code in each vintage from 1998 to 2013, and the 2010
village is then counted in that year-2000 village’s subdistrict. This is an administrative lineage published
by the statistical office rather than a geometric assignment: a village that was renumbered, or whose
subdistrict was split, is followed by its own code history. Where the file does not list a village, or where
a 2010 village descends from year-2000 villages in two different subdistricts, the assignment is left to
the boundary overlay and flagged. Section A.2 gives the construction, the share of villages each route

places, and the checks the assignment passes.

Geospatial remote-sensing data layers. I use the Global Human Settlement (GHS) Urban Centre

polygon layer to define urban agglomerations. GHS provides consistent urban agglomeration boundaries

Indonesia redrew subdistrict boundaries repeatedly between the two censuses, so a village’s 2010 subdistrict is fre-
quently not the one whose territory it sat in during 2000. Matching village polygons to the year-2000 polygon they most
overlap therefore reads boundary change as relocation, and does so most where boundaries moved most, which is in and
around growing cities. The administrative lineage follows each village’s own code through every intermediate vintage, so
a subdistrict split, merge or renumbering is recorded rather than inferred, and the assignment does not depend on how

closely two boundary vintages happen to coincide.

13



based on population, built-up area, and density. I focus the primary analysis on this satellite-based
sample since it is based on a globally consistent and comparable definition; Section 2.2.1 details the
construction.” T also use the gridded raster friction surface created by Weiss et al. (2018) and combine
it with maritime shipping routes to construct an Indonesia-specific friction surface for travel over both
land and water, to more precisely account for Indonesia’s complex geography. This global raster is the
study’s single travel-cost input; its vintage, and the limited role it has in the design, are set out in
Section A.2.

3.2 Urban Outcomes

Aggregation to urban centers. Outcomes are measured on the subdistricts that overlap an urban
center (Section 2.2.1) and dissolved into one urban-center area, the unit that corresponds to the mean-
ingful urban labor market. I aggregate census outcomes (population, employment, sectoral composition,
migration) and the city-level exposure measures to the urban center level by summing total counts for
extensive variables (population, employment) and taking appropriately weighted averages for shares
and price indices. Section A.3 sets out the levels the data come at and why the subdistrict is the finest

comparable unit.

I construct urban outcomes from census data at the subdistrict level. Outcomes fall into three
groups: population and employment growth, sectoral composition, and migration-based measures of

demographic change, aggregated for each city ¢ from individual microdata.

Population and employment. I use total population and total employment levels from the 2000
and 2010 censuses. I analyze both (i) endline levels, the logs of population and of total employment
in 2010, and (ii) growth, the log change in each over 2000-2010. Employment is measured as total
employed persons (constructed from counts), consistent with the reduced-form urban growth outcomes
in the main results. The 2010 census supports two employment counts, a narrow one restricted to
respondents recorded as economically active and a broader one covering everyone with a valid industry
code; every employment share in the paper uses the broader count as its denominator, so the sectoral
shares add up within a city. Sectoral employment and shares. Using census sector classifications,
I construct sectoral employment in levels and shares. In particular, T measure: (i) employment in
agriculture, manufacturing, and services; and (ii) service-sector subcomponents used in the main tables
(e.g., trade, transportation, and other services), expressed as shares of total employment. T report

results both in levels (log counts) and in shares, depending on the specification.

Migration outcomes. Migration measures are constructed from individual-level census microdata
(primarily 2010). For each individual observed in 2010, T observe the current subdistrict of residence,
while place of birth and residence five years prior are recorded only at the coarser district level. All
lifetime and five-year migration measures are therefore defined as district-to-district or province-to-

province moves. For each urban center, I construct the share of 2010 residents who: (i) were born in

"The urban agglomerations shown in the descriptive maps are the GHS functional urban area (FUA) polygons, the

larger agglomerations from an alternative GHS layer that adds commuting zones around the urban centers.
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a different province (or a different district), (ii) were born in the same province (or the same district),
(iii) were born in Java/Bali, (iv) lived in a different district five years earlier, (v) lived in a different
province five years earlier, (vi) lived in Java/Bali five years earlier. These outcomes allow me to quantify

whether urban growth is accompanied by in-migration and to characterize the origins of migrants.

Prices, consumption, wages, and production (Susenas 2002/2011; PODES 2003). From
Susenas, I construct subdistrict-level food/crop price indices using unit values, a housing/rent price
index as a proxy for non-tradable/service prices, consumption expenditures and expenditure shares, and
sectoral wages (agriculture vs. non-agriculture). These measures have no 1980 baseline, so they identify
differences in end-of-period levels across cities. I also construct “real” wages by deflating nominal wages
with the relevant local price indices. From PODES, T aggregate agricultural production (especially rice)
to the subdistrict level to measure peri-urban agricultural production within urban subdistricts. For
a subset of outcomes, I additionally construct an indicative “rice surplus” measure (production minus

consumption) combining PODES production with Susenas consumption aggregates.®

3.3 Exposure: Agro-Climatic Similarity, Settler Counts, and Cost Distance

The main explanatory variable captures quasi-exogenous variation in the agricultural productivity of
Transmigration villages arising from differences in the match between migrants’ origin environments
and destination environments. T use the agro-climatic similarity index developed in Bazzi et al. (2016),

which was designed to measure skill transferability of agricultural migrants across space.

Village-Level Agro-Climatic Similarity. Following Bazzi et al. (2016), agro-climatic similarity in
a TM village v aggregates the agro-climatic “distance” between each migrant’s origin district and the
destination village. Let x4 denote a vector of agro-climatic characteristics in origin district d (e.g., soil
and terrain, rainfall and temperature averages, and stable geographic attributes such as distance to
rivers/coast), and let z, denote the corresponding vector for destination village v. Let mg, be the share

of migrants in village v born in district d. The village-level index is:
I
Agroclimatic Similarity, = AS, = (—1) x dev d(xg,xy), (1)
d=1

where d(-) is an agro-climatic distance metric, the sum of absolute differences between origin and
destination across the standardized characteristics, as in Bazzi et al. (2016). The leading (—1) converts
a dissimilarity measure into a similarity measure. I use the index in the min-max rescaled form stored

in the replication data, so AS, € [0, 1] across the 814 program villages.

8The empirical analysis uses two Susenas waves jointly: Susenas 2002 for food consumption quantities (1-year aligned
with PODES 2003 production, giving a clean consumption-production surplus measure) and Susenas 2011 for prices, wages,
food share, housing rent, and consumption-by-food-category aggregates (1-year aligned with the 2010 Census outcome
year, supporting the structural-transformation explanation). See Appendix Table A1 for a per-variable summary of source

wave, sample size, and construction.
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I use the index as a proxy for the intensity of the rural productivity shock. Bazzi et al. (2016)
show that this index predicts realized agricultural success of TM settlements (including higher pro-
ductivity outcomes). Appendix Figure A5b shows the variation in the agro-similarity across settled

Transmigration villages.

The city-level exposure measure. To map the village-level productivity variation into an urban
shock, I construct a city-level exposure measure that aggregates AS, across the transmigration villages
inside each city’s travel-time catchment. The variation in the resulting aggregated index of agro-

similarity is shown in Figure 4.

I take the village-level agro-similarity index AS, (see Section 3.3) and average it across the
villages that fall within a fixed travel time of the city, giving each of them equal weight. Figure 2 illus-
trates the spatial matching of a sample urban agglomeration to nearby villages; proximity is measured

throughout by cost-distance travel time in minutes. For each city, the exposure measure is therefore

AgSimilarity. = Z AS,, Ve ={v: 7ep < 300 minutes }, (2)

1
’Vc| veVe
where 7, is the least-cost travel time in minutes between city ¢ and village v (the cost-distance metric
described in Section 3.3), V. is the set of transmigration villages inside city ¢’s 300-minute catchment,

and |V.| is the number of villages in that set.

The settler count. To separate the role of productivity from that of scale, I construct a second,
purely quantitative exposure measure: the number of individuals initially placed in nearby TM villages.
Village-level initial placement counts N, come from the Transmigration Census. I then aggregate N,
to the urban center as an inverse-travel-time-weighted sum over the same villages inside the city’s 300-
minute catchment, a different aggregation from the exposure measure’s unweighted catchment mean (see
Section 4). This controls for the possibility that cities surrounded by more TM settlements experience

different population and demand dynamics independent of the productivity shock.

To control for the overall number of migrants resettled around a given city ¢ under the Trans-
migration Policy (T'ransMigrants), 1 calculate the inverse-distance-weighted number of transmigrants
across villages around each city. Unlike the agro-similarity exposure, which is an unweighted average
over the catchment, this scale control is an inverse-distance-weighted sum of the initial settler counts
N, across the villages v in the catchment V, (so it rises with both the number and the size of nearby

settlements), with proximity measured by cost-distance travel time de,:

1
TransMigrants!PW = Z — N, (3)

(&
veVe Y
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where TransMigrants,. is the aggregated scale of TM settlement around city ¢: the sum, in thousands,
of settler counts NN, across the villages in city ¢’s catchment V., each inversely weighted by d.,, the

least-cost travel time in minutes between city ¢ and village v.

Weighting of the similarity index and the settler count. The two village-level measures aggre-
gate to the city with different weights, an inverse-distance weight for the settler count and none for the
similarity index. Two measures enter from the village level: the agro-similarity index AS, of Bazzi et al.
(2016), an index of similarity from 0 to 1, and the number of individuals initially placed in each village,
which accounts for the size of the villages. The settler count enters inverse-distance weighted, as in (3).
Villages that are further away contribute fewer migrants than the ones that are closer, and the number
of migrants affects productivity but also generates demand for urban services, so distance is salient in
that measure. The agro-similarity measure is first and foremost about agricultural productivity, and
goods can be transported over distance more easily than people can travel to access services, so the
city index is the average similarity of the surrounding villages without an inverse-distance weight. A
productive village that is a little further away is not the same as a low-productivity village. The higher
trade costs to a more remote village are not equivalent to that village being less productive, the two
are different channels, and the distance dimension is in some ways accounted for by the weighted total
number of migrants placed, which is a scale effect. Rescaling the similarity index by distance would not
make sense under this interpretation, and different distance weights do not affect the estimates much
(Section D.3).

Because AS, is rescaled to the unit interval, so is the city aggregate; in the regressions I enter it

as a z-score computed over every urban center with a measured exposure.

Cost-distance travel time. I measure proximity using cost-distance travel time. Combining the
satellite-derived layers with the administrative data, I construct a full travel-time matrix between
villages and cities that is representative of the actual time it takes to travel from one place to the next:
for all city-village pairs, the minimum travel time on a lkm-grid friction raster. In an island setting
travel time is the better measure of proximity. The friction raster is the Weiss et al. (2018) travel-
speed surface, and I add marine travel links so that travel over water between the islands is part of
the estimates. This produces a full city-village travel-time matrix 7,, which selects the villages inside
each city’s exposure catchment and with it the main estimation sample (nearest transmigration village
within 300 minutes), and which supplies the inverse-travel-time weights for the settler-count control.
Appendix Figure A2 maps one sample region and shows what the measure captures: two transmigration
villages the same straight-line distance from the same city sit about an hour and over three hours away

once the distance is measured in travel time.

Main estimation sample and proximity cutoffs. After constructing the city-village travel-time
matrix, I restrict the estimation sample to urban centers whose nearest transmigration village is within
a meaningful, achievable transportation distance of 300 travel-time minutes, min, 7., < 300, where the

minimum is taken over the subdistricts that make up the urban center, so a center enters the sample
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Figure 4: Transmigration-village agro-similarity and aggregated urban exposure
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Urban centers
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Village agro-similarity to the settlers' origin City exposure: mean village agro-similarity within 300 minutes
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Notes: Left panel: agro-similarity to the settlers’ region of origin for the 680 transmigration villages that lie within 300
cost-distance minutes of an outer-island urban center. The program has 814 villages in all and every one of them has a
measured similarity; the other 134 sit beyond 300 minutes of any urban center and so enter no city’s exposure. Right
panel: the city-level exposure measure, the unweighted mean of village agro-similarity across the villages inside that
window, over the 137 urban centers with at least one village in it. Averaging is why the city distribution is the narrower
of the two: it runs from 0.38 where the village index runs from 0.22. Bin width 0.05 in both panels, drawn on one axis
so the two are read against each other.

when its closest subdistrict has a program village within the cutoff. The 300-minute window keeps
137 of the 187 centers, of which 134 have a 1980 baseline the census recorded directly. Figure A3b
shows the full distribution of travel time to the nearest transmigration village and the percentile the
300-minute cutoff falls at. The restriction changes the population of cities the coefficients describe.
The exposure measure is a mean over the transmigration villages inside the window, so a city with no
village inside it has no exposure value at all. The coefficients are therefore identified off variation in the
composition of nearby villages among cities that all have some transmigration exposure, and are local

to that comparison.

3.4 Baseline Controls

Controls aggregated from villages. I include a rich set of controls capturing agro-climatic and
geographic features of TM villages to ensure that identifying variation in the agro-similarity exposure is
not mechanically driven by underlying land quality or geography. These controls include the components
used to construct the agro-climatic distance metric in Bazzi et al. (2016) (e.g., soil and terrain attributes;
rainfall and temperature patterns; and stable geographic characteristics such as distances to rivers and
coasts). I aggregate each village covariate X, to the urban center as an unweighted mean over the

X,. I refer to this set as “agro-climatic TMV

same villages as the exposure measure, X, = ﬁ > el
c

controls” in the tables.

City-level baseline controls. Finally, I include city-level baseline controls to account for hetero-

geneity in initial conditions and to improve precision. One important set of controls includes 1980
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baseline levels of population and employment for each urban subdistrict, constructed from the 1980
census and matched forward to consistent subdistrict units. Some villages were settled in 1979 and 1980,
before the 1980 census that provides these baselines, so the baseline precedes most placements and not
all of them. The 1980 agricultural employment level enters the same way and in every specification.
Where relevant, T also include baseline migration measures to address the possibility that some cities

were already on different trajectories prior to exposure to nearby TM settlements.

The main specification (the Main Spec) conditions on four 1980 baselines: log population, log
employment, the urban population share, and log agricultural employment, the last two being the

baseline characteristics the balance test of Section 4.3 flags.

The 1980 urban population share. Urban centers differ in how much of their population is admin-
istratively urban, and I summarize this with the 1980 baseline urban-population share, UrbanShare..
For urban center ¢, the share is the 1980 census population living in administratively urban villages,

summed across the center’s constituent subdistricts, divided by the center’s total 1980 census popula-

tion: ) b
PO urpan PO urban
UrbanShare, = Pe - = 2rec Popj
Pop‘gota Zkecpopk:
where k indexes the subdistricts that aggregate into center ¢, and Pop};rban counts residents of the

villages the 1980 census classifies as urban (the BPS administrative village status). The split is ad-
ministrative. The GHS Urban Centre determines which subdistricts belong to ¢, and the urban-rural

division within each subdistrict comes from the census.

3.5 Trade and Openness Measures

Three measures summarize each city’s access to food trade beyond its own hinterland. The route
measure is introduced here; Section B.1 constructs all three, compares them, and validates the route

measure against the 2004 rice-import ban.

Route openness. The preferred measure uses predetermined trade geography only. For each urban
center I compute the route-aware least-cost travel time to its nearest customs port of entry, over the
same land-and-sea friction surface as every travel time in the paper, plus the onward sea leg from that
port to the nearer of Bangkok and Ho Chi Minh City, the hubs from which the bulk of Indonesia’s
rice imports ship, with both legs converted to hours at the surface’s shipping-lane speed (adapting the
distance-to-the-rice-routes construction of Bazzi 2017). Smaller totals mean closer alignment with the
rice-import routes, hence higher baseline openness. The anchor set is the full customs port-of-entry
list, so no realized trade quantity enters the measure. Route openness is the openness split variable in
Section 5.3.

The two other measures are gravity market access over realized rice-import volumes and the

distance to the nearest customs port of entry; the first is the alternative split of Table B2, and the
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second enters the balance tests of Section 4.3 as a predetermined trade-access covariate (both are

constructed in Section B.1).

4 Conceptual Framework and Empirical Strategy

This section sets out how a productivity gain in a city’s hinterland can reach the city (Section 4.1), the

equation that estimates its effect (Section 4.2), and the identification argument behind it (Section 4.3).

4.1 Framework: Mechanisms Linking Rural Productivity to Urban Outcomes

The productivity shock first and foremost affects food production, directly. The villages that have a
better match of people produce more food, and everything else follows from that. The region is the
city and its rural hinterland, and the framework captures how a shock to some parts of that hinterland
affects the urban center. Some areas get a food productivity shock, which raises agricultural production
and reduces prices, and that has spillover effects on the city through the trade and migration channels,
through price and wage effects. Many classical accounts treat this as a reallocation of people. Excess
labor gets released from agriculture and goes to the cities.? That is not the only thing at play. A priori
it is not clear which channels or flows dominate, but they all shape growth versus employment and the
structural transformation in cities. This simpler framework covers a single region and captures those
effects within it; the spatial equilibrium model of Section 6 adds the interactions across urban regions,
through trade and migration between cities. The mechanism map (Figure 5) shows the effects, the price
channel through the city and the labor channel through the countryside, which the two paragraphs that

follow take in turn.

Cheaper food reaches the city through trade and moves urban employment through two price
effects, a labor supply effect in urban agriculture and a labor demand effect in the modern sector.
As rural productivity rises, food production goes up, meaning that there is more agricultural output
available at lower prices. This affects cities first through trade, as cities have access to cheaper food.
That means that, on the one hand, cities themselves do not need to produce as much food within, and
the remaining peripheral urban agriculture can decline as workers exit urban agriculture, a labor supply
effect in the cities. At the same time, on the goods market, households spend less money on food as it
is cheaper, and they can reallocate additional disposable income to services and other non-agricultural
items, which creates a labor demand effect in the modern sector, as residents demand more services.
None of it requires anyone to move, and the pass-through into the price a city’s households face is larger

the more of its food the city has to source from its own hinterland.

The wage effects work in the rural areas, as the workers adjust. Places that experience the

positive productivity shock have higher incomes coming from agriculture, and that might have an

9The closed-economy account descends from the dual-economy and food-problem literatures, in which an economy has
to feed itself before it can industrialize (Lewis 1954; Schultz 1953; Gollin et al. 2007; Matsuyama 1992); in the open-
economy version the prediction reverses, and a more productive place keeps producing food (Matsuyama 1992; Bustos
et al. 2016). Section F.15 sets out both accounts model by model.
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ambiguous effect on out-migration. As they earn enough money, they might be more inclined to stay,
whereas at the same time, as they earn enough money, they might be more easily able to afford the cost
of moving to the city, as the liquidity constraints are a salient barrier to many rural-urban migrants
(Bryan et al. 2014). At the same time, other rural areas that do not experience the shock are now at
a disadvantage, so they are facing the increased competition from places that have the shock, while
at the same time also being negatively affected by lower prices. In the model the shock enters as the
productivity of the villages that received it, holding other things constant, so the rise in their income
is the direct effect of higher productivity, and every other adjustment is part of the general equilibrium

response.

Fach region with the outer-island city and its hinterland together approximates the closed econ-
omy from Matsuyama’s theory (Matsuyama 1992), and how closed it is varies with the city’s access
to outside food markets. Comparing more open and more closed urban regions therefore provides the

variation to test the theoretical predictions within one country.

Composition against size and who moves separate the two channels. The price channel moves a
city’s employment composition without moving anyone, while the labor channel moves composition and
population together and empties the villages that became better at farming (Section 5.1, Section 5.2
and Section 5.4). Where the response concentrates is the price channel’s signature, a large response
in the cities poorly connected to outside food markets and a small one in the well-connected ones
(Section 5.3). In the model I have sector switching and location choice, and it measures how much of

the transformation each channel accounts for (Section 6).

4.2 Estimating Equation

I look at urban outcomes in 2010 as a function of the productivity induced by the Transmigration
Program, measured by agro-climatic similarity, where § captures the causal effect of interest. I control
for the urban baseline in 1980, the earliest year for which I have comprehensive data, so the specification

estimates a long-run difference:

ye = B AgSimilarity. + TransMigrantsgDW + Ce1980m + Xev + e (4)

where y, is an endline urban outcome for urban center ¢, aggregated from its subdistricts (e.g., 2010
population and employment, or decade growth over 1980-2000 and 2000-2010), TransMigrants. is
the inverse-distance-weighted sum of settlers across the Transmigration villages inside city ¢’s 300-
minute catchment, in thousands (a scale control), AgSimilarity. is the unweighted mean of agro-
similarity across the transmigration villages inside city ¢’s 300-minute catchment (2), entered as a z-score
computed over every urban center with a measured exposure, C, 1950 is the city’s baseline characteristics
(log population, log employment, the urban-population share, and log agricultural employment, all in

1980), and X, contains unweighted means; over the same villages, of their agro-climatic suitability
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characteristics (climate, soil, terrain, and geography), including every characteristic used to construct

the similarity measure.

B conditions on the 1980 baselines in three ways, one for each group of outcomes. For population
and employment the same outcome measured in 1980 enters C¢ 1950 directly, so the comparison runs
between cities that started the period at the same size. For the compositional outcomes, the 1980
sectoral shares are not among the controls, so 8 there compares cities of the same baseline size, urban
share, and 1980 agricultural employment level. The level enters and the share stays out, because the
share is the ratio the compositional outcomes are measured in, so conditioning on it would hold the
baseline composition fixed by construction. The specification for the outcomes without a baseline relies
on the same identifying assumption, but has a slightly different interpretation. Prices, wages, and
expenditure have no 1980 measurement to condition on, so those regressions compare levels across

cities at the end of the period. This is why the price and wage results are suggestive of the mechanism.

To account for the differential distribution of villages around cities, as some cities might have
received a differential number of villages in their immediate proximity around them depending on the
greenfield land availability during the site selection, I include the overall exposure measure for cities, the
settler-count control TransMigrants!PW  to allow for the effects of agro-similarity to be conditional
on overall village population, identifying its causal effect more precisely. The city-level policy exposure
accounts for the variable (and not necessarily exogenous) placement of villages relative to cities, such
that the coefficient on this variable in the main regression does not capture a causal effect, but controls
for the overall number of migrants. Holding the count fixed, § is identified off the composition of that

exposure, whether the villages a city happened to draw were well or poorly matched.

The two terms are aggregated differently over the same villages. The count is an inverse-distance-
weighted sum, as in (3), which assigns higher weights to the closer villages, with the assumption that
similarly sized villages will have a stronger impact on the city if located closer, while the similarity
measure is an unweighted mean, as in (2), so it captures composition only and is invariant to how many
villages a city happens to have. See a sample region of higher- and lower-productivity villages and

exposed cities in Figure 2.

The Main Spec is estimated without fixed effects, and spatial correlation in the errors is handled
by Conley standard errors with a 200-kilometer cutoff. The inclusion of island fixed effects is tested
in one of the alternative specifications (Appendix Figure D3), and the robustness analysis varies the

inference choice as well.

The estimated S captures how urban outcomes change in response to being surrounded by, on
average, one standard deviation more productive villages within the 300-minute travel-time window
of Section 2.2.1. There are different crops (Appendix Table E8 reports staples, rice, and legumes
separately), and different ways to measure output: harvest or yield, per person or per hectare. I treat
the estimates as a reduced form, without taking a stance on which of these measures is the relevant

one, and Section 6 puts their magnitudes into economic units.
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4.3 Identification

While the assignment to destinations was random, the total number of Transmigration villages and
their locations around cities were not random, adding a layer of complexity to the analysis. I therefore
control for the number of settlers, because I am not claiming that all village placements were as good
as random, only the agro-similarity averaged across the settlers in each village. That measure is the
match quality between the places settlers came from and the places they were sent. I also control for
the characteristics of the destination villages. Among cities with equally large nearby settlements on
similar land, some drew cohorts whose origin conditions resembled their new home and some did not,

and that difference is the treatment.

The exposure measure is based on Bazzi et al. (2016), who show that at the village level it is
a predictor and a proxy for rural productivity. One standard deviation higher agro-climatic similarity
is associated with 20% higher rice productivity. I show a validation consistent with that within the
estimation sample, where the measure does predict agricultural yields. Moving across the similarity
range raises village agricultural productivity by about half a ton per hectare against a median near

0.43, a gradient estimated at conventional significance in levels (Appendix Figure C5 and Table C8).

The footprints that define the sample come from the 2020 GHS satellite classification, so the
sample geography is endline geography. Three features keep this from contaminating the design. The
sample is held fixed across all census years, so every within-unit comparison uses constant boundaries
rather than boundaries that respond to the shock. Measured in 1980, exposure does not predict which
of these units were already large (Appendix Table C5). And the growth margin is intensive rather than
extensive. Exposure transforms cities that already exist, so the shock is not creating the units that a
2020-defined sample would then select (Section D.2).

The random component of the treatment is established at the village level. The program did
not match migrants to destinations on agro-climatic similarity, so where each cohort ended up was as
good as random (Bazzi et al. 2016), and within a cohort it is plausible that people could have been
assigned to another village among those that opened up around the same time, rather than a village

that opened in 1979 being compared to one that appeared in 1987.

The quasi-random variation therefore sits at the village level, but I average it across villages to
construct the city’s exposure, and since the village locations were chosen by the government, I do not
argue that individual locations or village size are random. Once I am averaging the shock from each
village to the city, a non-random component appears inside that averaging. The function incorporates
the centrality of the city and how many villages happened to be selected around it, and averaging
a random shock in a structure that has a non-random component means the aggregated shock itself
now has non-randomness in it. In my case, a city surrounded by transmigration sites with land more
similar to the Java and Bali origin mix might be bound to have higher exposure regardless of how
settlers are reshuffled across the as-good-as-randomly assigned destinations, because of its pre-existing

characteristics.
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I condition on those characteristics separately, and that helps with identification; to do it more
systematically, I run the test of Borusyak & Hull (2023). Whichever weights I choose to average
the shocks, whether they read the distance or the population, the exposure structure they produce is
predetermined, and that structure is the non-random component. Holding that structure constant and
reshuffling people isolates the part of the exposure left once the expected exposure embedded in it is
removed. The expected exposure is the average a given city would have received across all counterfactual
settler assignments, and I subtract it from the actual exposure using the fixed weights, so the remaining

variation is purged of the expected exposure.

The permutations behind that counterfactual take two forms that bracket the design. One
reshuffles the village match within province-by-settlement-wave cells, the set of villages that opened
around the same time, and a more demanding one holds each site’s destination fixed and re-draws only

which settler origins arrived. I detail the construction in Section C.1.

Placebo and Balance Tests at Baseline

The placebo and balance checks use the 1980 baseline data to check whether urban outcomes at baseline
were already correlated with the agro-similarity exposure, that is, whether there was selection at base-
line; if there were, it would pose more serious concerns about the exogeneity of the later productivity
exposure. The 1980 census is a baseline rather than a strictly pre-program year. Settlement began in
1979, and 127 of the 814 villages, accounting for 19.5% of the settlers, had been placed by the time of
the count. A separate appendix check excludes the villages already settled by the time of the count
from the construction of the exposure, and the balance is unchanged (Appendix Table C5). In addition,
for village effects to trickle down to cities it is plausible that some time is needed, so there is less of a

concern with this.

Baseline levels and shares are uncorrelated with the agro-similarity exposure. Figure 6 plots each
1980 baseline characteristic’s standardized association with exposure, conditional on the settler count
and the agro-climatic controls, the margins the design itself holds fixed. Twelve of the fourteen rows
are statistically indistinguishable from zero, among them city size, the unemployment rate, modern
employment in levels and in shares, every birthplace row,'” and all three trade-access measures. Log
agricultural employment is significant at the 10% level and the 1980 urban population share at 5%.
Both are 1980 baselines the estimating equation conditions on, so the estimates below already hold
both of them fixed. FEvery estimate below conditions on the 1980 urban population share and on 1980
log agricultural employment, the two baseline characteristics this test flags, so the imbalance is held
fixed. Adding the 1980 birthplace shares to the control set leaves the compositional results unchanged
(Appendix Table C7), and an exposure rebuilt from the villages settled after the census returns the

same picture (Appendix Table C5).

10The 1980 census records place of birth at the province level, so it cannot support the finer district-level split that is

used in the 2010 decomposition.
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The same test runs in levels for the fuller set of baseline outcomes: urban center-level aggre-
gates of 1980 individual census records regressed on average agro-similarity across villages, under two
constructions of the exposure and two village sets. Every weighting variant inside the 300-minute iden-
tification window behaves like the headline specification, and restricting the exposure to the villages

settled after the count leaves that unchanged (Appendix Table C5, in Section C.1).

Figure 6: Baseline balance: 1980 city characteristics and exposure

1980 baseline city characteristics
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Urban population share 1980 ** 4 }
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Ln born in another province 1980 -
Born in another province, share 1980 -

Trade openness

Port access, capacity-free (cost-distance) -
Route openness to rice hubs -

Distance to nearest customs port of entry -

4 2 0 2 4
Standardized association with AgSim (90% CI)

Notes: Each row plots the standardized association between a 1980 baseline characteristic and exposure, from a regression
of the (standardized) characteristic on agro-similarity, the transmigrant settler count, and the agro-climatic control set,
the same conditioning as the levels test in Appendix Table C5, with Conley 200 km spatial standard errors and 90%
confidence intervals. The upper block (teal circles) collects 1980 baseline city characteristics: the ten outcomes of the
placebo table, in the same order, and the 1980 urban population share; the estimating equation conditions on that share,
and on log agricultural employment, as baseline controls. The birthplace rows split the 1980 population by province of
birth, since SP1980 records place of birth at province level only; the two log counts are parts of one total and move
independently, and the share row is the born-elsewhere count over 1980 population. Row N varies with the outcome,
from 137 on the trade-access rows to 134 on the city rows and 131 on the unemployment rate, and the placebo table
reports each one. The lower block (navy diamonds) collects predetermined trade openness: capacity-free port access,
route openness to the Thai and Vietnamese rice hubs, and distance to the nearest customs port of entry. Urban-center
sample whose nearest transmigration village lies within 300 minutes.

5 Reduced-Form Results

This section establishes the reduced-form case in four steps. Cities exposed to more productive trans-
migration villages move employment out of agriculture and into the modern sector, by much more than
they grow in size (Section 5.1). The mechanism runs through the goods market. The effective cost of
food falls, the exposed city stops producing its own staples and buys them from its hinterland, and

household spending tilts toward non-food, while the settlers who received the productivity gain stay in
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their villages (Section 5.2). The transformation is concentrated exactly where a trade mechanism pre-
dicts, in cities weakly connected to outside food markets, and is offset in cities that can already import
cheap food (Section 5.3). The villages that received the gain keep their workers and their settlers, and
the village side and the city side of the same shock move in opposite directions (Section 5.4). These
facts identify the shock that the structural model in Section 6 then decomposes into its food-trade and

migration components.

5.1 Urban Structural Transformation

Table 2: Urban growth and structural transformation: the shift from agriculture to the modern sector
(Modern = Manufacturing + Services)

Population + Employment Agric Empl Modern Empl
(1) (2) ) (4) () (6) (7
In pop Inemp wunemprate In L agric agric % In L modern modern %
TMV AgSim (z, 300min) 0.060 0.033 0.009 -0.167* -0.053*** 0.169%** 0.068***
(0.059) (0.056) (0.007) (0.096) (0.018) (0.061) (0.015)
Transmigrant count (IDW) v v v v v v v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v
Mean dep var 11.839 10.930 0.123 9.816 0.374 10.229 0.517
Std dev dep var 0.858 0.843 0.041 0.898 0.184 0.979 0.157
Observations 133 133 133 133 133 133 133

Notes: UC-level regressions, 300min cost-dist sample. Modern sector = manufacturing + services, per the Matsuyama 1992
framing. Cols 1-3 = pop, total empl (In), and unemployment rate; cols 4-7 = In agric employment, agric share, In modern
employment, modern share (all 2010). Main Spec controls, with the transmigrant settler count entering in thousands (shown
as v'; polynomial variants are reported in the appendix as a robustness exercise). Spatial Conley SEs (dist cutoff 200km), no
prov FE. Stars are from the analytic Conley p-value. Table C4 reports the randomization-inference p-value for every column
under each permutation scheme, and Table D12 runs the same columns across spatial-inference radii. *** 1%, ** 5%, * 10%
significant.

In the main sample of urban centers, those whose nearest transmigration village lies within
300 minutes of travel time, exposure to more productive villages changes the sectoral composition of
employment much more than it changes city size (Table 2). The point estimates on population and total
employment are positive but not distinguishable from zero at the headline radius. There is no effect on
the unemployment rate, so cities are not growing at the expense of people being jobless. Agricultural
employment is declining and modern-sector employment is growing, in both levels and shares. The
agricultural employment share falls by 5.3 percentage points, the agricultural level falls with it, at the
10% level, and modern-sector employment (combined manufacturing and services) rises by 0.169 log
points in level and 6.8 percentage points in share. The analysis works with the modern sector as a whole
throughout; its manufacturing and services components are reported separately in Appendix Table EG6.
Every column includes the Main Spec controls (the nearby transmigrant count, the 1980 baselines for
population, employment, urban structure, and agricultural employment, and the agro-climatic control

set), with Conley spatial standard errors at a 200-kilometer cutoff.!!

' Appendix Table D12 re-runs the same columns at 150, 450, and 500 kilometers and with clustering on the catchment
components; the three compositional columns reject at the 10% level under every variant that returns a standard error,
) y

and the agricultural level does not survive the component clustering.
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Figure 7: The agricultural employment share against city exposure, semiparametric fit

0.55+
0.50+
0.45
0.40+
0.35+
0.30

0.25+

0.20

Agricultural employment share, 2010, net of controls

City exposure (hinterland agro-similarity)

Notes: Partially linear regression of the 2010 agricultural employment share on city exposure, with the Main Spec
controls entering linearly (the settler count weighted by inverse distance within 300 minutes, the 1980 baselines, and the
agro-climatic controls) and exposure entering nonparametrically. The curve is a local linear fit (Epanechnikov kernel,
bandwidth 0.30) of the share net of the controls’ linear part, with a 90% confidence band. Exposure is the mean agro-
climatic similarity of the transmigration villages within 300 minutes of the city, in index units; the same relationship per
standard deviation of exposure is column 5 of Table 2. Sample: the urban centers of the estimation sample.

The change in sectoral employment is much greater than the change in population. Figure 7
shows the relationship behind the share result: the agricultural employment share against exposure,

with the Main Spec controls partialed out, and the fall is close to linear over the whole range.

In 1980, as the villages were being settled, exposure is uncorrelated with city population, employ-
ment, and sectoral composition (Appendix Table C5). It is correlated with the 1980 urban population
share, which Figure 6 reports, and with the level of agricultural employment, so both are controls in
every column, and adding the 1980 birthplace shares leaves every headline estimate unchanged (Ap-
pendix Table C7). The placebo tests are in Section 4.3. The natural concern is that the result is trivial
in the share. Migrants who move to cities most of the time do not move for agriculture, so more migrants
coming in would move the share by themselves. That is why the level matters. Modern-sector employ-
ment is growing, and growing more than the population itself, which means there must be sectoral
switching. The data reject that account. Arrivals farm too. Workers born outside the city’s district
farm at a rate of 27.1% against 40.4% for the locally born, so producing the estimated fall through

arrivals and nothing else would require an inflow of 105.6% of a city’s workforce, against the 3.4% the

28



employment response implies, and a one-sided test rejects that account at the 10% level (p = 0.036).2

The rejection holds at every arrival farming rate the 2010 census measures (Table 3; Section E.2).

Crossing each city’s 2010 workforce by birthplace and by industry splits the fall into two com-
ponents: a composition component, from the rising migrant share of the workforce, and a within
component, from workers of a given origin leaving agriculture. Table 3, Panel D, puts 91% of the fall on
the within component and 16% on composition, the two adding to more than the whole because a small
interaction term offsets them; the within share is above the 80% that Eckert & Peters (2025) attribute
to within-region change in the 1880-1920 United States (estimates and bands in Appendix Figure E3a).
The census is a repeated cross-section, so the within component still mixes two mechanisms: workers
changing sector, and one generation replacing another with nobody changing jobs, which Budi-Ors

(2026) puts at 68% of Indonesia’s aggregate agricultural-share fall.

Two censuses ten years apart separate the two mechanisms, because ten-year age bands let a
birth cohort be followed one band forward. Among native-born cohorts, which in-migration between
the waves cannot reshape, the effect of exposure on the 2010 agricultural share splits into near-equal
thirds: about a third was already in place by 2000, about a third is each cohort’s own farming rate
falling between 2000 and 2010, and about a third is older, more agricultural cohorts being replaced by
younger ones (Figure E3b; the shares and their intervals are in Section E.3). Workers already in the
city changing sector would show up in that middle third, which is imprecisely estimated and is also
consistent with who joined and who left each cohort, so the censuses establish the accounting and do

not identify the switching; Section 5.2 traces that adjustment to the goods market.

These estimates also survive the design-based test of Section 4.3 in its double-robust form.
With the exposure a city would expect under counterfactual settler assignments entered as a control,
the agricultural employment share falls by 0.042 and the modern employment share rises by 0.051,
the first at the 5% level and the second at the 1%, against headline values of —0.053 and +0.068
(Appendix Table C2). The scalar form subtracts that expected exposure from the treatment and
leaves little variation to identify anything, so its coefficients attenuate toward zero and no outcome
rejects under randomization inference (Figure C2; Appendix Table C4). The design-based support for
these results therefore comes from the double-robust column, and the precision comes from the Conley

standard errors in Table 2.

Design-level robustness. Across 85 specifications that vary the control set, island fixed effects, the
construction of the exposure measure, and the travel-time cutoff, no specification is both wrong-signed
and distinguishable from zero for any of the three headline outcomes. Modern-sector employment and
the agricultural employment share each clear the 10% level in 49 of the 85, log population in 13. The

tighter 180-minute window, on a much smaller sample, is the one family that misbehaves, and the spec-

2Hamory et al. (2021) use the TFLS panel to study sectoral switching and find that individual fixed effects remove over
80% of the estimated agricultural productivity gap, so the gap largely reflects selection into sectors. The IFLS sample
with sectoral histories in the outer-island cities that I study is too small, covering too few people and too few unique

cities, the level at which I define treatment.
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Table 3: Could arrivals alone have produced the fall in the agricultural share?

Estimate
Panel A. What the 2010 census measures
Agricultural share of workers born in this district 0.404
Agricultural share of workers born outside it 0.271
Comparison city’s agricultural employment share 0.374

Panel B. The two coefficients on exposure the accounting compares

Agricultural employment share -0.053***
(0.018)

Log total employment 0.033
(0.056)

Panel C. The accounting
Inflow required to produce the fall through arrivals alone  105.6%

Inflow the estimated employment response implies 3.4%

Gap in logs, implied less required -0.688
(0.382)

One-sided p against the arrivals-only account 0.036

Panel D. What the fall in the agricultural share decomposes into

Total fall, 1980 to 2010 -0.038**
(0.017)
Within, workers switch sector (91% of the fall) -0.034**
(0.016)
Composition, the migrant share rises (16%) -0.006
(0.004)
Interaction (-8%) +0.003
(0.005)
Within component on the arrival-recency cut 97%
Urban centers 133

Notes: 133 urban centers, Main Spec, Conley spatial standard errors at a 200-kilometer cutoff. Panel A reports unweighted
means over the estimation sample, built from the individual records of the 2010 census; a migrant is a worker born outside
the district of residence. Panel B reports the two coefficients on exposure, estimated jointly as one stacked system so
that Panel C can use their cross-equation covariance, with standard errors in parentheses and stars taken off that same
inference. Panel C applies the accounting identity of Section E.2: a city of L workers with an agricultural share s that
takes in a gross inflow g, a share a of whom also farm and with no incumbent changing sector, ends with its share lower
by g(s —a)/(1+ g), so producing the estimated fall requires an inflow of 105.6% of the workforce against the 3.4% the
employment response implies. On a city of the sample’s mean employment, 91,821 workers, that is 96,979 arrivals required
against 3,102 estimated. The p-value is one-sided against the null that the employment response is at least as large as the
identity requires, computed by the delta method on the stacked covariance, and its cell is shaded by evidence strength.
The rejection holds at the 10% level at every arrival farming rate the 2010 census measures, from 0.211 to 0.281 across
the four migrant definitions (Table E16). Panel D crosses each city’s 2010 workforce by birthplace and by industry and
splits the fall into a within component, incumbents changing sector, a composition component, the migrant share of the
workforce rising, and their interaction; shares are each component over the total fall and need not sum to 100 because
the interaction offsets. The last row repeats the within component on a second cut that splits the workforce by arrival
recency instead of by birthplace, and the two cuts agree. The construction and the two-panel figure are in Section E.3.
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ification space excludes it for that reason. The estimates are insensitive to whether the settler-count
control enters linearly, in logs, or with a quadratic term (Section D.6), and to controlling in addition
for the settlers’ size relative to the pre-existing rural population of the city’s hinterland (Appendix Ta-
ble D1). The full set of specifications is grouped by design choice in Appendix Figure D2, defined variant
by variant in Appendix Table D9, and extended to every outcome in Appendix Figure D3 (Section D.3).
The extended robustness material, including the price-measurement checks behind Section 5.2, is col-
lected in Section C.1.

The sectoral results keep their sign when the proximity window and the sample construction are
varied the same way. I re-estimate the effects at every proximity window from 200 to 500 minutes,
with the exposure itself reconstructed at each radius (Appendix Figure C3). The estimates keep their
sign throughout, the sectoral responses hold at most windows of 300 minutes and wider, and the
tighter windows are imprecise. Appendix Table A5 re-estimates the seven main outcomes without the
reclassified urban areas and then under stricter urban criteria, on 81 centers, and the sectoral results
hold in both. The modern-employment result is the same in the cities that entered 1980 more and less
agricultural (Appendix Table D11), while splitting at the median 1980 population separates the cities.
Modern-sector employment rises by 0.145 log points more in the larger half and population by 0.176
more, and the agricultural share moves alike in both halves (Panel B of Appendix Table D11).

5.2 The Goods-Market Mechanism: Food Trade, Not Migration

The responses of the city’s goods and labor markets are quantity adjustments, since the price response
is not distinguishable from zero in either direction (Figure 8). Urban residents cover less of their
food consumption out of the city’s own production (the agricultural price in the 2002 wave is +0.08
of a standard deviation with a standard error of 0.30, the agricultural-price row of the figure). The
rural food production has more comparative advantage in these higher-productivity villages, and so
urban dwellers are now buying the food, which is why their consumption is not reducing, while their
own production minus consumption falls, imprecisely (the inverse hyperbolic sine of the rice surplus is
—0.463 with a standard error of 2.159, Appendix Table E10; the city’s own rice production in logs is
higher, at +0.702, Appendix Table E5). Importantly, the food expenditure share is going down without
the city lowering the total quantity of rice it consumes or households lowering the calories they consume
(the rice row is indistinguishable from zero, and calories, if anything, rise), which is consistent with
the idea of subsistence in food consumption, that once basic food consumption needs are satisfied, it
will not grow as much. And so now the residents, through this potentially cheaper food, have access
to satisfy those basic needs and allocate and spend more money on non-agricultural items, therefore
raising demand for non-agricultural items including services and manufacturing products, which then
drives the demand for labor in that market up as well. The model in Section 6 formalizes this demand

structure, non-homothetic preferences with a subsistence term in food.

In their own units, the budget share responds and rents and wages do not move detectably.
The non-food expenditure share rises by 1.3 percentage points, distinguishable from zero at the 5%

level, while housing rents and all three wage measures, the non-agricultural wage, the overall wage,
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Figure 8: The goods-market mechanism: standardized responses to exposure (90% CIs)
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Notes: Standardized response of the exposed city’s goods and labor markets to a one standard deviation increase in agro-
similarity, each outcome z-scored over the urban centers inside the 300-minute window, from the Main Spec reduced form
with Conley 200 km spatial standard errors; 90% confidence intervals. Rows are grouped by mechanism into the city’s own
production, household consumption and prices, and the labor market. Sample sizes are in parentheses next to each row:
coverage is the full estimation sample for the census-based rows, with the Susenas- and PODES-based consumption and
rice rows limited by survey coverage. The calorie row sums every item the Susenas food module records and is measured
in the 2002 wave, the wave the rice-surplus row’s consumption input also uses; the other household rows are Susenas 2011.
The agricultural price is the urban center’s own raw-food Paasche index, read at that same 2002 wave. The real-wage
row is the log of the urban center’s 2011 median wage over its own local price index, on the full estimation sample; it is
the wage response Table E2 reports. The number printed above each marker is that row’s coefficient. Sample restricted
to urban centers whose nearest transmigration village lies within 300 minutes. *** 1%, ** 5%, * 10% significant.

and the real wage, are statistically indistinguishable from zero in this 2011 wave. Rents do not move
detectably in the 1996 wave either (Appendix Table E12). Flat wages alongside expanding modern-
sector employment are the pattern the model must produce through its offsetting price and land terms,
since the headline calibration sets the agglomeration elasticity to zero (Section F.7), and they are why
the reallocation shows up in employment composition. These budget, price, and wage estimates are in
Appendix Table 2.

The price effects, and the fact that the unit-value point estimates in the 2011 wave are small,
positive, and insignificant, have several causes. First, prices are measured imprecisely. Second, they
combine two effects. Some of the food is cheaper from the rural hinterland. At the same time, the
appendix shows evidence of a quality improvement. One of the household consumption modules had
data broken down by type of rice, and that is also consistent with more households buying higher-quality

rice, although those estimates are also imprecise.'®> The 2002-2011 window also brackets the national

13The appendix reports the price result across seven price measures, all small and imprecise, together with the decom-
position behind the quality-upgrading explanation. Households in exposed cities buy less rice per capita while paying
more per kilogram, and the city-level rice-price growth is absorbed by the city’s overall CPI growth (Figure D4).
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rice-price inflation that followed Indonesia’s 2004 import restrictions, so the small positive measured
coefficient is not evidence against a locally cheaper delivered price. The size of the delivered-price

decline is model-implied.

I split the 2010 residents aged 20 to 55 by birthplace into four groups: born in the same district
as the city, born elsewhere in the same province, born in another outer-island province, and born on

Java or Bali; the column labels of Table 4 abbreviate these four groups.

Table 4: Where urban growth comes from: 2010 residents by birthplace

Birthplace decomposition (% of 2010 cohort)

(1) (2) 3) (4)
Same Same Other outer-island Java
district province province or Bali
TMV AgSim (z, 300min) -0.043* 0.043** 0.018 -0.018*
(0.023) (0.018) (0.021) (0.011)
Transmigrant count (IDW) v v v v
Baseline Pop 1980 v v v v
Urban share 1980 v v v v
Total Empl 1980 v v v v
Agri Empl 1980 v v v v
Agro-Clim. TMV controls v v v v
Mean dep var 0.667 0.130 0.116 0.087
Std dev dep var 0.187 0.092 0.129 0.084
Observations 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban
centers whose nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census
recorded directly. The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the
transmigration villages within 300 travel minutes, standardized over every urban center with a measured exposure.
Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within
300 minutes, the 1980 log population, log employment, urban population share, and log agricultural employment,
and the sixteen agro-climatic covariates averaged over the same window. Standard errors in parentheses are Conley
spatial standard errors with a 200-kilometer cutoff. Outcomes are the four mutually exclusive shares of the 1955 to
1990 birth cohort of 2010 residents (aged 20 to 55 at the census) by birthplace, in column order: born in the same
district as the city, born elsewhere in the same province, born in another outer-island province, and born on Java or
Bali; the four shares sum to one within each urban center. *** 1%, ** 5%, * 10%.

The policy moved two million people, so a mechanical effect is possible. Settlers could live in
these villages for a few years and then move to the cities. The data show otherwise. Cities surrounded
by more productive villages have fewer residents born in Java or Bali at the end of the period. That
share is the best proxy for transmigrants I have in the city, so if anything, the cities surrounded by
more productive villages do not have more of those transmigrants. Other rural migrants are moving
in from elsewhere in the same province. They are likely primarily residents of other villages, some of

whom could be transmigrants, and children already born on the Outer Islands.

The settlers do not leave the villages where they are well matched. The villagers are, if anything,
slightly more likely to stay in villages that are more productive, and the relationship is nearly flat
(Figure 9), which is also saying that if cities are experiencing more migrants, they are not coming from

the more productive villages, if anything.

Migration is a secondary force. The model’s counterfactuals confirm that the sectoral reallocation

can occur without migration and cannot occur without trade. The people best placed to transmit the
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Figure 9: Productive villages retain their settlers: settler stay-share vs. agro-climatic similarity
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Notes: Semiparametric (local linear, Epanechnikov kernel, bandwidth 0.30) fit of the village settler stay-share against the
village’s agro-similarity, with a 90% confidence band, partialing out the same village geographic controls and estimated
on the common village sample with both employment and migration outcomes non-missing (N = 808). Plotted over the
0.25 to 1 similarity range. The settler stay-share named in the text divides a village’s 2000-census residents born in Java
or Bali, excluding residents who reported living in Java or Bali five years before the census and residents born after the
village was settled, by the settlers the program placed there; the plotted fit uses the broader numerator without the two
exclusions. The linear gradient under each definition, with island-clustered, wild-bootstrap, and Conley inference, is in
Appendix Table C9.

shock into town are the ones who stay, and the in-migration that does occur is a regional labor-market
response to modern-sector opportunity, with no farm labor being released. The model in Section 6
captures this with a low location-choice elasticity, consistent with the high internal mobility costs that
Bryan & Morten (2019) document for Indonesia, and a companion analysis of urban emergence finds

that exposure transforms existing cities near the productive villages (Section D.2).

Three rival explanations of the same shock. A rural productivity gain can reach a city through
more than the food market, and the theory itself names the rival explanations: workers released off the
farm, capital moving out through the banking system (Bustos et al. 2020), and a factor-biased gain that
pulls labor into farming at a fixed outside price (Bustos et al. 2016); outside the theory sits a fourth
possibility, that the state, having settled the villages, built the roads and facilities that transformed
the cities. Each is tested. The labor release is a prediction about the villages that received the gain,
and those villages retain their workers and their settlers (Figure 10, Figure 9), so there is no release for
the classical account to send. A capital mechanism and a factor-bias mechanism do not give a city’s
food-import connections any role in whether its labor market responds to the hinterland, so both fail
to predict the concentration of the response in trade-closed cities that Section 5.3 establishes. The
state-provision explanation is tested directly. Exposure does not predict road-quality improvement over

1990 to 2007, the facilities a city acquired, or the placement of the INPRES school-building program
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(Section E.4), so the transformation does not track public investment. Appendix Section F.15.5 sets

out the rival explanations named by the theory in full.

5.3 Heterogeneity: The Open-Economy Test

Table 5: Agro-similarity x trade openness: exogenous route geography

High openness = below-median route distance to the Thailand/Vietnam rice routes (ezogenous geography)

@ (3) (4) () (6) (7)

In pop In emp unemp rate In L agric agric % In L modern modern %

AgSim, more closed cities: §; 0.130 0.113 0.003 -0.152 -0.065*** (.283*** 0.093%**
(0.086) (0.082) (0.009) (0.132) (0.024) (0.090) (0.022)
AgSim, more open cities: S1+62 0.020 -0.011 0.012* -0.177* -0.046** 0.107 0.054***
(0.057) (0.059) (0.007) (0.096) (0.021) (0.067) (0.016)
High openness (=1) 0.023 0.005 -0.005 0.044 0.003 -0.012 -0.013
(0.067) (0.082) (0.011) (0.150) (0.028) (0.084) (0.019)
Mean dep var 11.839 10.930 0.123 9.816 0.374 10.229 0.517
Std dev dep var 0.858 0.843 0.041 0.898 0.184 0.979 0.157
Observations 133 133 133 133 133 133 133

Note: High openness = below-median route distance to the Thai and Vietnamese rice hubs. Main
Spec throughout: settler count, 1980 city baselines and the agro-climatic controls. Conley standard
errors (200 km cutoff) in parentheses. *** 1%, ** 5%, * 10% significant.

Notes: Sample: the headline-sample outer-island urban centers (nearest Transmigration village within 300 minutes of cost-
distance travel time), every one of which has a measured route-openness position. The route measure is defined in Section 3.5;
the gravity market-access split is Table B2. The four sector columns, two agricultural and two modern, are set in bold.
Measurement caveat: the international leg is a great-circle approximation, which understates distances from western ports
whose actual sea route rounds the Strait of Malacca; this compresses the open end of the gradient but preserves the ranking.
X 1%, ** 5%, * 10%.

The trade mechanism makes one further prediction. A city that can already import food cheaply
gains little from a more productive hinterland. Its delivered food price barely depends on the local
harvest, so its labor allocation does not respond either. A city weakly connected to outside food
markets depends on its own hinterland, so the same shock has its largest effect there. This is the
delivered-price mechanism’s own prediction, in the spirit of the openness result in Matsuyama (1992),
and it turns trade openness into a testable dimension of heterogeneity. The structural transformation is
expected to concentrate in trade-closed cities and to be muted in trade-open ones. Table 5 runs the test
on predetermined trade geography, each city’s route-aware cost-distance to the Thai and Vietnamese
hubs that ship the bulk of Indonesia’s rice imports (Dawe 2008), in the spirit of Bazzi (2017); because
this is fixed baseline geography, identification relies on it. A second measure, gravity market access
built from realized rice-import volumes and in part an equilibrium outcome, is reported as additional
evidence in Table B2. The specification interacts exposure with an indicator for high openness, so 51
is the exposure effect in trade-closed cities, B2 the high-openness offset, and 51 + f2 the net effect in

trade-open ones.

The closed-city response exceeds the open-city response on the agricultural employment share
and on modern-sector employment. In trade-closed cities a one standard deviation increase in exposure
lowers the agricultural employment share by 6.5 percentage points and raises modern-sector employment

by 0.283 log points, both precisely estimated, while city size does not respond detectably in either
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regime. In the more open cities the agricultural share falls by 4.6 percentage points, and modern-sector
employment rises by 0.107 log points, an estimate not distinguishable from zero, so the closed-city
response is about 1.4 times the open-city response on the agricultural share and about 2.6 times on
modern-sector employment. The offset itself, B2, is —0.176 log points on modern-sector employment
(s.e. 0.093), distinguishable from zero at the 10% level, as is the offset on the modern share, and 0.019 on
the agricultural share (s.e. 0.026), which is not. The agricultural level falls at the 10% level in the open
cities and imprecisely in the closed ones. The offset is attenuation, not reversal. The open-city effects
keep the closed-city sign, as a delivered-price mechanism implies, where specialization along comparative
advantage would flip it. Agricultural productivity of the surrounding hinterland does not play as much
of a role in shaping urban outcomes in cities with easier access to open markets, which may be because
food supply is much less of a binding constraint in these cities at baseline; there are no baseline data
on prices and food availability, so the paper cannot say much about that directly. The split is difficult
to rationalize outside the goods market. A migration or amenity mechanism, generic income growth,
land conversion at the urban fringe, or public provision gives a city’s rice-import connections no role
in whether its labor market responds to the hinterland, while a food-trade mechanism requires exactly
that switch, so each rival would predict effects in open and closed cities alike, and public provision also
fails the direct tests of Section E.4. Of the paper’s reduced-form results, this one points most directly
to the delivered cost of food as the operative channel. Construction and validation of both openness
measures, including a validation of the route measure against the price response to Indonesia’s 2004

rice-import ban, are in Section B.1.

5.4 The Village Side

If Tlook at the villages themselves, the results here are across villages, based on the village agro-climatic

similarity.

The villages that received the productivity gain respond in the opposite direction from the cities
they feed.

The agricultural employment share is flat to mildly increasing in agro-climatic similarity across
the transmigration villages and falls with hinterland exposure across the nearby cities (Figure 10). In
the transmigration villages, panel (a), the agricultural employment share is flat to mildly increasing in
agro-similarity, with no sign of the negative gradient a release of labor requires. Well-matched villages
keep farming. In the nearby cities, panel (b), the same variation lowers the agricultural employment
share (Table 2, column 5). The result within cities is almost the exact mirror of that in the villages
themselves, where the more productive villages are retaining more workers in agriculture. In response
to the positive productivity shock, the villages focus on agriculture and trade this food with the cities,
and the cities then reduce agricultural employment, freeing up workers who no longer need to produce
food within the city given the higher food supply from the villages.'* These are the two trade regimes

of Matsuyama (1992) visible in the same setting, the village specializing in its comparative advantage

Y The village side is suggestive. The conditional gradient of the village agricultural share on agro-similarity is positive
under every specification (0.066 on the common sample of N = 808), and Conley standard errors and a wild cluster
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Figure 10: The two sides of the food-trade relationship: agricultural employment share vs. agro-
similarity

(a) Transmigration villages: share rises (b) Nearby cities: share falls
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Notes: Binned scatter plots: dots are 15 quantile-bin means of the outcome and the exposure, each residualized on the
panel’s controls with means added back, and the linear fit and its 95% band are computed on the residualized coordinates;
the in-plot coeflicient is the linear gradient with its Conley 200 km standard error. (a) The share of a village’s workers in
agriculture against the village’s own agro-climatic similarity, residualized on village terrain, soil, geographic, and climate
controls, plotted over the 0.35 to 0.95 similarity range. The gradient on the common village sample with both employment
and migration outcomes non-missing (N = 808) is 0.066 (island-clustered SE 0.083; wild cluster bootstrap over the four
island clusters, Webb weights, p = 0.83; Conley 200 km p = 0.32). (b) The 2010 agricultural employment share of urban
centers whose nearest transmigration village lies within 300 minutes, residualized on the Main Spec controls, plotted over
the 0.4 to 0.9 exposure range; the same relationship in standardized units is column (5) of Table 2.

while the city it feeds, with cheaper food, moves its employment out of agriculture and into the modern

sector, and a test confined to the shocked villages misses the pairing.

The symmetrically opposite responses in the villages and in the cities are additional evidence
for the open-against-closed hypothesis of Matsuyama (1992). These predictions hold exactly. And it is
the city with less of a comparative advantage in agriculture now, and sufficient food availability, that is
enabling the economies to transform, whereas the directly shocked villages are perhaps more consistent

with the initial hypothesis, continuing to focus on agriculture and not leaving differentially for cities.

Winners and losers of rural productivity growth. A national average of agricultural contraction
and modern-sector expansion conceals within-country variation in how the gains to agricultural pro-
ductivity accrue, differing between the regions that experience the growth and the regions that benefit
from it indirectly through trade. Figure 11 separates the two. It estimates the same specification in
three areas: the urban centers, the rural subdistricts that one of the 814 settlement villages reaches,
and the rural subdistricts that the settlement villages do not reach, standardizing every outcome within

its own area so the three are read on one scale.

bootstrap both leave it indistinguishable from zero, with or without a quadratic; the city side, panel (b), is the headline
estimate and is precise.
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The cities gain the most from the rural productivity shock. They show the strongest evidence
of structural transformation, and modern-sector employment growth outpaces population growth. The
modern employment share rises by 0.43 of a standard deviation and log modern employment by 0.17,
against 0.07 on population, which is not distinguishable from zero. There is no population growth here,

even though the point estimate on it is on the large side.

The rural subdistricts with no transmigration village match the cities to an extent, in a similar
sectoral reallocation of employment. The agricultural employment share falls by 0.27 there and the
modern share rises by 0.26, both precisely estimated. Yet the modern-sector growth is more contained
there, at 0.11 in logs against 0.17 in the cities, and the point estimate on overall employment is negative,

at —0.06, so this does not look like overall growth in those areas.

The areas that experienced the positive productivity shock are effectively not changing. The
point estimates on population and on overall employment are positive, at 0.06 each, which is consistent
with the historical accounts, and on 191 subdistricts both are indistinguishable from zero. There is no
reallocation out of agriculture into the modern sector. This one is a measured zero, not a matter of
statistical power. The standard errors on the three composition outcomes are smaller here than in the
larger group with no settlement, and the intervals exclude the reallocation the other two areas show.
The pattern is consistent with the same hypothesis, in which village economies are open economies.
They trade with the cities, and facing more demand coming from the cities they continue in agriculture

and stay there.

The comparison extends to prices and wages, and on these outcomes the gain accrues to the rural
areas that host the settlements. Where the transmigration villages are more productive, the subdistricts
around them face lower food prices and higher real wages, with the 2002 agricultural price falling by
0.23 of a standard deviation and the real wage rising by 0.27. The nominal wage there rises by 0.16

and is not distinguishable from zero, so the real gain is a price effect, not a wage effect (Figure 11b).

There is no real wage growth in the cities. The sectoral reallocation there therefore comes without
as clear a gain in what a worker earns, and the effect is confined to the movement of workers out of
agriculture and into the modern sector. In the rural subdistricts with no settlement the real wage effect

is, if anything, negative, at —0.14, which the data do not separate from zero.

Household spending moves with the prices. The food share of spending falls by 0.26 in the cities
and by 0.22 in the hosting subdistricts, and rice calories per person rise by 0.45 in the cities. There is

no unemployment response in any of the three areas.

The productivity gain and its consequences fall in different subdistricts. Where the settlements
are, the gain appears in the price of food and in the real wage, and employment does not reallocate.
The cities and the subdistricts around them are the regions surrounded by more productive hinterlands,
which benefit from the higher availability of food and expand their modern sector once the subsistence

constraint is satisfied.
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Figure 11: The response by location type: cities, rural hinterland, and the settlement hosts
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Notes: Response to a one-standard-deviation increase in agro-climatic similarity, with every outcome standardized within its own
area, so the three areas are read on one scale. Agro-similarity is standardized within each area as well, at standard deviations of
0.103 and 0.104, so one standard deviation is the same exposure in both. Bars are 90% confidence intervals from Conley standard
errors at a 200-kilometer cutoff. Cities are estimated at the urban-center level and are the main estimation sample; the two rural
groups are subdistricts outside any urban center, split by whether a transmigration village overlaps them. “Rural, no settlement”
are the other pre-existing rural areas that do not have transmigration villages and are not part of the program; every one of them is
within 300 minutes of a village, so its exposure comes from the villages nearby. Main Spec controls throughout. The city regressions
add the settler count inverse-distance weighted inside the 300-minute window; the subdistrict level has no such measure, so the rural
regressions use the uncut inverse-distance count. (a) 133 cities, 191 subdistricts hosting a settlement and 631 with none, on every
row. (b) The two price rows are the 2002 Susenas wave, before Indonesia closed the border to rice imports in 2004, since a 2011
price falls after that break while the program was settled in the 1980s. The subdistrict-level 2002 agricultural price is merged from
the Susenas build and reaches 538 subdistricts. Both wage rows are the 2011 wave, because the subdistrict level has no 2002 wage,
and wages respond to agricultural prices, so the same caution applies. The nominal wage is the median earner’s wage and the real
wage deflates it by the local price index, so the distance between the two rows is the price effect. Each row uses the households its
own wave and survey module reach, so the sample sizes vary by row, from 104 to 133 cities, 82 to 191 hosting subdistricts, and 231
to 631 subdistricts with no settlement. Every outcome with its standard error is in Appendix Table E1.
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For comparison, a back-of-the-envelope aggregation gives the scale. Across the estimation sample
the average city’s agricultural employment share fell 18.5 percentage points between 1980 and 2010,
from 55.9% to 37.4%, and the headline estimate lowers that share by 5.3 percentage points per standard
deviation of hinterland exposure. Cities at the 90th percentile of exposure sit 2.2 standard deviations
above cities at the 10th, so the spread in exposure across the sample accounts for something between
a quarter and most of that fall, a width set by the standard error on the estimate. Here I compare
more exposed cities against less exposed ones. Zero exposure lies far outside the range the estimate is
identified on.

6 A Spatial Equilibrium Model with Trade and Migration

The previous sections document a substantial shift from agriculture to modern-sector employment in
cities exposed to more productive rural hinterlands, alongside a modest and imprecisely estimated
population response. These estimates suggest that rural productivity can reshape urban employment
without a large redistribution of workers across locations. However, the long-run reduced-form results
do not allow me to quantify the separate contributions of goods trade and migration, which jointly
determine local prices, wages, and employment in equilibrium. I develop a spatial general equilibrium
model to quantify these contributions where workers choose locations and choose (agriculture or the
modern sector), with locations also connected through trade in food as rural output is traded and
contributes to urban consumption. In the section below, I first describe the economic environment, then
calibrate the model using the estimated urban responses and assess its predictions for outcomes not
targeted in estimation. Finally, I compare counterfactuals that separately restrict trade and migration

to evaluate how much of the urban sectoral response can occur with population held fixed.

The model combines the trade and location-choice structure of quantitative spatial equilibrium
models (Allen & Arkolakis 2014; Redding 2016) with the nonhomothetic demand structure defined with
the Stone-Geary utility function as in Matsuyama (1992) and Kongsamut et al. (2001). Locations differ
in sectoral productivity, amenities, and land endowments, and food is traded subject to transport costs.
Households have Stone-Geary preferences with a subsistence food requirement, so a reduction in the
cost of meeting that requirement increases the income available for modern goods and services. The
modern sector includes both local activities and activities traded across locations, allowing cities to
finance food purchases with nonagricultural output. The separation of location and sector choice draws
on the nested discrete-choice approach of Khanna et al. (2022). Allowing these choices to respond with
different elasticities accommodates substantial changes in urban employment composition alongside

limited population reallocation.

The framework is closely related to Eckert & Peters (2025), who combine non-homothetic de-
mand, trade, and sector and location choices in a dynamic model of structural change, explaining
regional development through endogenous technology adoption and diffusion. T take the rural produc-
tivity change as given and study its effects on cities through trade and migration, holding the cities’ own

productivity fundamentals fixed. Bustos et al. (2020) also study how agricultural productivity gains
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support nonagricultural expansion in other locations. Their model emphasizes savings and capital flows
between financially integrated regions. Here, productive villages supply food to nearby cities, changing
urban food costs and the returns to sectoral employment. The counterfactuals assess how much urban

structural change can occur through this goods-market mechanism with population held fixed.

6.1 Setup and Equilibrium

The economy consists of multiple J locations and two sectors: agriculture, A, and a modern sector,
S, combining manufacturing and services. Both sectors can operate in urban and rural locations,
which enables structural change to occur within a city when its own agricultural workers enter modern
employment. Agricultural output is traded across locations, whereas the modern composite is consumed
locally'®. T combine manufacturing and services into a single modern sector to match the empirical

approach and to capture the aggregate nonagricultural response.

A fixed mass L of workers chooses where to live and in which sector to work. Let L;s denote
employment in sector s at location j, with N; = L;s + Ljs and Z]- N; = L. The model abstracts
from unemployment and natural population growth for simplicity and given that empirically there were
no effects on either unemployment or the locally-born residents share. Changes in IV; across locations
therefore capture migration, i.e., workers’ spatial reallocation. Production is set up as a function of
land T" and L with land and labor in agriculture (7} 4) and housing land and labor in the modern sector
(Tjm), under perfect competition. Each location’s land endowment Tj is fixed and is split between
farming and housing by a single land market (the von Thiinen mechanism). The land constraint enters

both sectors with one rent. Production uses labor and land:
Yja = (AT50) ALY, Yis = AN (Tjn) 5 L3, (5)

where 0 < §,7vg < 1. Agricultural productivity is governed by Af, and /_1]5 is the exogenous component
of modern-sector productivity. In the non-agricultural production function, the term Ny captures
an agglomeration externality: for n > 0, a larger local population raises modern-sector productivity
(these represent, for instance, gains from density common to the service sector). Individual producers
take this population effect as given. The productivity experiment changes AJA in rural locations hosting
transmigration settlements while holding A}S fixed; modern-sector productivity can nevertheless respond
through changes in N;. The baseline calibration sets n = 0, and a sensitivity arm at 7 = 0.10 modestly

improves one targeted moment (reported in the Appendix Section F.7).

Each location has a fixed land endowment Tj, allocated between agriculture and modern uses,
TjA +T]-H = Z/_’] A common land market equalizes rental returns across active uses. Land rental revenue
accrues to local residents and is distributed equally, yielding a per-person rebate R;. Thus, land can

adjust between sectors even when population is held fixed. Local ownership is also the realistic case

151 relax this assumption making the modern sector partially tradable following the evidence on service ‘tradability’ in
developing-country cities in Blanchard et al. (2025)
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for this setting, with households reporting high ownership rates in the surveys. Appendix Section F.1
describes the technology and land endowments, and Appendix Section F.8 sets out the land-market

conditions.

Preferences and expenditure. Households consume a food composite, ¢4, and the local modern
good, cg. Preferences are Stone-Geary (non-homothetic with a subsistence food requirement) following
Matsuyama (1992) and Kongsamut et al. (2001)*6:

Ulca,cs) = (ca —a)Pacss, Ya+ g =1, a>0 (6)

The parameter a is a subsistence food requirement (the minimum food consumption, such that c4 > a),
YA +1Yg =1 correspond to the expenditure weights by each good. Let y denote household income from
labor and land, and let pf and pjs denote local consumption prices. For y > pj‘d, the household
allocates income net of the subsistence component in fixed proportions ¥4 and g. The subsistence
term generates the prediction that as income rises the food share 8{4 falls and the modern share sg

rises, which are the two empirical facts I find in the main results. The food expenditure share is

A Ag
W=¢A+(1—¢A)pjya (7)

At given prices, food consumption increases with income, but its expenditure share falls. At a given
income, cheaper food reduces the subsistence bill and raises spending on the modern good. This demand

response gives rural productivity a potential effect on urban labor demand even without migration.

Indirect utility is proportional to (y — pfa) /Pj, where P; = (pf)wf‘ (pjs )¥s is the price index
for discretionary consumption. Setting a = 0 yields Cobb-Douglas preferences and removes this
expenditure-share response (See Appendix Section F.3 for the household demand derivations). The
non-homotheticity in the utility function is what enables my model to generate the agricultural con-
traction in cities in response a positive productivity shock in the villages, and I will test the sensitivity

of the counterfactual estimates to removing the subsistence term.

Sector and location choice. Worker heterogeneity coming from Frechet shocks allows workers facing
the same wages and prices to make different choices, while resulting in the closed-form choice probabil-
ities that determine the aggregate allocation of workers across locations and sectors. The probability
Tal; gives the agricultural employment share conditional on living in location j, with 1 — 7 4|; giving

the corresponding modern-sector share. The sectoral allocation rule is

Os
w .
JjA
TA = e s Lia=Nimay, Lis = Nj(1 - may), (®)
w;x + Wi

16 A non-homothetic CES alternative specifies the same non-homotheticity through an additional power on the terms
without changing the mechanism the counterfactuals isolate (Eckert & Peters 2025, for example); related open-economy

food-problem work uses the same subsistence form (Nath 2025).
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where wj, is the sectoral wage. The first parameter 65 governs the response of employment composition
to relative sectoral wages, the sectoral choice elasticity. A larger g implies a larger response of the

agricultural employment share to a given change in wja/wjs.

The probability 7; gives the share of the all workers in the economy choosing location j, so that
N; = fﬂrj. Let v; denote the deterministic location value, incorporating sectoral earning opportunities,
the subsistence food bill, local consumption prices, land income, and amenities <I>]L (measured using
standardized built-up area, population density, and PODES-1983 infrastructure in the calibration).

The location allocation rule is )
v r _

= ﬁa Nj = Lm; (9)
k "k

The second parameter 01 corresponds the migration choice elasticity, i.e., the population response

T

to differences in location values, capturing the elasticity of migration and heterogeneity in location
preferences in the model. A low value would imply a small population adjustment despite substantial
differences in returns to moving locations. In Appendix F.14, I consider a model extension introducing
the explicit origin-destination moving costs, and Appendix F.9 gives the distributional assumptions and

construction of v;.

Food trade and prices. Food varieties are differentiated by origin and combined with elasticity of
substitution o > 1. Shipping from k to j incurs an iceberg cost 74; > 1. I parameterize these costs
using the travel-time measure introduced in Section 3.3: 73; = max{dy;, 1}‘S for k # j, with 7j; = 1.

Let q,f denote the origin supply price. The delivered food price index is

1/(1-0)
plezquﬁ)l—ol L o= (10)

k

The sensitivity of p;‘ to an origin’s supply price equals that origin’s share of food expenditure at j.
Productivity gains therefore have greater scope to affect a city when the affected villages account for a
larger share of its food purchases. This sourcing relationship provides the link between the geography
of the shock and the geography of urban exposure. Appendix F.5 describes the trade-cost specification

and origin supply prices.

Equilibrium and transmission. The model jointly determines sectoral wages, consumption prices,
land allocation, rental rebates, and the distribution of workers across sectors and locations. Modern
output is consumed locally, so its price adjusts with local supply and demand. Land and labor allo-
cations satisfy their resource constraints, and food prices reflect the costs of sourcing across locations.
The modern-sector wage in the median-population urban location is the numeraire. Appendix F.10

collects the equilibrium conditions.

The demand and trade relationships describe how a rural productivity gain can reach urban
labor markets. A reduction in delivered food costs lowers the subsistence expenditures and changes

the demand for locally produced modern-sector-good output. Competition from other origins also
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affects the returns to urban agriculture. Workers respond to the resulting sectoral wage differences,
while changes in location values induce population adjustment. Because urban households also receive
agricultural earnings and land income, their budgets respond on both the income and expenditure sides.
The net employment response depends on these adjustments together. The counterfactuals evaluate

their importance by restricting trade and migration separately.

Comparative statics. A rural productivity gain affects cities directly through their food purchases.
Consider an increase in agricultural productivity AUA in village v and its effect on a different location j,
where j # v. Let us consider locations j that are cities, with city’s own productivity fundamentals, AJA
and fl}q , remaining unchanged when the productivity in v changes. Let mcj; denote the marginal cost
of producing food at origin k. Under competitive pricing, 74;mcy is the price in city j, where 7; is the
iceberg trade cost. At given land and labor inputs and input prices in the village, higher Af lowers

mc,. Holding other origins’ supply costs fixed, the CES food-price index implies

dnp’, dInmc, _ (myymey)te

0 Spi =
’ " >k (Thjmey) =0

Al AL~ " PIn AA

(11)

where s,; is the share of city j’s food expenditure allocated to village v, and o > 1 is the elasticity
of substitution across food origins. A given reduction in the village’s supply cost therefore lowers food
prices more in cities that buy a larger share of their food from that village. Access to alternative
suppliers, including through ports, can weaken this transmission by reducing the city’s reliance on the

affected villages. This sourcing margin connects the model to the openness heterogeneity in Section 5.3.

At a given nominal household income, cheaper food reduces the subsistence bill and increases
expenditure on modern output in the city. The employment response depends on how the rural pro-

ductivity gain changes relative wages in the city. The sector-choice equation gives:

dr )5
dln A2

dIn(wja/wjs)
dln A4 7

=057 a;;(1 — 74)5) (12)
where 74; is the city’s agricultural employment share, w;ja/w;s is its relative agricultural wage, and
fs is the sector-choice elasticity. The village productivity gain shifts urban employment toward the
modern sector if it lowers the relative agricultural wage in the city. This sectoral adjustment can occur

with the city’s population held fixed.

These relationships isolate the food-price and sector-choice margins. Their combined effect de-
pends on the equilibrium adjustment of household income, wages, land allocation, and population,
including the productivity feedback from agglomeration when 1 > 0. When 1 > 0, population changes
also affect modern-sector productivity through agglomeration. The counterfactuals in Section 6.3 quan-
tify the urban response to the rural productivity gain and assess how much remains when population
is held fixed.
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6.2 Taking the Model to the Data

I construct the spatial economy from the census, household surveys, village surveys, and geographic
measures used in the empirical analysis. The calibration sample contains 300 locations: 128 urban
centers and 172 rural district remainders. The rural districts are one level of aggregation above the
rural subdistricts in the empirical section, which I needed to aggregate for tractability. Rural districts
include the hosts of transmigration settlements. Appendix F.12 describes the geographic mapping, data

coverage, and construction of location-specific fundamentals.

Preferences, technology, and local fundamentals. The Susenas consumption data discipline the
discretionary food expenditure weight ¢4 and the subsistence parameter a through the relationship
between household food expenditure shares and income. Production parameters describe the shares of
revenue accruing to labor and land. I set the elasticity of substitution across food origins to ¢ = 4 and
assess sensitivity to the food trade-cost parameter over § € [0.5,0.8]. Because bilateral food shipments
are not observed at the model’s spatial resolution, this range is an assumption of the quantitative exercise
rather than an estimate from observed trade flows. The traded-services block takes its expenditure share
from the Susenas 2011 detailed consumption survey as a share of household spending on traded services.
The distance decay parameter comes from IFLS household service-flow gravity (Appendix Section F.13).

The values are listed in Appendix Section F.1.

Location-specific fundamentals are constructed from agricultural employment and cropland,
modern-sector wage bills, and the baseline amenity measures. The amenity index combines built-
up area, population density, and village infrastructure. Each location’s productivity and amenity are
recovered by inversion. They are chosen so that the model reproduces the levels observed in 1980 and in
the estimation cross-section. Each city’s agricultural productivity, modern productivity, and amenity
are three fundamentals I do not observe directly. I recover them by inverting the model, so that the
model reproduces each city as it stood before any shock: agricultural productivity from agricultural
labor per hectare of crop land, modern productivity from the census modern wage bill, and the amenity
from the 1980 index of built-up area, population density, and infrastructure. A city missing any of these
inputs is excluded. Appendix F.1 reports the parameter values, and Appendix Section F.12 details the

mapping from these data to model fundamentals.

Estimating the choice elasticities. I estimate the two choice elasticities 6, and 6g by matching the
urban responses to agro-climatic exposure. I run the exact specification of Section 4.2, with the same
controls, on the model panel, and choose the two parameters so that the coefficients estimated on the
model panel match those estimated in the data.'” The two targeted moments are the agro-similarity

exposure coefficients for log population (m1) and for agricultural employment share (m2). The popula-

1 use a classical GMM estimator based on the minimum distance on the reduced-form coefficients, a GMM estimator
(Hansen 1982) whose moments are the coefficients of an auxiliary regression, the design known as indirect inference
(Gourieroux et al. 1993; Smith 1993). With two coefficients and two parameters, it is exactly identified. The Fréchet
shocks enter through closed-form choice probabilities, so given € the model’s outcomes, and the coefficients estimated on
them, are computed exactly by re-solving the equilibrium.
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tion growth effect pins down the migration-related elasticity 67, because as people migrate that shapes
the population allocation across places, and the agricultural employment share decline pins down the
sector-switching elasticity fg as people choosing sectors within each location (Appendix Section F.12).
Both elasticities are estimated jointly because wages, prices, and labor allocations respond together in

equilibrium.

For each candidate pair of values of the elasticity vector § = (61, 0s), I solve the model before and
after the rural agricultural productivity shock. I then apply the empirical specification in Section 4.2
to the model outcomes, using the same exposure measure, controls, and standardization as in the
data comparison. Let b collect the two empirical coefficients and b(6) their model counterparts. The

estimates minimize
0 = arg min [b(6) b)'Q[b(8) - b], (13)

where (2 is a diagonal weighting matrix based on the precision of the empirical coefficients. This indirect-
inference procedure matches conditional exposure responses, rather than unconditional correlations
across cities. Figure 12 shows the well-matched fit for the two targeted moments, with the model

version that introduces tradability in services matching the empirical moments better.

Fitting untargeted moments. Taking the calibrated parameters values, next I check how well the
model predicts outcomes that were not used in the calibration. The growth in modern employment
is predicted well and not sensitive to several alternative model specification (Figure 12). Modern
employment is informative about the scale of reallocation, although its response is partly implied by
the targeted population and agricultural-share responses. Food prices provide a separate check on the
trade mechanism. The model predict a small and negative food price effect, which is broadly consistent

with the insignificant, even if larger negative coeflicient estimate on the food price in the regressions.

The two migration facts from reduced form — the birthplace composition of urban in-migrants
and the IFLS never-mover share of 0.533, enter as over-identifying moments and stay unfitted (Ap-
pendix Section F.14). The rural labor moments provide the same test on the village side. In the model,
villages move labor toward agriculture where they do in the data. And the von Thiinen logic implies

an untargeted price test, the price of food against the agricultural density of a city’s surroundings.

Migration as an estimated friction. Migration enters as idiosyncratic shocks with a mi-
gration cost, estimated using the IFLS household panel data; the location choice is generalized to an
origin-destination allocation over the 1980 origin population, with the friction pinned by the subdistrict-
to-subdistrict migration gravity estimated in the IFLS. The estimated friction is large. The IFLS never-
mover share is 0.533, reported as an untargeted over-identifying moment, because coverage limits make
its level a lower bound on true mobility. The costly-migration model, in which both the baseline and the
shock bear the moving cost from 1980 origins, is a robustness check reported in Appendix Section F.14;
the migration cost is a friction that dampens over-mobility, and the channel diagnosis is unchanged

under it.
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Figure 12: Model fit: targeted and untargeted moments against the data
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Notes: Each row is a standardized (z-on-z) exposure response. The hollow circle is the data estimate with its 90%
confidence interval; each small square is the fitted response of one specification at one food trade cost, dark for the
single-tradable specification and light for the traded-services one, across the trade-cost band. The two moments above
the dashed rule are targeted; the moments below it are untargeted over-identification checks. Appendix Table B3 lists
the full set.

The estimated elasticities determine how the economy divides adjustment between changing
sector and changing location. The counterfactuals use this structure to compare the urban response

when both margins operate with responses under restrictions on trade or migration.

6.3 Counterfactuals

I use the model for the decomposition. It can tell the channels of trade and migration apart, which the
reduced form cannot. In the real world both forces operate, and the data show the overall effect after all
of them have adjusted; only in the model can I simulate a hypothetical world where there is only trade
and no migration, and a different hypothetical world where there is migration but no trade, and compare
those unobserved worlds to see what would have happened. Shutting down trade means the food trade
costs rise substantially, so each city clears its own food market and the hinterland’s productivity gain
does not reach it through the goods market. Shutting down migration means people cannot change
locations, so the population allocations across space do not change, only the goods are moving and
people are paying for them, and the remaining adjustment is workers switching sector inside the city
they already live in. A channel’s contribution is the gap between the full response and the response with
that channel shut. The two contributions need not sum to the total, because the channels interact, so
all four states are solved and the interaction is reported as its own term. Economically the interaction is
the covariance between the two channels. Trade enables workers to allocate out of agriculture, migration
would push the same reallocation further, and as the prices and wages adjust, the combined reduction

comes out slightly below the sum of the two pieces. A full autarky counterfactual, shutting trade down

47



entirely, would require trade-cost estimates this setting does not provide. The decomposition instead

uses the variation the reduced form already identifies.

Two predictions come from the reduced form itself. If I shut down trade and leave only migration,
the composition response is expected to mostly go away, matching the openness evidence of Section 5.3.
Migration enabled without trade is not expected to generate a lower agricultural employment share, and
the decline is expected to be small. If instead I shut down migration and leave trade, that response is
expected to stay nearly intact, matching the migration null the birthplace evidence establishes. Neither

prediction is fitted by the estimator, so the decomposition can fail them.

The decomposition is run in the traded-services specification, in which a city can export modern
output to pay for net food imports. Why the single-tradable baseline cannot produce a trade-only

contraction, and the traded block’s two parameters, are in Appendix Section F.13.

The decomposition at the estimated parameters. Trade is sufficient to reproduce essen-
tially the entire agricultural-share response, and migration moves city size. Counsider a world where
people are not shifting locations. Migration costs are prohibitive, so locations can trade in goods and
services but people cannot move. In this world of trade only, the agricultural employment share re-
sponse is almost fully reproduced (Figure 13, with both outcomes under both closures in Figure 14).
The legs of the decomposition under both land-market closures, and the interaction term, are in Ap-

pendix Section F.13.

Figure 13: Channel decomposition of the agricultural-share response
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Notes: Bars are the model’s agricultural-employment-share response to the estimated exposure shock with one channel
active at a time (trade only, migration only); the third bar is the residual interaction between the two channels, and the
diamond marks the data’s observed response. Percentages express each bar relative to the model’s full response.

The decomposition is interpreted together with the demand system, because the subsistence
term is an essential feature of the model. Preferences are non-homothetic: as a household consumes
food, there is a subsistence level that needs to be satisfied before it spends on anything else, and once
that level is met the marginal utility of further food is lower. So as people earn more, the income effect

does not translate fully into higher food consumption, and the share of food in household spending
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Figure 14: Both outcomes, both traded-services specifications

(a) Trade carries the agricultural contraction (b) Migration carries city size
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Notes: Panels show the two targeted outcomes in standardized (z-on-z) units. Within each panel, bars are the trade-only,
migration-only, and interaction terms under the two traded-services basket variants, and the diamond marks the full
solved response. The population trade-only bar is zero by construction, because the migration switch works by fixing
populations.

falls. A lower delivered food price works from the other direction, reducing the cost of meeting the
same requirement. Either route releases budget to the modern good, so demand for urban labor rises
and workers switch sector. With the subsistence requirement set to zero, preferences are Cobb-Douglas.
Expenditure shares are fixed, the food share does not fall with income, and the trade channel does not
affect employment composition. Setting @ to zero and re-solving is the direct test of how much the

non-homotheticity matters.

The aggregate contribution. Alongside the decomposition I want a quantification of how
much of the overall agricultural-share decline, the structural transformation itself, the agricultural
productivity accounts for. Next, I quantify magnitudes using the model. The model is re-solved with
the shock vector set to zero, so that no transmigration village receives its agro-climatic gain, and the
resulting urban outcomes are compared against the baseline solution; the difference is the program’s
contribution to aggregate urban change. I compute it from the aggregate effect, because scaling the
reduced-form coefficient up to the program would be inaccurate. There are general-equilibrium forces

readjusting that the reduced form does not fully capture. The model can.

I report this as a share of the observed 1980 to 2010 change, in outer-island urban population
and in urban sectoral composition, given as a range across plausible values of the two elasticities and
both land-market closures. The bracket is tight. The two closures give nearly the same answer, so the
result does not depend on which one is imposed. I report both closures as a robustness check. The

credibility of the share itself rests on the shock I simulate. The size of the response depends on the size
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of the shock, so the simulated productivity gain has to correspond to the gain the program generated
over the period, and because the effect need not be linear, a coeflicient normalized to one standard

deviation of exposure does not extrapolate to the program total.

7 Conclusion

This paper studies what rural agricultural productivity does to nearby cities. I leverage the Transmigra-
tion Program in Indonesia as a source of exogenous variation in rural productivity: the quasi-random
variation in the settlers’ agro-climatic skill match across newly settled villages (Bazzi et al. 2016). I con-
struct a city-level exposure to surrounding rural productivity by aggregating village-level agro-climatic
similarity over all 814 program villages using travel-time connectivity, while separately controlling for
the scale of nearby settlement. The estimation sample is the outer-island urban centers within 300

minutes’ travel of a program village.

The reduced-form evidence gives four results. First, cities exposed to more productive transmi-
gration villages change what they do more than how big they are. Agricultural employment is going
down while modern-sector employment is going up, in levels and in shares, without any change in
unemployment. The two employment shares and the modern-sector level are precisely estimated, and
the agricultural level is estimated less precisely. Second, the population estimate is positive and its
standard error is the same size, so the evidence on city size is much weaker than the evidence on
modern-sector employment. The back-of-the-envelope calculation says the new arrivals will not ac-
count for the structural shift, and most of the fall in the agricultural share comes from workers exiting
agriculture and going into modern employment. The population estimate is imprecise at the headline
spatial-inference radius, sharper at the wider radii and under the component clustering, and imprecise
under every permutation scheme, so the compositional results stand without it. The population margin

is also intensive: a companion analysis of urban emergence finds no boom of new towns.

Third, the results suggest a goods-market mechanism. Exposed cities reduce agricultural em-
ployment while their own production covers less of what they consume, an estimate that is imprecise.
The surveys measure a city’s production and its consumption, and they do not observe where the food
it buys comes from, so purchases from the productive hinterland are an interpretation these data are
consistent with. People spend relatively less on food and buy less rice per person in the 2011 wave, con-
sistent with Stone-Geary preferences, and housing rents rise on a coarse mid-1990s measure as demand
shifts toward non-tradables. The timing supports this. In the mid-1990s household survey data, one to
two decades after placement, the structural signal is already present while local food prices show little

response, so the later food-price movements are a downstream equilibrium object.

Fourth, the transmigrants do not relocate out of their settlement villages. The 2010 birthplace
composition shifts toward residents born elsewhere in the same province, while the share born in another
outer-island province does not move detectably and the share born on Java or Bali falls. The villagers

are, if anything, slightly more likely to stay in villages that are more productive.
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To interpret and quantify these patterns, I develop a spatial general equilibrium model of multiple
locations, villages and cities, with two sectors: agriculture, which produces food, and the modern
sector, combining manufacturing and services. Households make two choices, the location and the
sector, each governed by its own elasticity, and the main modeling choice is the Stone-Geary utility
with a subsistence term in the demand for food, which lets a positive productivity shock in the villages
generate agricultural contraction in the cities. Food prices are determined endogenously through costly
inter-regional trade, and the modern-sector agglomeration externality is set to zero in the headline
calibration. I choose two data moments to identify the two parameters I have, the population growth
and the agricultural employment decline, and the model’s discrete-choice structure gives estimating
equations that map directly to the reduced-form regressions. I then shut down trade, meaning the
trade costs rise substantially, and I shut down migration separately; in the real world both forces are
in play and I observe the general-equilibrium effect. Trade is sufficient to reproduce nearly the entire
agricultural contraction, and the trade-only response on city size is zero by construction. Migration
enters as an estimated friction, disciplined by a gravity-based moving-cost estimate, and it moves the

city’s size, not its composition.

These findings speak to a core debate in development and urban economics about whether raising
agricultural productivity accelerates or delays urbanization and structural change. Matsuyama argues
that closed economies shift away from agriculture in response to an agricultural productivity shock,
whereas open economies continue focusing on agriculture, facing effectively unlimited demand from the
global markets (Matsuyama 1992); Bustos et al. (2016) test the mechanism in Brazil, and this paper
extends it across space. Because island geography only weakly connects regional economies to one an-
other, each urban region with its rural hinterland behaves like a closed economy, and regional structural
transformation follows the closed-economy logic. The data show this openness pattern directly. The
modern-sector response concentrates in cities weakly connected to outside food markets and is much
smaller in cities already open to rice imports through major ports. The agricultural employment share
falls in both groups, and the difference between them is imprecisely estimated. Policies targeting rural
areas get translated into urban outcomes. Food trade enables further urbanization in this context, as
cheaper food frees up urban workers and spending, without requiring massive rural-to-urban migration

in a setting with high internal moving costs.

Several questions stay open. The reduced form measures long differences between census years,
and the price and wage side is observed in cross-sections at the endline, so the paper establishes the
direction and the timing of the urban response; the path of that response, how quickly the composition
of a city moves and how long the food-price signal takes to appear, needs data with a baseline on prices
and wages. The counterfactual keeps the settlers where they were placed and asks what a better match
would have done, so the paper does not evaluate the program as a whole, and the origin regions in Java
and Bali stay outside the accounting. Within the city, the shift out of agricultural employment leaves
more people seeking service jobs while the demand for services is also rising, and the higher supply
pushes the service wage down as the higher demand pushes it up, so growth need not translate into

higher welfare for residents; Figure 11b shows the wage and price responses at the endline.
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The elasticities are the portable output. The sector and location elasticities govern whether the
workers a rural productivity gain displaces switch sectors or switch places, and they can be compared
across settings where the gain comes from a different source, a Green Revolution or a cash-crop boom,
and across regions more open to food trade than these, where the same gain is exported and the city
keeps its composition. Whether the absence of rural productivity growth is part of why some regions
urbanize without transforming, as in much of sub-Saharan Africa, cannot be tested in this setting; the

elasticities are the input such a test needs.
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A Data and Sample

This part documents the sources behind every number in the paper and the rule that defines the

estimation sample.

A.1 Data Sources

Data summary. The empirical analysis combines three BPS statistical collections spanning five
reference years (1980, 2002, 2003, 2010, 2011), together with the Transmigration Census replication
data of Bazzi et al. (2016), which generate the exposure measure, and the geospatial travel-time and
raster inputs cataloged in Table A2. The Population Census provides 2010 outcomes (population,
employment by sector, migration) and 1980 baseline controls. The Susenas household survey provides
2002 consumption quantities by food item, paired with PODES 2003 production for surplus measures,
and 2011 prices, wages, food shares, and housing rent, paired with the 2010 census outcome year. The
PODES village survey provides 2003 production quantities by crop. Keeping consumption near the
production year gives a cleaner rice surplus = production — consumption measure, while keeping prices
and wages near the outcome year supports the structural-transformation interpretation. Table Al
provides a per-outcome summary including the wave / year of measurement, the analysis-level sample
size (out of the satellite layer’s 180 Urban Centre polygons, 1,967 subdistricts, or 1,785 split subdistricts
in the transmigration-village split), and the construction notes. Availability counts are reported on that
satellite layer; the analysis sample has 187 urban centers, every one of which has a travel time to a
program village (Section A.3), and the headline estimation sample is the 133 centers inside the 300-
minute travel-time window whose 1980 baseline the census recorded directly and whose 2010 outcomes

are measured.

Al



Table Al: Outcome variables and baseline controls: source wave, sample size, and construction. Sample
N reported as Urban Centre (UC) / subdistrict / subdistrict split into transmigration and surrounding

villages.

Outcome / variable descrip-

tion

Source / wave

Sample N

Construction notes

(A) Population Census: BPS Sensus Penduduk

Log total population and total Census 2010

employment (2010)

Log sectoral employment in agri- Census 2010
culture, manufacturing, and ser-

vices (2010)

Sectoral employment shares (0-1):  Census 2010
agriculture, manufacturing, and

services (2010)

Unemployment rate (2010) Census 2010

Census 1980
2010

Log change in total population,
1980-2010

Birthplace decomposition (4 ex- Census 2010
haustive categories): share of 2010

residents born in same district /

different district same province /

different outer-island province /

Java-Bali origin

1980 baseline controls: log to- Census 1980
tal population, urban-population

share, agricultural employment

share

+

180 /
1,785

180 /
1,785

180 /
1,785

180 /
1,785

168 /
1,599

180 /
1,785

168 /
1,599

1,967

1,967

1,967

1,967

1,727

1,967

1,727

Headline urbanization outcomes; constructed from
individual-level Sensus Penduduk 2010 records ag-

gregated to the urban-center and subdistrict level.

Sectoral employment counts from the 1-digit in-
dustry classification on the individual record, ag-

gregated to the geographic unit.
Sectoral employment divided by total employment.

Shares are stored as 0-1 fractions.

Unemployed individuals divided by labor-force

participants, stored as a 0-1 fraction.

Derived as In(pop,g,o) — In(pop;ggy). Subdistricts
with no 1980 census record drop out. Gaps caused
by the crosswalk rather than by the census were
closed by the extension described in Section 3.1, so
the remaining omissions are places the 1980 census
did not reach.

Categories are mutually exclusive and exhaustive;
they sum to 1. The Java-Bali origin category cap-
tures the channel through which the Transmigra-
tion Program is hypothesized to redistribute peo-

ple.

Conditioning controls in the headline reduced-
form specification. The 1980 aggregates apply the
SP1980 per-record inflation weights at the individ-

ual level.

(B) Susenas 2011: prices, wages, food share, housing rent (aligned with the 2010 outcome year)

Household food share of total con-  Susenas 2011

sumption (2011)

175/ 974

1,650

Household-weighted mean of food expenditures di-
vided by total consumption expenditures (0-1).
Quarters Q1-Q3 are averaged then scaled to an-
nual. Used as a structural moment in the spatial-

equilibrium model.

A2
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Table A1, continued from previous page

Outcome / variable descrip-

tion

Source / wave

Sample N

Construction notes

Median monthly wage: all sec-
tors, agricultural workers, non-

agricultural workers (2011)

Log nominal wage and log real
(price-deflated) wage (2011)

Composite agricultural goods
price index (broad), crops-only
price index, and rice-only price

index

Housing price index and median
monthly rent (2011)

Non-food price indices: fuels and
utilities (2011)

Susenas 2011

Susenas 2011

Susenas 2011

Susenas 2011

Susenas 2011

175/ 974
1,650

175/ 974
1,650

175/ 974
1,650

175/ 974
1,650

175/ 974
1,650

/

/

/

/

/

Constructed at the subdistrict level from the Suse-
nas 2011 individual labor module by taking the
50th percentile of monthly wage income for cur-
rently employed workers. The wage item is net
monthly earnings from the main job, in money and
goods, and is asked of everyone who worked, so the
earner base includes the self-employed and own-
account farmers; unpaid family workers, who do

not report earnings, drop out of the median.

Log transforms of the subdistrict-level median
wage. The real (price-deflated) version is con-
structed for the all-sector wage only, by dividing
it by a household-expenditure-weighted price in-
dex (the agricultural-goods price index weighted
by the food-expenditure share, plus the housing

price index weighted by the non-food share).
Built

ues

from household item-level wunit val-
divided by
the 5th/95th

item X province x urban,

expenditure quantity),
Yy

winsorized  at percentiles
the

subdistrict xitem median, and aggregated across

within taken to

items into three index variants: Laspeyres
(national expenditure weights), Paasche (local
weights), and an equal-weight geometric mean.
The broad index covers all agricultural-origin food
items; the crops index restricts to plant crops; the
rice-only index uses the dominant rice item. As
unit values, these indices reflect price x quality

(see Section C.1).

Imputed monthly rent for owner-occupied
dwellings combined with median actual rent
for renters; it is the urban land-scarcity /

non-tradables price proxy in the model.
Cost-of-living controls; constructed parallel to the

agricultural goods price index from household-level

unit values.

(C) Susenas 2002: consumption quantities and values (aligned with PODES 2003 production)

Rice consumption per capita per
year: quantity (kg), value (Rp),
and calories (kcal)

Susenas 2002

141 / 845 / 746

Built from the Susenas 2002 food-consumption

module weekly recall and scaled to annual.

A3
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Table A1, continued from previous page

Outcome / variable descrip-

tion

Source / wave

Sample N

Construction notes

Total dietary calories per person

per year (kcal)

Subdistrict-total annual rice con-
sumption (kg and tons), win-

sorized

Staples consumption per capita

per year (kg)

Legumes consumption per capita
per year (kg)
Coffee & tea consumption value

per capita per year (Rp)

Spices consumption value per

capita per year (Rp)

Susenas 2002

Susenas 2002

Susenas 2002

Susenas 2002

Susenas 2002

Susenas 2002

139 ) — / —

141 / 845 / 746

141 / 845 / 746

141 / 845 / 746

141 / 845 / 746

141 / 845 / 746

Sum of the calorie content of every item the Suse-
nas 2002 food-consumption module records, so it
measures the whole diet. Built by pooling house-
holds within an urban center, a median of 48 house-
holds per center, and excluding household-quarters
that record fewer than ten food items, which are
partly-recorded modules. A genuine diet of fewer
than ten items is implausible. Constructed at the
urban-center level only, which is why the subdis-
trict columns are empty. Plotted as the calorie row
of Figure 8.

Per-capita rice consumption multiplied by 2003
subdistrict population, then winsorized at 0.5% to
avoid extreme household-level outliers contaminat-
ing the subdistrict total. Used in the rice-surplus

measure.

Sum of per-capita consumption (kg) across all sta-
ple food items: rice, corn, cassava, sweet potato,
taro, and other tubers. The aggregate excludes
wheat and sago (not produced in measurable quan-

tities in the PODES sample).

Sum of per-capita consumption (kg) across peanut,

soybean, and mungbean items.

Coffee and tea consumption are reported in mon-
etary value because the underlying items use dis-
tinct physical units (whole beans, ground beans,
leaf).

Sum of pepper, nutmeg, and clove monetary con-
sumption. Units differ across spices, so values are

aggregated.

(D) Susenas 2011 consumption by food category (constructed from the quarterly food-module raw data)

Staples consumption per capita
per year (kg), Susenas 2011

Legumes consumption per capita
per year (kg), Susenas 2011
Coffee & tea consumption value

per capita per year (Rp), Susenas
2011

Susenas 2011

Susenas 2011

Susenas 2011

174 / 1,850 /
1,688

174 / 1,850 /
1,688
174 / 1,850 /
1,688

Constructed analogously to the Susenas 2002 sta-
ples aggregate using the same item set. Quarters
Q1, Q2, and Q3 are averaged then scaled to annual;
Q4 was never released by BPS, so the result repre-
sents the Q1-Q3-average annualized consumption,

with no fourth quarter imputed.

Same items as the Susenas 2002 legumes aggregate.

Companion to the Susenas 2002 coffee & tea mea-

sure, aligned with the 2010 outcome year.

A4
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Table A1, continued from previous page

Outcome / variable descrip- Source / wave Sample N Construction notes

tion

Spices consumption value per Susenas 2011 174 / 1,850 / Companion to the Susenas 2002 spices measure.
capita per year (Rp), Susenas 1,688

2011

(E) PODES 2003: agricultural production (aligned with the Susenas 2002 consumption year)

Rice production per capita (kg / PODES 2003

person)

Log subdistrict-level rice produc- PODES 2003
tion (tons)

Rice yield (tons / ha) and rice har- PODES 2003
vested area (ha)

Staples harvested area (ha) PODES 2003
Total arable land area (ha) PODES 2003
Staples production (tons) PODES 2003
Legumes production (tons) PODES 2003
Coffee & tea production (tons) PODES 2003
Spices production (tons) PODES 2003

180 / 1,896 /
1,727

180 / 1,896 /
1,727

180 / 1,896 /
1,727

180 / 1,896 /
1,735

180 / 1,896 /
1,735

180 / 1,896 /
1,735

180 / 1,896 /
1,735
180 / 1,896 /
1,735
180 / 1,896 /
1,735

Total subdistrict rice production divided by 2000
Headline PODES outcome;

available across both village-overlap and non-

census population.

overlap subdistricts.

Log of absolute subdistrict-level rice production in
tons; primary moment used in the model calibra-

tion.

Yield computed as sum of production divided by
sum of harvested area across villages within the
subdistrict. Rice harvested area is one of several
available land measures (see “Land measure for the

agricultural production function” note below).

Aggregate of harvested area across the staples set
(rice, corn, cassava, sweet potato, taro, other tu-
bers, sorghum); mirrors the staples production ag-
gregate. Intermediate land measure between rice-

only and total arable.

Sum of harvested area across all 30 PODES crops:
staples (rice, corn, cassava, sweet potato, taro,
other tubers, sorghum), legumes (peanut, soy-
bean, mungbean), coffee & tea, spices (pepper,
nutmeg, clove), and the remaining plantation,
fiber, and tree-crop items (rubber, palm oil, cocoa,
sugar palm, sugarcane, cashew, cinnamon, cotton,
vanilla, tobacco, jute). Equivalent to the PODES
native “total ag area” aggregate; the broadest avail-

able land measure.

Aggregate of subdistrict-level production in tons
for rice, corn, cassava, sweet potato, taro, and
other tubers (mirroring the Susenas 2002 staples
consumption aggregate).

Aggregate of peanut, soybean, and mungbean pro-

duction in tons.

Aggregate of coffee and tea production in tons.

Aggregate of pepper, nutmeg, and clove produc-

tion in toms.

Ab
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Table A1, continued from previous page

Outcome / variable descrip-

tion

Source / wave

Sample N

Construction notes

(F) Derived surplus outcomes (PODES 2003 production minus Susenas 2002 / 2011 consumption)

Rice surplus (tons): subdistricc PODES 2003 — 141 / 845 / 746 Constructed as PODES 2003 subdistrict rice

rice production minus subdistrict  Sus 2002 production minus winsorized Susenas 2002

rice consumption subdistrict-level rice consumption. Indicates
whether the subdistrict is a net rice exporter or
net importer.

Staples surplus (tons) PODES 2003 — 141 / 845 / 746  Production minus consumption for the staples ag-

Sus 2002 gregate (rice, corn, cassava, sweet potato, taro,

other tubers); built using the matched PODES
2003 production and Susenas 2002 consumption
aggregates.

Legumes surplus (tons) PODES 2003 - 141 /845 / 746 Production minus consumption for legumes

Sus 2002 (peanut, soybean, mungbean).

Staples surplus using 2011 con- PODES 2003 - 174 / 1,836 / Robustness variant: pairs PODES 2003 produc-

sumption (tons) [robustness| Sus 2011 1,677 tion with Susenas 2011 consumption, where the
main rows above use Susenas 2002. Trades the
consumption—-production year-gap (now 8 years)
for higher consumption coverage and alignment
with the 2010 outcome year.

Legumes surplus using 2011 con- PODES 2003 — 174 / 1,836 / Analog of the staples-2011 surplus for legumes.

sumption (tons) [robustness] Sus 2011 1,677

Sample-size note. Susenas 2011 outer-island subdistrict-level coverage is 974 of 1,967 subdistricts (49.5% by
count) but 66.6% of the outer-island population, with a strong urban-bias by sampling design: subdistricts in the largest
population quintile are 3.2 times more likely to be sampled than those in the smallest, and subdistricts with > 47%
urban population are essentially fully covered while those with < 16% urban are only 22.6% covered. The 2011 sample
is appropriate for the structural-transformation analysis but describes the urban / kotamadya subset of the subdistrict
panel. The 974-subdistrict figure describes the prices-and-wages module; the consumption-by-food-category aggregates in
block (D) of Table Al come from the quarterly food-consumption module, whose coverage is much wider (1,850 of 1,967
subdistricts), which is why that block’s sample counts differ from the coverage stated here. Susenas 2002 outer-island
subdistrict-level coverage is 845 of 1,967 (43.0% by count, 59.2% by population). Aceh has zero Susenas 2002 coverage
and Maluku / North Maluku have zero PODES 2003 coverage, pre-existing structural coverage gaps in the survey-frame

design.

Imputation conventions. PODES 2003 subdistrict-level aggregates are produced in two imputation schemes:
strict (drop missing crop rows) and imputed-zero (treat missing crop production as zero). The variables tabulated above
use the strict scheme; imputed-zero variants are available for robustness. Susenas 2002 subdistrict-level rice consumption
is winsorized at the 0.5% level for the surplus calculation, to avoid extreme household-level outliers contaminating the
subdistrict aggregate. The Susenas 2011 consumption-by-food-category aggregates are not winsorized at the variable-

construction stage. The 0.5% winsorization applies to the surplus calculation only.

Coffee & tea and spices surplus measures not constructed. PODES 2003 production for coffee,

tea, and spices is recorded in tons; Susenas 2002 and 2011 consumption for the same items is recorded in monetary
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value (Rupiah), because the underlying items use distinct physical units across coffee, tea, pepper, nutmeg, and clove.
There is no clean tonnage conversion without auxiliary price imputation, so the corresponding surplus measures are not

constructed. Log production and log consumption value are reported as separate outcomes instead.

Land measure for the agricultural production function. Several subdistrict-level land measures are
available from PODES 2003: rice harvested area (the historical default), staples harvested area, and total arable land area,
plus additional sub-aggregates for legumes (peanut, soybean, mungbean), plantation crops (rubber, palm oil, coffee, tea,
cocoa), coffee & tea on their own, and spices (pepper, nutmeg, clove), each summed from the individual-crop harvested-
area variables. Individual harvested-area variables are also retained separately for each of the 30 PODES crops (the staples
and legumes items listed above, plus coffee, tea, pepper, nutmeg, clove, rubber, palm oil, cocoa, sugar palm, sugarcane,
cashew, cinnamon, cotton, vanilla, tobacco, jute). The land endowment that enters the model is the satellite-derived
built-up surface T; (GHS-BUILT-S, fixed at the model-unit level; see the model section). It is measured consistently
across rural and urban units and does not depend on crop-mix reporting. The PODES harvested-area measures remain
available as agricultural-land alternatives for robustness. The rice-only measure sharply understates productive land in
plantation-dominant outer-island districts (especially Sumatra and Kalimantan), the total arable measure is the broadest,

and staples is an intermediate option.

A.2 Spatial and Crosswalk Data Sources

Linking the 2010 census to year-2000 subdistricts. Both the 2000 and the 2010 censuses record each
person’s village, so the link between the two vintages is made at the village level and then aggregated. I use the BPS
village-history file (Histori Master File Desa, 1998-2013), which has one row per village with that village’s administrative
code in every vintage, so a 2010 census village and its year-2000 predecessor appear on the same row. Each 2010 village

is counted in the year-2000 subdistrict of its year-2000 predecessor.

Three rules govern the matching. First, only rows that are a village in both vintages are used, since the file also
includes subdistrict and district heading rows. Second, a 2010 village whose year-2000 predecessors lay in two different
subdistricts is left unresolved rather than assigned by a tie-break; this affects five villages nationally. Third, where the

file does not list a village, the village keeps the assignment from the boundary overlay, so no village is dropped.

The file reaches 96.3% of the 77,480 year-2010 villages, and places 45,993 of them on the year-2000 outer-island
map. Two checks support the construction. First, the number of 2010 villages each year-2000 subdistrict receives should
be close to the number the 2000 census recorded there: 41.7% of outer-island subdistricts are within one village of that
count and 87.1% are within a factor of 0.8 to 2.0, against 22.1% and 71.5% for a geometric assignment of the same villages.
Second, on the Inner Islands, which this paper does not analyze and on which the construction was not chosen, the same
comparison is 95.9% against 56.4%, so the improvement is not an artifact of tuning on the estimation sample. The total

2010 population is unchanged: a village changes subdistrict and is never created or dropped.

Spatial sources. The empirical analysis aggregates village- and individual-level data to two spatial units: 2000-
vintage subdistricts and outer-island urban centers (UCs). The mapping between the original survey-year administrative
codes and the analysis units relies on a suite of crosswalks plus globally harmonized raster products. Table A2 summarizes

the spatial and crosswalk inputs.

Table A2: Spatial boundary definitions, administrative crosswalks, and gridded raster inputs.

Spatial input Source Description / use in this paper

(A) Spatial boundary definitions

Continued on next page
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Table A2, continued from previous page

Spatial input

Source

Description / use in this paper

Transmigration village

sites and polygons

Urban Centre (UC) de-

lineation, outer-island

Indonesia
Functional Urban
Area (FUA) delin-
eation, outer-island
Indonesia
2000-vintage  subdis-
trict administrative
boundaries

Bazzi et al. (2016); replication
archive
GHS Urban Centre Database,

GHS-UCDB R2024A V1.1 (Euro-
pean Commission, Joint Research
Centre), layer
GHSL _UCDB_MTUC 1980 _-
GLOBE_R2024

multitemporal

GHS-FUA R2019A (European
Commission, Joint  Research
Centre)

BPS (Indonesian Central Statistics
Agency) ADMS3 shapefiles

The exposure sample is the complete set of 814 program
villages in the Transmigration Census analysis sample, set-
tled during Indonesia’s Transmigration Program (1979-
1988).

settlement, the count of initially placed settlers, and the

Each village has the program-recorded year of

agro-climatic similarity of the assigned settlers; 716 of the
814 also have a digitized settlement-footprint polygon, and
travel times are computed from the replication village cen-
troids for all 814. This set of villages is the spatial reference

for constructing the agro-similarity treatment.

Outer-island urban centers aggregated from 2000-vintage
subdistricts, derived from the GHS-UCDB urban-center
polygons; the reclassified analysis sample has 187 urban
centers, every one of them with a travel time to a program
village (see Section A.3). UCs are the headline analysis

unit.

Wider commuting-zone polygons around the urban cen-

ters, shown in the descriptive maps.

2000-vintage subdistrict polygons used as the village-

aggregation target and the subdistrict-level analysis unit.

(B) Administrative-code crosswalks across census vintages

Subdistrict 1976 /
1980 to 2000 / 2002
crosswalk (“Olken
crosswalk”)

Subdistrict 2000 to

2010 crosswalk

Village 2000 to 2010

crosswalk

Transmigration-village
flag

B. Olken, courtesy of replication /

supplementary materials

Constructed for this paper from
BPS administrative-code lists -+
spatial intersection of 2000 and

2010 subdistrict polygons

Constructed for this paper from

BPS village-code lists + spatial join

Constructed for this paper from
the intersection of the Bazzi et al.
(2016) village polygons with 2010-

vintage census-village polygons

Hand-built crosswalk linking 1980 Census subdistrict codes
to the 2000/2002 administrative vintage. Excludes Aceh,
East Timor, and the Malukus by construction (regions
where 1976-80 boundary data were not available). The
1980-t0-2000 subdistrict mapping is the workhorse for as-

sembling the 1980 baseline-control panel.

1-to-many mapping where post-2000 subdistrict splits (or
district splits creating new subdistrict codes) require allo-
cating a 2010 subdistrict to a 2000 subdistrict via spatial-

overlap proportions.

Used to roll up 2010 individual-Census village-level counts
into 2000-vintage subdistricts and (where applicable) into
the transmigration-village part of each subdistrict overlap-

ping a transmigration village.

Identifies which 2010 census-village polygons fall (centroid
or area-share threshold) inside a transmigration village;
provides the village-level split used for the transmigration-
village / surrounding-village decomposition in the split-

subdistrict analysis.
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Table A2, continued from previous page

Spatial input

Source

Description / use in this paper

(C) Travel-time and great-circle distance matrices

Cost-distance (travel-
time) matrix between
UCs and transmigra-

tion villages

Great-circle  (haver-
sine) distance matrix
UCs

transmigration villages

between and

Constructed for this paper: least-
cost travel time over the Indonesia-
specific land-and-sea friction sur-
face built from Weiss et al. (2018)
combined with maritime shipping

routes (vintage stated in Section 2)
Constructed for this paper from the
centroid coordinates of UC and vil-

lage polygons

(D) Gridded raster products

GHS-POP
population
(1975, 1980, 1985, ...,
2020)

gridded

estimates

GHS-SMOD  gridded
settlement-model clas-
sification (1975, 1985,
2015, 2020)

GHS-BUILT-S  built-
up-surface raster
(5-year epochs, 1975-

2020)

GHS-POP R2023A

Commission,

(European
Joint Research

Centre), 100m resolution

GHS-SMOD, R2022A for the 1975,
1985, and 2015 epochs and R2023A
for 2020 (European Commission,
Joint Research Centre), 1km reso-

lution
GHS-BUILT-S R2023A (European
Commission, Joint Research Cen-

tre), 100m and 1000m resolution

Pairwise UC xvillage travel-time matrix (minutes) used to
construct the agro-similarity treatment as the unweighted
mean over villages within the headline 300-minute win-
dow (weighted variants are robustness). The correspond-
ing subdistrict-level matrix is built analogously for the

surrounding-villages extension.

Robustness companion to the cost-distance matrix; a free-
space variant of the design-based recentering exercise in
Section C.1.

5-year epoch population grids calibrated to the BPS Sensus
Penduduk totals at the year-2000 subdistrict level. Used
as a back-check on the canonical population time series.
Satellite-derived recovery of 1980 population for subdis-
tricts missing from the Olken crosswalk was scoped but
not implemented, and no analysis variable in the paper

draws on it.

Cell-level settlement-density classification (Urban Centre
/ Urban Cluster / rural). Used as an alternative urban-
share measure for robustness. The Urban Centre bound-
aries themselves come from the GHS-UCDB polygon layer
in panel (A).

Built-up-surface fraction per grid cell. It is the land en-
dowment T; in the spatial-equilibrium model (Section 6);
the satellite-baseline-recovery exercise it was also scoped

for was not implemented.

The census as the 1980 baseline.

Every 1980 quantity in this paper comes from the population census, for

three reasons. First, there is no observed satellite record for 1980. The GHSL built-up series has observed Landsat anchors
at 1975, 1990, 2000 and 2014, and every other epoch is interpolated between them; the 1980 population grid is close to a
fixed one-third blend of the 1975 and 1990 anchors, with an implied interpolation weight of 0.28 to 0.33 in every island
group. A satellite 1980 baseline would therefore be an interpolation, not a measurement. Second, the gridded population
product is not independent of the census in any case, since its counts come from census-based population estimates and
the built-up layer only redistributes them within an input unit. At the subdistrict level it tracks the 1980 enumeration at
a correlation of 0.57 in levels and 0.62 in logs, with the grid-to-census ratio running from 0.23 at the tenth percentile to
1.87 at the ninetieth. Third, the one observed anchor that straddles the program is the 1990 one, and it already includes
the program’s own settlement: within a subdistrict that split between census rounds, a successor’s share of the gridded
population rises between 1975 and 1990 by more when that successor hosts transmigrant villages. The census has none

of these problems. It is a complete enumeration taken in 1980, on the ground, by the national statistical agency.
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A complete-looking raster is not an observed one. Civelli et al. (2023) report sparse 1975 Landsat coverage over
much of the archipelago, Sumatra included, in an earlier GHSL release. That gap persists in the release used here,
and it can be measured rather than inferred: GHSL publishes an input-count layer, GHS-SDATA_LDS-QUANT, giving the
number of Landsat measurements behind each cell of each epoch (European Commission, Joint Research Centre 2024).
On that layer 99.3% of Sumatra’s land cells have no 1975 Landsat observation at all, against 0.7% in 1990,
and 98.2% of the island’s 1975 built-up surface and 97.7% of its 1975 gridded population sit on cells with none. Across
the outer islands as a whole, 60.7% of 1975 gridded population is unobserved. Where imagery is absent the producers
solve the built-up prediction by spatio-temporal interpolation whose dynamic component is drawn from the epochs that
were observed, which here begin in 1990, after the program. A satellite 1980 baseline for this setting would therefore not
merely interpolate between two anchors; over the treated region it would rest on an anchor that was never measured,
informed by settlement recorded after the program had run. The census does not have this problem. It measures 1980

directly.

Table A3: Almost no part of Sumatra has a 1975 satellite observation behind it.

Island group Land cells % cells with no % of 1975 % of 1975

1975 observation built-up population
Sumatra 47,743,508 99.3 98.2 97.7
Java and Bali 13,919,709 17.7 26.5 20.4
Nusa Tenggara 6,727,677 6.5 28.6 34.8
Kalimantan 53,835,817 5.5 1.1 0.9
Sulawesi 18,731,243 1.5 3.8 3.6
Maluku and Papua 7,822,973 8.1 16.9 13.9
Outer islands, the estimation region 38.4 53.5 60.7

Notes: Computed from GHS-SDATA_LDS-QUANT R2023A band 1, the producers’ own record of how many Landsat mea-
surements support each 100m cell of the 1975 epoch, summed inside year-2000 subdistrict polygons. A cell with none
has 1975 built-up and population assigned by spatio-temporal interpolation. Nationally the mean is 0.83 measurements
per land cell for 1975 against 1.19 for 1990, 1.26 for 2000 and 1.43 for 2014.

The gap follows the coverage of the Landsat archive itself. It is not scattered cloud cover: 61.7% of the variance
in the subdistrict-level unobserved share sits between island groups and only 5.8% within a district. Sumatra, where the
program placed most settlers, is the region with almost no record at all, and Indonesia had no Landsat receiving station

of its own during the Multispectral Scanner era (Table A3 and Figure Al).

A gridded product reports a value for every cell in every published epoch, and nothing in the raster distinguishes
a measurement from a model output. The grid is complete even where nothing was measured. So a 1980 satellite baseline
for Indonesia cannot support a level comparison across places, cannot support a place-specific pre-period control, and
cannot be used to validate the census, because over the treated region it is not an independent record of anything. This

is a limitation of the historical satellite archive rather than of any particular product or release.

A narrower use survives. Contemporaneous satellite measures, from epochs that were densely observed, remain
sound: the urban-center definition used throughout this paper is a 2020-vintage product, and the built-up land measure
enters only at a contemporaneous epoch. For the 1980 baseline itself the alternatives are the population census, which is
a complete enumeration taken on the ground, and the village census, PODES, which is the only other source that reaches

1980 at a fine spatial unit. The paper uses those two.

The same reasoning governs where satellite data are used. Built-up surface enters only as a contemporaneous
land measure at the model unit and as the 2020-vintage urban-center definition, both of which sit well inside the observed

portion of the record, and neither of which is asked to describe 1980.
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Figure A1l: Where Indonesia’s 1975 satellite layer rests on no observation.
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Notes: Year-2000 subdistrict boundaries, shaded by the share of the unit’s land cells with no Landsat measurement behind
the 1975 epoch. Gray units fall outside the raster. 889 of 921 Sumatran subdistricts are entirely unobserved and 909 of
921 fall below the 80% threshold Civelli et al. (2023) use to mark a village as missing.

The satellite record before 1990. Sumatra is essentially uncovered in the satellite record before 1990, with
99.3% of its land cells having no Landsat observation behind the 1975 epoch, the only anchor before 1990, and the early
layers rest on partial interpolation of the built-up area and the gridded population map. The limitation is particular
to Indonesia, but the product is global and is released in full, so nothing in the raster marks the gap (Table A3 and
Figure Al).

The friction surface and its vintage. While this friction surface is representative of 2015, it uses multiple
data sources as inputs, including the road network from the OpenStreetMap and Google roads databases, so the road
geometry it records is of mid-2010s vintage, measured at the end of the study period. The surface is therefore an endline
measurement, like the satellite layer that defines the city sample, but its role in the design is limited. Travel time enters the
analysis only when I match the transmigration villages to the urban centers, where it selects each city’s village catchment
and weights the spatially aggregated village characteristics around each city, and every exposure construction inside the
300-minute window behaves like the headline specification (Section D.3). Given the absence of consistent time-varying
road-network data for the Outer Islands, I treat it as the most informative available source for least-cost travel time

between each transmigration village and each urban subdistrict (see Section 2.2.1 and Section 3.3).

Cost distance against straight-line distance. Two transmigration (TM) villages within the same 50km
radius of one Functional Urban Area (FUA), Tana Paser, show a clear variation in connectivity once distance is measured
in travel time. The highlighted village in the southwest (SW) is over 3 hours away in travel time while the sample village
in the north, also around 45-48 km away in straight-line distance, is just about an hour away in travel time since it is
located closer to the road network (the map displays a 1992 road layer for orientation). Figure A2 maps the geographic

distribution of TM sites in this sample region by travel time.

Spatial units and the boundary crosswalk. Administrative boundaries change between census rounds, so
all spatial objects are kept on the 2000-vintage subdistrict geography, which is the only vintage digitized consistently

All



Figure A2: Sample Area: Euclidean Distance vs. Travel-Time Cost-Distance Measure Comparison

Better connected
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o Transmigration (TM) Sites (centroids)
o Functional Urban Area (FUA) centroids
[ Functional Urban Areas (FUAs) with labels
FUA buffer (50km)
—— Roads (1992)
Census areas (desas) 2000 boundary

Travel Time to Nearest FUA (min)
Under 10 min
10-20
20 - 30

M30-45

45 - 60

W60 - 9

Wo0-120

120 - 180

. Over 3 hours

Less connected
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Notes: The figure’s background illustrates the variability in the travel time from each census area (village) to the nearest
Functional Urban Area (Tana Paser in this sample region), ranging from under 10 minutes (yellow) to over 3 hours (dark
purple). TM sites are identified with their centroids in green. The map also depicts urban areas (FUAs) in blue with
a 50km buffer to compare the matching approach using the Euclidean-distance buffer around the urban area boundary
with a cost-distance estimate. The map also highlights roads as of 1992, FUA buffers within 50 km, and census area
boundaries from the year 2000. Urban area labels are added based on the GHS data. Source: original calculations using
the friction surface from Weiss et al. (2018).

across the sources this paper uses. Census rounds on other vintages are mapped onto it by administrative code. Where
a unit split between rounds, its counts are allocated across the successor units, so that any aggregate, at the subdistrict,
district, urban-center or rural-subdistrict level, recovers the enumerated total. The allocation divides a split unit’s counts
equally among its successors. Weighting instead by a gridded population layer would import into the 1980 baseline a
quantity that is itself correlated with where settlers were placed, and those baselines enter the estimating equation as
controls. The choice is close to immaterial in any case, since three quarters of split units have all their successors inside
the same reporting aggregate; weighting instead by the 1975 gridded population moves no coefficient in Table 2 by more

than a third of a standard error.

How far back a village panel can be carried, and by what route. No village-level link, administrative
or spatial, reaches back across the 1990s, which sets the earliest year at which village-level work is possible. Three facts
set the year and the unit. Every village crosswalk available, the Cassidy family and BPS's own Master File Desa panel
alike, begins at the 1998 administrative vintage, so no file links a village code across the 1990s. Spatial matching does
not reach further back either: the earliest village map is drawn on the 2000 census, and no map of the three is complete
even against the roster of its own year, holding 95.2%, 99.2% and 95.5% of the SP2000, SP2010 and PODES 2021 village
lists. The subdistrict is therefore the finest unit that can be carried back to 1980, through the Olken crosswalk at 82 to
91% per wave, which is the level at which this paper works. Table A4 measures every route on the drives against every
PODES wave.
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Table A4: How much of each PODES wave the crosswalks and village maps reach

Village, Cassidy Subdistrict, Olken Village, spatial
Wave Best column Covered Best column Covered Best layer Covered
1976  Not matched — Not matched — Not matched -
1980  Not matched — 1d1980 90.9 Not matched -
1983  Not matched — 1d1983 88.9 Not matched -
1986  Not matched — 1d1983 87.8 Not matched -
1990  Not matched — 1d1990 89.5 Not matched -
1993  Not matched — 1d1993 88.2 Not matched -
1996 Not matched — 1d1997 89.8 Not matched -
2000  1D2000 78.0  id1999 82.0 2000 census 79.9
2003  1D2002 94.1 142002 86.2 2000 census 7.8
2005  ID_SE06 94.0 Not matched — 2010 census 80.6
2008  IDPODES 98.7 Not matched — 2010 census 94.9
2011  1Dp2011_1 98.8 Not matched — 2010 census 96.3
2014  IDPODES14 99.9 Not matched — 2020 BPS 96.9
2018  1D2015_1 96.3 Not matched — 2020 BPS 96.3
2021  1Dp2015_1 95.6 Not matched — 2020 BPS 95.5
2024  1D2015_1 90.7 Not matched — 2020 BPS 91.5

Notes: Percent of the wave's distinct codes found in the best-matching column of the crosswalk named, or
in the best-matching village polygon layer. Both crosswalk families carry one column per administrative vin-
tage, so linking is a lookup rather than a chain. The village family is village_crosswalk_Cassidy_1998_2013
and village_crosswalk_Cassidy_2010_2015 in data/PODES/crosswalks/; the subdistrict family is
data/crosswalks/kec_codes_1976_to_2002_0lken.dta. A SECOND village family sits on the drives,
BPS's own Master File Desa panel, held as village_crosswalk_MFD_1998_2013_from_lim.dta and
village_crosswalk_MFD_allprov_1998_2014_from_bazzi.dta in data/crosswalks/, with a third copy of the
first filed under SUSENAS as crosswalk_geo_ids_1998_2013.dta. It begins at the same 1998 vintage as Cassidy and
so reaches no wave Cassidy does not reach, which is why the village column names one family rather than two. “Not
matched” means the family's own columns do not span that wave: the earliest village vintage in any crosswalk on the
drives is 1998, Olken's latest subdistrict vintage is 2002, and the earliest village polygon layer is drawn on the 2000
census. Outside its span a file can still report a high string match, but that is a code which happens not to have changed
rather than coverage, and it cannot carry a unit across a boundary the file never saw; those matches are suppressed
rather than reported. A subdistrict panel after 2003 does not need Olken, because the raw code itself matches at 91% or
better. The “Village, spatial” pair names the village polygon layer holding the most of that wave's village codes, of the
three on the drives: the 2000 census layer (2000_desa_indonesia_fixed, 66,280 distinct codes), the 2010 census layer
(2010_desa_multipoly_fixed, 77,480) and the 2020 BPS boundary file (idn_admbnda_adm4_bps_20200401, 81,912), all
under data/spatial/admin_geographies/. That match is made on the code, so the column says which wave a layer
could be joined to and never that any geometry has been checked. None of the three layers is complete against
the administrative roster of its own year: the 2000 layer holds 95.2% of the SP2000 census village list, the 2010
layer 99.2% of the SP2010 list, and the 2020 layer 95.5% of the PODES 2021 village list, so a spatial route loses villages
of its own. Source: the wave files, the crosswalk families and the polygon layers named above, each measured from the
file itself.
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No individual-level linkage across census rounds. The 2000-2010 crosswalks above are administrative-
boundary mappings and support unit-level aggregation only. Person- or household-level linkage of the 2000 and 2010
census microdata is not feasible: the 2000 census records do not contain digitized respondent names, and a full-sample
probabilistic matching experiment linked only 0.08-0.43% of households at a placebo-calibrated 1% false-discovery rate. No
result in this paper therefore relies on following individuals or households across census rounds; all 2000-2010 comparisons

are aggregates within crosswalked spatial units.

A.3 Urban Sample Construction

Single inclusion rule. The urban sample is defined only by Urban Centre overlap. A subdistrict enters the urban
sample if it overlaps a GHS Urban Centre polygon; overlapping subdistricts are aggregated into one analysis unit per
urban center; and the objective reclassification described in Section 2.2.1 re-attaches dense administratively urban edge
subdistricts and adds the new nodes, giving the 185-center sample, every center of which has a travel time to a program
village. The Urban Centre layer itself follows one global rule: on a one-kilometer population and built-up grid, contiguous
high-density cells (at least 1,500 inhabitants per square kilometer) forming clusters of at least 50,000 people are classified
as urban centers, and the polygon layer collects these clusters (Dijkstra et al. 2021), so a single satellite-based rule identifies

cities consistently across the world.

Aggregation to the urban center. To identify what an urban center is, I combine data at three levels. The
outcome data are available at the village and urban-neighborhood level (administrative level 4), the finest spatial units
available; these comprise the subdistricts (administrative level 3) that the 1980 baseline data cover. Since an important
part of the identification is to control for baseline levels, I need to combine the baseline and endline units in a comparable
way, so the finest level the data afford is the level-3 subdistrict. The household surveys are at most available at the
subdistrict level as well. Multiple contiguous subdistricts overlap with the same urban area, and since the analysis
looks at the market overall, with exposure based on distance around the city, there is little meaningful variation across
subdistricts within a city. I therefore dissolve contiguous subdistricts into one urban-center area, the unit that corresponds

to the meaningful urban labor market.

The 2010 totals each city is built from. A city’s 2010 population and employment are the sums of its
member year-2000 subdistricts, and those subdistrict totals rest on the village-level link of Section A.2. Under the
boundary overlay, 203 outer-island subdistricts recorded a 2010 population under half or over two and a half times their
year-2000 population, against a median move of 1.15; under the administrative link that falls to 54, of which 38 are in

Aceh, where the year-2000 census itself is short.®

From the satellite layer to the analysis sample. The GHS layer has 182 Urban Centre polygons on the
Outer Islands, and two of them leave before the analysis. One is a census twin: two polygons fall on a single subdistrict
in the census geography, so they are treated as one unit throughout. The other, in Aceh, has no constituent subdistrict in
the year-2000 census, which did not enumerate them. That leaves 180 unique satellite-defined centers. The reclassification
rule (1980 population density above 500 persons per square kilometer with a 1980 agricultural employment share below
one half) adds six dense administrative centers as standalone units, for 186 urban centers, and folds 40 dense urban edge
subdistricts, drawn from 23 districts, into 21 parent rows. Figure A4a shows the rule in the data. One center, in the
Sangihe island group off North Sulawesi, has no transmigration village within reach of its island group. Its travel time
to the nearest program village, 1,120 minutes, is recovered from the all-subdistrict travel-time matrix rather than the
urban-center matrix, and places it far outside any window used here. The analysis universe is therefore all 186 centers.
Two restrictions then define the estimation sample, and they are separate. The 300-minute travel-time window leaves
134 centers. Of those, 131 have a 1980 baseline and 130 have one the census recorded directly, which is the estimation

sample. A center enters only if all three of the 1980 baselines that define the rule are observed, log population, log

8The 2000 census enumerated only 40.3% of Aceh’s villages, so no subdistrict link can repair an Aceh comparison
between 2000 and 2010. The year-2000 census is used only in robustness exhibits.
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employment, and the urban-population share, and a partial baseline does not qualify it. The Main Spec conditions on a
fourth 1980 baseline, log agricultural employment, which is a control and not part of the inclusion rule; it is missing in
the stored file for two in-sample centers whose 1980 agricultural employment level is measured, and the producers rebuild
it from that level. This is an inclusion rule rather than an incidental data gap: the specification conditions each 2010
outcome on the pre-program level of the same quantity, which a center without a 1980 measurement cannot support, so
the requirement is not relaxed on any other ground. Four in-window centers are excluded, and for two distinct reasons.
Three, in Bengkulu, West Kalimantan and Central Kalimantan, have no 1980 census record at all, and their baselines
cannot be recovered from the earlier village censuses, which record households by activity rather than employment by
sector. The fourth, in East Kalimantan, has a 1980 baseline supplied by the apportioned-parent fill rather than measured,
and a filled baseline does not qualify a center either. No Aceh center is excluded on this ground: the extension to the 1980
crosswalk described in Section 3.1 recovered them. Of the six added units, three are dense administrative centers that fall
below the satellite population threshold, and a second, equally pre-treatment screen applies the same logic to the rural
remainders of administrative cities (kota) whose 1980 urban population share exceeds one half: three enter as their own
units (Palangka Raya, Sawahlunto, and Batam), two re-attach to their city’s existing urban center (Palu and Samarinda),

and one is dropped because its kota is fully urban, so the node would duplicate the city itself (Pangkalpinang).

Distance to the nearest transmigration village, and the 300-minute cutoff. The 300-minute
cutoff falls at the 73.3rd percentile of travel time to the nearest transmigration village across the 187 centers, keeping the
closer three-quarters of the sample. The cutoff is not a natural break in this distribution; it is chosen as a meaningful,

achievable travel distance. The median center is 145 minutes from its nearest program village (Figure A3b).

The results do not turn on the sample construction. A reader may reasonably ask whether the
reclassification accounts for the result, or whether the estimates rest on centers that were barely urban to begin with.
Figure A4b re-estimates the main effects on nested subsamples that answer both questions: first dropping every center
the reclassification touched, then imposing a 1980 population-density floor, a 1980 agricultural-share ceiling, and finally
both. The two composition responses, the agricultural and modern employment shares, hold their sign, magnitude and
significance in every one of them, and each estimate falls inside the interval of the headline it is being compared against.
The agricultural-share screen is the demanding one, since it conditions on the 1980 level of the agricultural share itself and
so works against finding a response in that share, and the response survives it. Only the size response on log population
moves: it halves and loses significance once the reclassified centers are dropped, and that is the expected direction here,
since the dropped centers are the dense administratively urban edges that hold population mass while inheriting their

parent metro’s exposure.

The same comparison, with the coefficient and its standard error for every outcome, is also given as a table for
each of the three samples: the headline, the sample with every reclassified center removed, and the denser, less agricultural
centers within that sample (Table Ab).
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Figure A3: Settler placement and the travel time from each city to the nearest program village

(a) Aggregated agro-similarity index against program exposure
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(b) Urban centers by travel time to the nearest transmigration village
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Notes: Both panels describe the 186-center analysis universe. Panel (a): the agro-similarity index quantifies the match
between the settlers’ farming techniques and the environment they were placed in, which shapes their potential produc-
tivity and integration; the horizontal axis is the inverse-distance weighted count of transmigrants placed at ¢ = 0 and the
right-hand axis the city’s distance to its nearest program village. Panel (b): the distribution of travel time in minutes to
the nearest transmigration village. The dashed line marks the 300-minute cutoff, which keeps 134 of the 186 centers, the
72.0th percentile of this distribution; the median center is 170 minutes away.
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Figure A4: The reclassification rule in the data and the results under tighter urban samples

(a) Reclassification diagnostics: density and agricultural employment share
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(b) Main effects under progressively tighter urban-sample restrictions
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Notes: Panel (a): each point is a place, positioned by population density (horizontal axis, log scale) and agricultural
employment share (vertical axis) in 1980 (left) and 2010 (right), the two observables the reclassification rule uses. Green
points are rural subdistricts, teal circles are the satellite-defined GHS Urban Centres, and navy stars are the reclassified
urban subdistricts. The dashed boundaries on the left mark the rule, 1980 density above 500 persons per square kilometer
and 1980 agricultural employment share below 0.5, so every star falls in the dense, non-agricultural quadrant by construc-
tion; the rule is defined on the pre-period, so the 2010 scatter is shown without boundaries. Panel (b): each marker is the
coefficient on standardized agro-similarity to transmigration villages within 300 cost-minutes, from a separate Main Spec
regression of the 2010 outcome named above it, with 95% Conley intervals at a 200 km cutoff and a shaded band repeating
the headline interval. The samples are nested: centers the 2026 reclassification created or altered are dropped, then a
1980 population-density floor of 25 residents per square kilometer, then a 1980 agricultural employment-share ceiling of
80%), then both. Agro-similarity is standardized once over the full urban-center file, so every outcome shares the headline
table’s scale.
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Table A5: Main outcomes with modern sector, by urban subsample

Population + Employment Agric Empl Modern Empl
(1) (2) ®3) (4) (5) (6) (7)
In pop Inemp unemprate In L agric agric% In L modern modern %

Panel A: headline estimation sample, every urban center in the 300-minute window

TMV AgSim (z, 300min)  0.060 0.033 0.009 -0.167* -0.053*** 0.169"** 0.068"**
(0.059) (0.056) (0.007) (0.096) (0.018) (0.061) (0.015)
Observations 133 133 133 133 133 133 133
Panel B: excluding every area the reclassification created or enlarged
TMV AgSim (z, 300min)  0.076 0.045 0.012 -0.148 -0.060™*" 0.191** 0.068**
(0.074)  (0.070) (0.008) (0.095) (0.018) (0.079) (0.018)
Observations 113 113 113 113 113 113 113
Panel C: Panel B further restricted to at least 25 residents per km? and at most 80% agricultural employment, both in 1980
TMV AgSim (z, 300min) -0.002  -0.046 0.014 -0.305""* -0.068"** 0.103** 0.077"**
(0.046)  (0.047) (0.008) (0.097) (0.022) (0.047) (0.019)
Observations 81 81 81 81 81 81 81
Transmigrant count (IDW) v v v v v v v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v

Notes: Each cell is the coefficient on agro-similarity from a separate urban-center-level regression, with its Conley spatial
standard error at a 200-kilometer cutoff in parentheses, one panel per urban-sample definition. Panel A is the main city
sample: the outer-island urban centers whose nearest transmigration village (TMV) lies within 300 travel minutes and
whose 1980 baseline the census recorded directly. Panel B drops every center the reclassification touched, both the centers
it created and the pre-existing centers whose footprints it enlarged. Panel C restricts Panel B again to centers that were
not essentially rural in 1980, keeping those with at least 25 residents per square kilometer and at most 80% of employment
in agriculture; two of the centers it excludes are dropped for having no 1980 agricultural share at all. The regressor,
TMV AgSim (z, 300min), is the mean agro-climatic similarity of the transmigration villages within 300 travel minutes,
standardized once over every urban center with a measured exposure and held fixed across panels, so the rows are on one
scale. Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within
300 minutes, the 1980 log population, log employment, urban population share, and log agricultural employment, and the
sixteen agro-climatic covariates averaged over the same window. The modern sector is manufacturing plus services. ***
1%, ** 5%, * 10%.

Al8



A.4 Urban Descriptives

Summary statistics: full UC universe. The summary statistics for the full universe of 185 outer-island urban centers

stand beside those of the 300-min cost-distance analysis subsample (Table A6). The main-estimation-sample statistics

are in the main text (Table 1).

Table A6: Summary statistics: 187 outer-island urban centers

Panel A: Levels (counts, distance, rice production per capita)

All UCs (N=187) Analysis
Mean SD p50 Min Max N Mean SD p!
Total population 1980 (UC, BPS census) 117,728 207,785 67,979 5,785 2,078,951 184 118,216 220,301 66,
Total population 2010 (UC, BPS census) 220,292 380,117 114,725 27,624 3,796,167 186 229,569 405,501 114,
Total employed 1980 (UC, BPS census) 32,338 53,727 18,734 2,226 537,303 184 32,677 57,428 18,
Total employed 2010 (UC, BPS census) 86,014 141,092 47,634 10,952 1,416,355 186 90,333 152,478 47,
Urban population 1980 (UC, BPS census) 45,5612 133,235 12,784 0 1,347,294 184 48,030 143,722 12
Distance to nearest TMV (cost-distance, min) 266 325 145 1 1,442 187 108 85 7
Rice production per cap, kg (PODES 2003) 961 11,024 74 0 145,104 173 1,237 12,717 7
Panel B: Shares, ratios, standardized indices

All UCs (N=187) Analysis sam

Mean SD p50 Min Max N Mean SD p50

Urban population share 1980 (UC) 0.254 0.234 0.207 0.000 0.898 184 0.261 0.228 0.239
Employment % in agriculture, 1980 0.557 0.220 0.569 0.045 0.996 184 0.558 0.219 0.575
Employment % in manufacturing, 1980 0.068 0.064 0.050 0.000 0.423 184 0.064 0.063 0.050
Employment % in services, 1980 0.320 0.174 0.299 0.000 0.833 184 0.321 0.166 0.306
Employment % in agriculture, 2010 0.383 0.188 0.372 0.050 0.899 186 0.374 0.184 0.362
Employment % in manufacturing, 2010 0.046 0.042 0.032 0.001 0.292 186 0.046 0.042 0.032
Employment % in services, 2010 0.469 0.154 0.477 0.093 0.780 186 0.471 0.146 0.480
Employment % in construction, 2010 0.058 0.027 0.062 0.003 0.121 186 0.060 0.027 0.054
TMV settler count (IDW, ’000s) 1.028 1.090 0.769 0.058 11.296 186 1.203 0.795 1.008
TMV AgSim (z, 300min) 0.000 1.000 -0.094 -2.930 2.692 138 -0.011 0.969 -0.094
Share born same district, 2010 0.694 0.189 0.726 0.106  0.982 186 0.667 0.187 0.690
Share born same prov diff district, 2010 0.128 0.093 0.100  0.008 0.482 186 0.130 0.092 0.095
Share born other outer-isl prov, 2010 0.102 0.121  0.058  0.001 0.724 186 0.116 0.129 0.069
Share born Java/Bali, 2010 0.076  0.077 0.044 0.003 0.420 186 0.087 0.084 0.060
Food share of HH consumption (Susenas 2011) 0.551 0.050 0.550 0.399 0.688 185 0.553 0.050 0.550
Housing price index, subdistrict/national (Susenas 2011) 1.585 0.934 1.387  0.219  6.577 186 1.593 0.910 1.445
Ag-goods price index (Susenas 2011) 1.059 0.129 1.070 0.743 1.383 186 1.062 0.122 1.065

Notes: Two samples: the full universe of 187 deduplicated outer-island urban centers with a computed cost-distance to
the nearest transmigration village, and the 300-min cost-distance analysis sample (N = 134) of the headline Main Spec
regressions. Per-variable N reflects coverage within the sample; the 1980 census levels are left missing (not zero) for the
3 urban centers without 1980 census coverage, so the minimum of the 1980 employment count is a covered value. UC =
urban center. TMV = Transmigration Village. IDW = inverse-distance weighted. Census-derived vars: BPS Population
Census 1980 and 2010 (full-count). Susenas vars: 2011 wave. PODES vars: 2003 wave.

A.5 Transmigration-Village and Sample-Group Descriptives

The transmigration villages whose agro-climatic similarity to the settlers’ origin regions generates the city-level agro-

similarity exposure are small agricultural settlements (mean 1,885 settlers placed at founding, 69% of employment in

agriculture) established between 1979 and 1988. The program-wide total of more than two million resettled people cited
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Figure Ab: Transmigration villages: settlement by year and agro-climatic similarity

(a) Transmigrants placed, by settlement year (b) Village-level agro-similarity (TM villages)
Distribution of agro-similarity across TM villages
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Notes: Panel (a) counts the transmigrants placed each settlement year across the 814 program villages. Panel (b) is the
village-level agro-climatic similarity index across the same villages. Source: Transmigration Census settlement records
from the Bazzi et al. (2016) replication data.

in Section 2 is the official aggregate, which includes placements outside this village census. The village sample underlying
the exposure measure records approximately 1.5 million placed individuals, matching the annual placements plotted in the
settlement-trend figure in Section 2. The summary statistics cover all 814 program villages, with the village-population

rows available for the 716 villages with digitized polygon footprints (Table AT).

The three sample groups entering the structural-transformation regressions differ on observable characteristics:
cities are larger and far less agricultural than rural subdistricts, while the agro-similarity exposure is balanced across all

three groups, consistent with the quasi-random settler allocation (Table AS8).
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Table A7: Summary statistics: transmigrant villages

Panel A: Levels (settlers placed, village population)

Mean SD p50  Min Max
Settlers placed (count) 1,885 1,011 1,792 136 8,852 814
Village population 1980 1,279 6,057 282 0 130,914 716
Village population 2010 2,235 5,228 817 0 856,296 716

Panel B: Economic structure, similarity, and agro-climatic covariates

Mean SD p50 Min Max N
Agro-climatic similarity to migrant origins 0.667 0.136 0.684 0.000 1.000 814
Agricultural employment share 0.689 0.241 0.758 0.009 0.993 814
Urban village (share) 0.029 0.169 0.000 0.000 1.000 814
Years of schooling 3.998 0.899 3.978 0.713 7.653 814
Agricultural productivity (normalized) 0.996 2.647 0.435 0.001 27.316 770
Ethnolinguistic fractionalization 0.428 0.202 0.440 0.021 0.889 814
Ruggedness 0.311 0.129 0.310 0.006 0.691 814
Distance to coast (index) 10.553  1.138  10.844  5.795 11.925 814
Soil organic carbon 4.765 6.214 1.685 0.584  25.065 814
Soil pH 5.069 0.435 4.950 4.256 7.790 814
Rainfall, 1948-78 224.998 35.188 227.616 90.999 331.816 814
Temperature, 1948-78 26.253 1.709 26.748 17.225 28.174 814

Notes: Unit of observation is the transmigrant village. The table covers the complete 814-village exposure set underly-
ing the city-level AgSim measure (all settled 1979-1988, mean 1983). Village population in 1980 and 2010 (GHS-POP
raster estimates) is available only for the 716 villages with digitized settlement-polygon footprints, so those two rows
report N = 716; normalized agricultural productivity is available for 770 villages. All other rows cover the full set
(N = 814). Population: GHS-POP. Settler counts and placement years: transmigration program records (Bazzi et al.

2016). Agro-climatic similarity and covariates: Bazzi et al. (2016) construction.
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Table A8: Sample descriptives by group: cities and rural subdistricts

Panel A: Population, employment, and distance

Cities Rural, no TMV Rural, w/ TMV All
mean sd mean sd mean sd mean sd
Population 1980 108,263 (182,837) 26,799 (20,194) 17,049 (13,326) 36,213 (75,530)
Population 2010 208,565 (343,193) 37,954 (28,586) 51,277 (35,685) 63,018 (139,371)
Employed 2010 82,355  (120,276) 16,345 (12,082) 22,522 (15,560) 26,244  (53,027)
Cost-distance to nearest TMV (min) 105 (84) 160 (80) 1 (0) 122 (95)
Observations (subdistricts) 134 692 201 1,027
Panel B: Economic structure, treatment, and prices
Cities Rural, no TMV  Rural, w/ TMV All
mean sd mean sd mean sd mean sd

Agric employment share 2010 0.393  (0.190) 0.645 (0.229) 0.718 (0.142) 0.626  (0.230)

Manuf employment share 2010 0.047  (0.045) 0.035 (0.040) 0.026  (0.026) 0.034  (0.039)

Services employment share 2010 0.469  (0.143) 0.290 (0.169) 0.226  (0.087) 0.301  (0.168)

Urban population share 1980 0.255  (0.225)  0.078 (0.228) 0.011  (0.052) 0.089  (0.217)

TMV AgSim (raw, 300min) 0.677  (0.102) 0.679 (0.102) 0.676 (0.106) 0.678  (0.103)

TMYV settler count (IDW, thousands) 1.281  (1.181) 0.605 (0.479) 6.997 (6.848) 1.944  (3.968)

TMYVs in subdistrict (814 sample) 0.000  (0.000) 0.000 (0.000) 3.448 (3.403) 0.675 (2.032)

In ag wage (Susenas) 13.834 (0.444) 13.690 (0.502) 13.850 (0.442) 13.755 (0.482)

In non-ag wage (Susenas) 14.111  (0.277) 13.995 (0.344) 14.108 (0.376) 14.044 (0.338)

Ag-goods price index (Susenas) 1.144  (0.130) 1.117 (0.162) 1.152 (0.140) 1.130  (0.151)

Observations (subdistricts) 134 692 201 1,027

Notes: Unit of observation is the subdistrict (2000 boundaries), within cost-distance 300 minutes of the nearest transmi-
grant village (TMV). Columns partition the sample as in the structural-transformation regressions: Cities (subdistricts
in an Urban Centre), Rural, no TMYV (rural subdistricts not overlapping a TMV), Rural, w/ TMV (rural subdistricts
overlapping a TMV), and All. Each cell reports the group mean with the standard deviation beneath in parentheses; the
final row reports the number of subdistricts. Susenas wage and price coverage is sparse and urban-biased, so the rural
columns rest on far fewer subdistricts than the population and employment rows. Census: BPS 1980/2010. Wages and

prices: Susenas 2011.
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B Measures

This part sets out how each measure the main text uses is constructed.

B.1 Trade-Openness Measure: Rice-Import Market Access

Source data. To measure how exposed each urban center is to imported food, I use administrative records of rice
imports by port of entry: volumes (kg) and values disaggregated by importing port and origin for 2000-2010, with port
coordinates (the “Ports & Prices” compilation). Because the traded commodity is rice, the resulting index is specifically
a measure of food-trade openness, the margin most directly relevant to a local agricultural-productivity shock. Summing
import throughput to the port level gives, for each port of entry p, a total volume kg, and a location. The compilation
stores port coordinates in degrees and minutes; taken as decimal degrees, each port falls 20 to 40 km from its berth, so
every measure below uses the converted coordinates, which place the ports on the coast (median 2.8 km from the coastline

against 13.0 km) and put the named terminals on their real berths.

Construction. Not every urban center is itself a port, so I separate prozimity (being or abutting a port) from trade
intensity (the volume of trade a city can reach), and compute three candidate metrics: (i) proximity, the great-circle
distance dist_nport, from city 4 to its nearest customs port of entry (plus an indicator for a port within 50 km); (ii)
volume, the import throughput of the reachable port(s); and (iii) a gravity market-access composite that combines

the two,
kg,

dip’
P ‘P

open; =

a distance-discounted sum of every port’s import volume (decay parameter § = 1; the nearest-port distance is floored at
10 km so that port-cities do not diverge). The headline openness variable is In open;, standardized over the UCs inside the
headline cost-distance window (N = 133). I prefer the gravity composite because it uses information from all reachable

ports weighted by their size, rather than collapsing access to a single nearest-neighbor distance.

The gravity and port-distance measures, in brief. The gravity measure loads realized trade. Adminis-
trative records of rice imports by port of entry over 2000-2010 give each port a total import volume, and the market-access
index sums those volumes over every port, discounting by distance. Because realized import volumes are partially an
equilibrium outcome, this measure is not just baseline variation, and I provide it as additional evidence beside the route
measure rather than as the main causal claim. It is the alternative openness split of Table B2, and it correlates at 0.60
with route openness. The ports whose volumes the index sums were already in use before the program. Rutz (1987)
records a 1973 cargo turnover at the ports through which 93.5% of the 2000 to 2010 rice tonnage moved, six years before
the main placement wave of 1979 to 1984. Only the import volumes are an equilibrium outcome, on a geography that
predates the program. The simplest measure is the distance to the nearest customs port of entry. Bare distance is nearly
uninformative about reachable trade, because ports of entry are common (the median city sits 45 km from one) and the
measure ignores what moves through them. It enters the balance tests of Section 4.3 as a predetermined trade-access
covariate rather than the openness analysis. The nearest port of entry is a 1973 main port for 81 of the 133 cities, and a
harbor the Directorate General of Sea Communications already listed in 1986 for 118 of them (Table B1).

Proximity versus the gravity composite. The gravity market-access index is negatively related to distance
to the nearest customs port of entry, in the expected direction, but only weakly (p = —0.12): at a given distance there
is wide variation in gravity access, because the composite also loads the size of the reachable ports and the contribution
of more distant ones, while bare proximity is nearly uninformative once every port of entry counts as a candidate anchor
(the median city sits 45 km from one). Restricting the horizontal axis to the ports that recorded rice volume in 2000-2010
tightens it to p = —0.54, a tighter but conditioned comparison. Restricting to ports with realized rice volume conditions
on the trade outcomes themselves, so the full-list figure is the one reported. Either way the conclusion is the same,
and the full-list version shows it more clearly. The gravity measure is not a relabeling of raw proximity, and it contains

independent trade-volume information, which is why I use it as the openness measure (Figure Bla).
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Table B1: Vintage of the ports the openness measures anchor on

Route measure Balance covariate Rice imports
(route hours) (great circle) (2000 to 2010)
cities cities share of tons
1973 main port (Map 2) 87 (656%) 81 (61%) 93.5%
Other 1986 harbor (Map 1) 37 (28%) 37 (28%) 5.6%
On neither map 9 (7%) 15 (11%) 0.9%
In the 1986 inventory 124 (93%) 118 (89%) 99.1%
Cities 133 133
Route measure rebuilt on a restricted anchor set
1973 main ports only same side of the median: 131 of 133 correlation 0.989
1986 inventory only same side of the median: 133 of 133 correlation 0.998

Note: Estimation sample of 133 outer-island urban centers. Each city’s anchor is the port its measure reads:
the nearest of the 183 listed ports by route-aware travel time for the route measure, and by great-circle
distance for the balance covariate; the third column weights the listed ports by their 2000 to 2010 rice-import
volume, the weights of the gravity measure. A 1973 main port is one at which Map 2 of Rutz (1987) draws
a cargo circle for 1973 at the main port of each of 49 coastal regions; Map 1 prints the 237 harbors of the
Directorate General of Sea Communications in their 1986 state, which is the only state it shows. The main
placement wave of the program ran 1979 to 1984. The lower panel rebuilds the route measure with the nearest
port taken among the restricted set only and compares the below-median high-openness split with the full-list
split.

Exogenous route proximity to the Thailand/Vietnam rice supply. The gravity composite loads
realized import volumes, which are an equilibrium outcome. The preferred openness measure in Section 5.3 therefore
uses predetermined trade geography only, following the “distance to Ho Chi Minh City /Bangkok (port)” construction in
Bazzi (2017) (his original uses great-circle distance to the nearest port and averages the two hubs; I use least-cost travel
time and the nearer hub): for each urban center, the route-aware least-cost travel time to its nearest customs port of
entry (over the same land-and-sea friction surface used for every cost distance in the paper) plus the sea distance from
that port onward to the nearer of Bangkok and Ho Chi Minh City, the hubs from which the bulk of Indonesian rice
imports ship, converted to hours at the friction surface’s shipping-lane speed so the two legs share one unit. Smaller
totals mean closer alignment with the rice-import routes, hence higher baseline openness; the high-openness indicator
in Table 5 is a below-median split inside the estimation window. The international geography is fixed, and the anchor
set is fixed too in the sense that matters here, since it is not selected on anything the program could have changed.
The customs list has no vintage field, and the Rutz maps date 87 of the 133 anchors to a main port with a recorded
1973 cargo turnover and 124 of them to the 1986 harbor inventory or earlier, leaving 9 that may post-date the program
(Table B1). The measure leans on the international leg rather than on the identity of the anchor. Three properties
matter in practice. First, the international leg dominates the composite (median 42 hours against 1.2 domestic), which
injects the west-to-east proximity-to-the-routes gradient that nearest-port distance discards: route proximity correlates
0.60 with the gravity composite but only 0.18 with domestic-only nearest-port proximity (Figure B1b), and the measure
is insensitive to selecting the cheapest gateway rather than the nearest port (correlation 0.99). Second, the international
leg is a great-circle approximation, which understates distances from western ports whose actual sea route rounds the
Strait of Malacca. This compresses the open end of the gradient but preserves the ranking. Third, the anchor set is held
to predetermined geography rather than to realized trade. Whether a given port appears in the 2000-2010 rice-import
records is itself an equilibrium outcome, and one the mechanism of this paper could move, since a city that substitutes
hinterland food for outside supply leaves its port less rice-import business. The anchor set is therefore the full customs
port-of-entry list, every port with coordinates whether or not it ever recorded rice volume, which removes any dependence
on realized import quantities. Restricting it to the 58 ports that did record rice volume changes little. The two sets
place 129 of the 133 in-window cities on the same side of the openness median, and the four they disagree on split two

in each direction. Restricting the anchor set instead to the 1973 main ports leaves 131 of the 133 on the same side of
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that median, at a correlation of 0.989 with the full-list measure. The high-openness offset in Table 5 goes from +0.036 to
+0.024 on the agricultural share and from —0.035 to —0.022 on the modern share, so the composition test is weaker on
the restricted set but points the same way on both outcomes. The reason the two agree at all is the first property above,
since the international leg accounts for 97% of the composite’s cross-city variance and no port’s rice-import status can
move it. Because the rice-active ports and the full list bracket every intermediate anchor set, the conclusion does not turn
on dating individual ports. The measure is equally insensitive to the coordinate format. Rebuilding both panels with the
port coordinates taken as decimal degrees, as they were before the degrees-and-minutes correction described above, leaves
every coeflicient of the gravity split (Table B2) at its sign and significance, moves the market-access median split by two
of 133 cities, one in each direction, and leaves all three predetermined trade-openness rows of the balance test covering

zero under either format. Figure B2 maps both openness measures across the sample.

The gravity measure as the split. The gravity market-access measure, in place of route proximity, gives
a second openness split, above the median inside the estimation window. Built from realized rice-import volumes, the
measure is in part an equilibrium outcome, so the estimates are additional evidence. They move in the same direction
as the route split on both outcomes, at S = +0.030 on the agricultural share and —0.111 on modern employment, but
neither differential is estimated precisely enough to settle anything (Table B2; the route split is in Table 5).

Table B2: Agro-similarity x trade openness: gravity market access over realized rice-import volumes

High openness = above-median gravity market access (realized rice-import volumes)

®»  ® (3) (4) () (6) (7)

In pop In emp unemp rate In L agric agric % In L modern modern %

AgSim, more closed cities: 3; 0.118 0.083 0.014** -0.217** _0.078*** (.242%**  (.084***

(0.085) (0.084)  (0.007) (0.105) (0.018) (0.092) (0.016)
AgSim, more open cities: f1+82 0.005 -0.014 0.003 -0.110 -0.027 0.095 0.051***

(0.069) (0.058)  (0.007) (0.090) (0.020) (0.077) (0.018)
High openness (=1) 0.029 0.013 -0.005 0.083 0.007 -0.031 -0.007

(0.075) (0.067) (0.011) (0.081) (0.026) (0.097) (0.023)
Mean dep var 11.839 10.930 0.123 9.816 0.374 10.229 0.517
Std dev dep var 0.858 0.843 0.041 0.898 0.184 0.979 0.157
Observations 133 133 133 133 133 133 133

Note: High openness = above-median market access over realized rice-import volumes. Main Spec
throughout: settler count, 1980 city baselines and the agro-climatic controls. Conley standard errors
(200 km cutoff) in parentheses. *** 1%, ** 5%, * 10% significant.

Notes: Sample: the headline-sample outer-island urban centers (nearest Transmigration village within 300 minutes of cost-
distance travel time), every one of which has a measured market-access position. The gravity measure is constructed above;

the route-proximity split is Table 5 in the main text. Main Spec controls throughout; Conley 200 km standard errors. *** 1%,
** 5%, * 10%.

Validation: the 2004 rice-import ban. The route measure has independent validation from the event it was
designed around, Indonesia’s 2004 rice-import ban. Post-ban (2002-2008) rice-price growth was faster in more route-open
cities (+0.037 per standard deviation of proximity, p = 0.06), the geography-driven price response documented by Bazzi
(2017). The point estimate is the same on the rice-active anchor set, where the standard error is tighter and the response
reaches p < 0.05; the wider interval here comes from anchoring on the full customs list, and it is the interval I report.
The same paper documents the pre-ban gradient with the sign reversed, an additional falsification the route measure
inherits. The exposure treatment itself is orthogonal to that price shock: agro-similarity does not predict the ban-era
price response (+0.006, p = 0.64), and the route x agro-similarity interaction is small and insignificant (its negative sign
is consistent with productive hinterlands buffering the forced-autarky price jump, but the cross-sectional variation cannot
establish it). The route result is also stable across codings: with the continuous proximity in place of the high-openness

dummy, the interaction is significant at p < 0.05 or better on all four headline outcomes.
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Figure B1: The gravity composite contains trade-volume information that raw port proximity does not

(a) Rice-import gravity market access against distance to the nearest port of entry
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(b) Route-proximity openness against the existing openness measures
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Notes: Each point is an outer-island urban center. Panel (a): the sample is the 300-minute cost-distance window
(N = 133); the headline estimation sample additionally requires complete 1980 baseline controls. The vertical axis is
the log gravity market-access index In Zp kg, /dip, summed over every customs port of entry and therefore weighted by
realized rice volume, which is zero for a port that never recorded any; the horizontal axis is the great-circle distance to
the nearest port of entry (km). The line is an OLS fit and the cross-sectional correlation is p = —0.12. Panel (b): filled
teal marks centers inside the 300-minute window (N = 133) and hollow gray those outside. All measures are standardized
and signed so that higher means more open. Route proximity is shown against the gravity market access over realized
rice-import volumes (p = 0.60) and against domestic-only nearest-port proximity (p = 0.18); the gap between the two
comparisons is the international leg, where the proximity-to-the-routes gradient arises.
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Figure B2: Two openness measures across the sample
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Notes: Urban centers colored by (a) route proximity to the Thailand/Vietnam rice routes (exogenous geography) and
(b) gravity market access (realized volumes), both standardized, on a shared diverging scale (green — more open, pink =
more closed). Charcoal triangles mark the 183 customs ports of entry; the arrow in panel (a) marks the off- map heading
toward Bangkok and Ho Chi Minh City. Java and Bali are out of scope.

B.2 Standardized (z-on-z) Reduced-Form Estimates: Model Calibration Targets

The structural model is calibrated to match the reduced-form agro-similarity responses in standardized (z-on-z) units,
with both the treatment and each outcome standardized, so that the model’s predicted response slopes, which are unit-
free, are directly comparable to the data. Table B3 reports these targets: the reduced-form point estimates are at the
headline estimation sample, with the Susenas- and PODES-based rows at the coverage each source reaches, reported per

row, and the z-z column reports the slope the structural model is calibrated to match. The two targeted moments (m;
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and m2) are fit in the calibration, and with two parameters the estimator is exactly identified; the modern-employment

slope (m3) and the remaining rows are over-identifying checks computed from the same solves.

Table B3: Reduced-form AgSim estimates in standardized (z-on-z) units: the empirical moments
matched in the structural model

Reduced form z-z estimate

Outcome Coef. (SE) (unit-free) N
Targeted calibration moments (m1, ma)
m1 In population 0.060 (0.059) +0.070 133
me agric. employment share —0.053"**  (0.018) —0.287 133
Over-identifying moments (untargeted)
m3 In modern empl. (serv+manuf), held out  0.169"**  (0.061) +0.173 133
my In agricultural empl. —0.167" (0.096) —0.186 133

modern employment share 0.068***  (0.015) +0.429 133
ms housing rent —0.004 (0.111) —0.004 133
Mpe ag-goods price (level) 0.018 (0.022) +0.148 133
me In wage 0.039 (0.035) +0.133 128
Mrqy In real wage 0.002 (0.031) +0.008 132
mz7 food expenditure share —0.013"*  (0.006) —0.263 132
ms In rice production 0.702***  (0.252) +0.350 127

Notes: Each “Coef.” is the coefficient on standardized AgSim (z-score over every urban
center where AgSim is measured) from the headline Main Spec regression (controls: the
settler count inverse-distance weighted inside the 300-minute window, 1980 In population,
1980 In employment and the 1980 urban-population share, and the matched agro-climatic
covariates built on that same 300-minute rule; Conley spatial standard errors at 200 km), on
outer-island urban centers inside the 300-minute cost-distance window of a transmigration
village whose own 1980 baseline was measured and whose 2010 endline is present. The z-z
estimate column is the unit-free response slope (both treatment and outcome standardized),
the form in which the structural model matches the data; the model’s AgSim-response slopes
are computed in the identical z-on-z form, so model and data slopes are directly compa-
rable. Each outcome is standardized by its own standard deviation over that outcome’s
estimation rows. Rows mi and ms are the two moments fit in the calibration, so with two
parameters the estimator is exactly identified; the held-out modern-employment slope ms
and the remaining rows are over-identifying checks read off the same solves. The structural
estimate in Section 6.2 was fitted to earlier estimates of m; and me, +0.011 and —0.285 in
z-z units, on the same 133 urban centers; this column reports the current estimates. The
census outcomes are estimated on all N = 133 urban centers; the Susenas-2011 rows (rent,
prices, wages, food share) and the PODES rice-production row are on the same set of urban
centers at the coverage each source reaches, reported per row.

*p <0.10, " p < 0.05, " p < 0.01.

The density-check regressions are run at the headline no-controls arm reported in the main text and at the model-
matched control arm, so the gradient’s robustness to conditioning is visible in one view (headline arm in Figure F1; both

arms in Figure B3).

B.3 Measuring the Service Distance Decay from Household Service Flows

The two-tradable-sector variant has one parameter that no moment in the estimation disciplines: dg, the distance decay

on the catchment-traded bundle. This appendix measures it directly.

Service trade costs in the model are 74 = max(doq,1)%S, entering CES demand as 7'~ with o = 4, so bilateral

service expenditure falls in travel time as d~(°"Y%S. A gravity regression of service flows on log travel time therefore
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Figure B3: The price gradient in local agriculture across control arms, model against data
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Notes: Each row is one cross-sectional regression on the same 102 urban centers with a 2002 Susenas price, run twice
on the identical specification: once on the price the data observe and once on the price the model solves for, so only
the outcome differs. The left panel has no controls, the headline arm of the main-text figure; the right panel adds the
model-matched control set, the agro-climatic covariates the calibration’s own moment operator conditions on. Cropland
share is the area under all thirty crops recorded by the village census over the land area of the center, food-cropland
share is its food-crop subset, and the relative price is the food price less the housing price, which nets out the tendency
of agricultural places to be cheap in everything. The hollow circle is the data estimate with a capped 90% interval on
Conley standard errors at 200 km; each filled square is one model cell at its own optimum on the two targeted moments,
across the four assumed food trade costs; the model-side operator reproduces the Stata estimate to a worst absolute gap
of 1.2 x 1073 on every cell. The bottom row, below the dashed rule, is the food price on agro-climatic exposure, the
earlier over-identification check: its interval is wide enough to contain every model cell, which is the precision contrast
that motivates the density check.

recovers —(o — 1)ds and nothing finer: ¢ and Js are not separately identified from flows, but their product is, and it is

the product that governs how far a city’s service market reaches.

The Indonesia Family Life Survey records, for each respondent’s last outpatient visit in the four weeks before the
interview, the subdistrict the provider sits in and the one-way travel time. That is a bilateral service flow with a measured
trip cost, which makes a gravity estimable at all; ordinary expenditure surveys record what was bought and never where.
Pooling the 2007 and 2014 waves gives 9,975 located visits, of which 1,925 cross a subdistrict boundary, spread over 1,074
origin-destination pairs. Estimating

Foa = exp(Yo + 64 + BIndoq)

by Poisson pseudo-maximum likelihood with origin and destination fixed effects, zeros retained, and standard errors two-
way clustered on origin and destination, on the same route-aware cost-distance surface in minutes the model itself uses,
gives B = —3.272 with a standard error of 0.100, and hence

bs = —B/(c—1) = 1.091 (0.033),

with a 90% interval of [1.036,1.146]. Doubling the travel time to a provider leaves about a tenth of the service flow.
Against the goods-trade gravity consensus of roughly —1, services decay about three and a third times as fast as goods,

which sits just above the range the trade literature would have anticipated.
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The estimate is robust to weighting flows by out-of-pocket expenditure rather than counting visits (1.131), to
excluding traditional practitioners (1.133), to keeping only formal providers (1.117), and to excluding the public health
centers that Indonesia sites in every subdistrict by administrative design (1.072). Restricting the sample to the outer
islands, which is the estimation footprint of the paper, gives 0.948.

The gradient is not specific to medical care. Outpatient visits are one service, and medical care is atypical
in being urgent and in having a publicly sited provider network. The survey records the same provider-location block
for two further services, so the question can be settled in the data. Schooling is the informative comparison, being never
urgent, chosen deliberately, attended daily rather than in a rare shock, and provided by a network sited under a different
administrative logic; hospitalization brackets outpatient care from the other side as the most specialized of the three.
Table B4 estimates all three identically.

Table B4: The same distance gradient across three services

Service Trips leaving I5) s.e. 0g 90% interval
the subdistrict

Outpatient care (routine medical) 23.5% —3.272 0.100 1.091 [1.036, 1.146]

Education (school trips) 45.8% —3.439 0.123 1.146 [1.079, 1.213]

Inpatient care (hospitalization) 54.8% —3.608 0.327 1.203 [1.023, 1.383]

Notes: Poisson pseudo-maximum likelihood with origin and destination fixed effects, zeros retained, standard errors
two-way clustered on origin and destination, own-subdistrict pairs excluded, estimated on the model’s route-aware cost
distance in minutes. s = —3/(c — 1) at o = 4. Outpatient care and education pool the 2007 and 2014 waves; inpatient
care uses 2007 only, because the 2014 module records the province and subdistrict of the hospital but not the district.

Education covers respondents enrolled at their highest level, which in the located sample is predominantly senior secondary
and tertiary.

The three services differ greatly in how local they are and barely at all in how fast they decay. The share of trips
leaving the home subdistrict more than doubles from routine medical care to hospitalization, while the estimated decay
moves by 0.11 and every interval overlaps every other, with a Cochran @) of 1.75 on two degrees of freedom against a
5% critical value of 5.99. These are different objects: how local a service is reflects how many providers exist and where
they were sited, which the origin and destination fixed effects absorb, whereas the slope is the cost of distance. Figure B4
separates the two.

Figure B4: How local a service is varies widely; how fast it decays with travel time does not

A. How local a service is varies hugely B. How fast it decays with travel time does not
this is where providers were PUT,
60 and the fixed effects absorb it 1.09
g 55% outoatt
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v 301
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all three inside 0.11 of each other,
and every interval overlaps

Outpatient care Education Inpatient care 1'.0 1f1 112 113 1'.4
(routine medical) (school trips) (hospitalization) Estimated decay 55 - —ﬁ/(o— 1), o=4

Notes: Panels use the samples of Table B4. The left panel is a statement about where providers were built; the right
panel is the parameter. Intervals are 90%.
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Two limits apply. All three services are delivered from a fixed facility and consumed by traveling to it, so none of
them covers a service consumed without a trip, or retail and restaurant purchases, which no Indonesian survey locates.

And the survey covers thirteen provinces, so the gradient is estimated on that frame and applied beyond it.

The calibrated value. The measured value is 1.091 and the calibrated model is solved at ds = 1.0. The two differ
because the traded-service block does not exist at the higher value: the homotopy that switches the block on converges
up to a traded-service expenditure share of 7.8% at ds = 1.09 and fails before reaching the 8.2% that the expenditure
data require, and the same failure occurs at 1.15 and 1.25. The model is therefore solved at the highest decay below
the estimate at which the economy exists, and the gap of 0.09 is reported rather than rounded away. No average of the
three services in Table B4 is used. The estimates are not independent draws, sharing households, geography and one cost

surface, and every pooled value lies further outside the solvable region than the outpatient estimate does.

C Identification Support

This part collects the evidence that exposure is as good as randomly assigned once the controls are in place, together

with the placebo and recentering tests that support it.

C.1 Design-Based Recentering and the Placebo Tests

Figure C1: The identifying variation behind the headline: the agricultural employment share against
exposure, residualized
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Notes: Added-variable (Frisch-Waugh) plot on the headline urban-center sample whose nearest transmigration village
lies within 300 minutes: the 2010 agricultural employment share and standardized agro-similarity are each residualized
on the Main Spec controls (transmigrant count, 1980 baselines, and the agro-climatic control set); the binned scatter (20
equal-count bins) and the fitted line display the resulting partial relationship, whose slope is the headline coefficient in
Table 2, column (5).

Design-based recentering. The exposure measure is a constructed treatment: a known formula that combines
a quasi-random shock, the match between arriving settler cohorts and the sites that were ready to receive them, with
predetermined components, namely where the sites sit, how many settlers each received, and their agro-climate. Borusyak
& Hull (2023) show that omitted-variable bias in such a measure operates through a single confounder, the exposure a city
would expect under counterfactual assignments of cohorts to sites, and that recentering the treatment on that expected
exposure, or controlling for it, restores identification. I construct the expected exposure directly. Holding the set of

sites, the site locations, the settlement timing, the settler counts, and each city’s travel-time catchment fixed, I permute
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the village-level agro-climatic similarity across sites within province and Repelita settlement wave, rebuild each city’s

unweighted 300-minute catchment mean under each of 2,000 draws, and average them into the expected exposure pi..

Two facts locate what the recentering does to the headline. First, recentering removes some of the exposure
measure’s geographic structure and leaves most of it standing. On the Main Spec agro-climatic control set, the sixteen
village covariates averaged unweighted inside the same 300-minute window the exposure itself uses, the realized exposure
has an R? of 0.765 on the estimation sample and the province-by-cohort recentered measure 0.548. Second, the double-
robust form of the correction leaves the structural-transformation results standing. Table C2 enters the expected exposure
as a control: the agricultural employment share falls by 0.042 at the 5% level, log modern-sector employment rises by
0.125 at 5%, and the modern employment share rises by 0.051 at 1%, each of those three signs matching the headline at
about three quarters of its size, with the attenuation and the wider standard errors following from the 0.74 correlation
between the realized and the expected exposure. Table C1 subtracts that expectation instead, reporting Z = z — u, and
the three compositional signs still match while their magnitudes do not survive. The agricultural share reads —0.017 with
a standard error of 0.011 and log modern-sector employment +0.045 with a standard error of 0.037, so only the modern
employment share clears the 10% level. Exact randomization inference over the same draws, which tests the same null
the Conley standard errors test, does not reject any outcome at the 10% level under either permutation scheme, in the
sense that no outcome clears the threshold in both of a scheme’s columns; the one cell that clears it on its own is the
unemployment rate under the whole-match reshuffle, at 0.095. Both facts point the same way, and the paragraph on the
correlation below says why. Subtracting an expectation this closely aligned with the realized measure removes most of the
measure, so the scalar and origin routes ask a question the remaining variation cannot answer, while controlling for the
same expectation leaves the variation intact and returns the headline. Every randomization-inference p-value the paper

reports is collected in Table C4, labeled by the permutation scheme and the stratification that produced it.

Table C1: Design-based robustness: AgSim recentered against counterfactual settler assignments
(Borusyak and Hull)

n @ 6 (4) (5) (6) (7)

In pop ln emp unemp Inag agshare In modern modern sh.

AgSim recentered z(P) 0.017 0.018 -0.009* -0.034 -0.017  0.045 0.019%
(0.050) (0.049) (0.005) (0.076) (0.011) (0.037) (0.010)

Transmigrant count v v v v v v v

Base In pop 1980 v

Base In empl 1980 v v v v v v v

Base In agri empl 1980 v v v v v v v

Urban share 1980 v v v v v v v

Agro-Clim. TMV controls v/ v v v v v v

Observations 133 133 133 133 133 133 133

Notes: Recentered treatment 3P) = 2 — 4, standardized; p is expected exposure from permuting village agro-climatic

similarity across sites within province and Repelita settlement wave (S=2,000). Main Spec controls, no fixed effects,
Conley 200km. Randomization-inference p-values from the same draws (scheme D, province by settlement wave) are in
Table C4, column (2).

The second recentering is the harder test. It holds each site’s destination fixed and re-draws only the settler-origin
composition, which is the more literal form of the design, since the destination geography is a predetermined exposure
component rather than the shock. This is feasible because the similarity index of Bazzi et al. (2016) is linear in the
origin composition, AS, =Y 7o, s(0,v), where s(o,v) is the origin-to-destination dyadic similarity and 7., is the share
of village v’s settlers born in origin district o. Their replication data provide the full dyadic grid (125 Java—Bali origins

by 814 villages) together with the realized migrant flows that give 7, so I can hold each site’s similarity column s(-,v)
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Table C2: AgSim controlling for expected exposure (double-robust)

(1) (2) (3) (4) (5) (6) (7)
In pop In emp unemp Inag agshare In modern modern sh.
AgSim (double-robust) 0.045 0.035 -0.006 -0.111 -0.042** 0.125%* 0.051%%*
(0.076) (0.074) (0.006) (0.124) (0.020)  (0.061) (0.017)
Transmigrant count v v v v v v v

Base In pop 1980 v v v v v

Base In empl 1980 v v v v v v v
Base In agri empl 1980 v v v v v v v
Urban share 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v
Observations 133 133 133 133 133 133 133

Notes: AgSim standardized, additionally controlling for the expected exposure under both the province and the province-
by-settlement-wave permutations (both standardized; the double-robust specification of Borusyak and Hull 2023, consis-

tent if either the controls or the permutation model is correct). Main Spec controls, no fixed effects, Conley 200km.

Figure C2: Robustness to design-based recentering (Borusyak and Hull)
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Notes: Each row is a headline outcome; each marker is the coefficient on standardized agro-similarity with its 90% confi-
dence interval (Conley spatial standard errors, 200 km cutoff, the headline sample of outer-island urban centers). “Naive”
is the headline specification. “Scalar reshuffle” recenters the exposure against a permutation of the village match within
province-by-settlement-wave cells. “Origin re-draw” recenters against a permutation that holds each site’s destination
agro-climate fixed and re-draws only the settler-origin composition, using the origin-destination similarity grid of Bazzi
et al. (2016). Full estimates: Table C1 and Table C3.
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fixed and swap in another village’s origin composition .,/, permuted within province-by-wave cells; villages are linked
to the grid through their destination potential-yield vector (792 of 814 match cleanly). The composition-weighted grid
reproduces the published village index up to an affine rescaling (r = 0.99999, slope 0.56), so the rebuilt exposure and its
expected value are differenced on their own scale and then standardized, and the swap is the same reassignment Bazzi
et al. (2016) perform in their own analysis, holding the destination fixed and re-choosing origins. Holding the destination
fixed raises the correlation between realized and expected exposure to 0.96, deep in the range where a constructed exposure
typically collapses under recentering, and Table C3 shows that this one does. The modern employment share holds at
+0.027 at the 1% level and log agricultural employment at —0.100 at 10%), while the agricultural employment share falls to
—0.011 with no precision and log population and log modern-sector employment cross zero to —0.062 and —0.006, neither
distinguishable from zero on either side of the crossing. The design-based inference built from the same draws is weaker
still, returning p = 0.592 for the agricultural share where the analytic p is near 0.004 (Table C4). The power accounting
below makes this column readable. One standard deviation of the origin-recentered treatment is about 30% of a standard
deviation of realized exposure, so the column retains real variation and its nulls speak to the origin margin specifically.
It survives precisely because the expected exposure here is destination geography, which the regression already controls

for. Recentering on it isolates the quasi-random origin match, which is the identifying variation.

That correlation of 0.95 is easy to mistake for evidence that the recentering barely changed the treatment,
and it means the reverse. Since Z = z — p, the correlation between the raw and the recentered exposure is [SD(z) —
corr(z, u)SD(p)]/SD(Z), which falls as corr(z, p) rises: subtracting something closely aligned with the raw measure removes
most of it and leaves a residual nearly orthogonal to it. The two correlations move in opposite directions by construction,
so a high corr(z, ) means the recentered exposure is further from the raw one. Under the scalar permutation, where
corr(z, p) is 0.74, the recentered and raw measures still correlate at 0.60. Under the origin permutation they correlate at
0.29, with a rank correlation of 0.10; 53% of cities move from above-average to below-average exposure or the reverse, and
the average city shifts 40 places in a ranking of 133. The robustness column is therefore a different regression, identified
off a treatment that orders the sample almost independently of the one the headline uses, and its coefficients are not
on a scale the headline can be compared against. The high correlation is a fact about the setting, and it makes this
the demanding test. Agro-climatic match quality is mostly a property of the land. Once a site’s destination is held
fixed, the arriving cohort can move that site’s similarity only so far, and the destination accounts for roughly 92% of the
variance in exposure. The agro-climatic controls reach most of that component. Their R? on realized exposure is the 0.765
reported above, so roughly a quarter of the exposure’s variance is variation no linear combination of them reproduces.
Exposure is an unweighted mean of a nonlinear similarity composite over the villages inside the 300-minute window, and
the Main Spec controls are unweighted means of the same sixteen raw attributes over the same village set, so the two share
their catchment and their averaging and differ only in the nonlinearity of the similarity index. That is why the controls
reproduce as much of the exposure as they do. Re-drawing the origin composition strips the destination component out
and leaves the variation that is genuinely about which settlers arrived, and only the modern employment share survives
on that remainder. Under the coarser province-only stratification the residual share is essentially the same, 9% rather
than 8%, confirming that the correlation reflects the land’s dominance rather than a stratification choice. Reshuffling the
whole village match instead leaves 43% of the variance, so the two exercises bracket the design. The wider one retains
power and the narrower one concedes power to isolate the cleanest margin, and neither reproduces the headline once
the expectation is subtracted. The price of subtracting the expectation is precision, on both schemes, and the exact
randomization inference shows what that costs. The agricultural share returns p = 0.325 under the wider reshuffle and
p = 0.592 under the origin permutation, the modern share 0.220 and 0.114, and log population 0.734 and 0.198. Every
outcome sits at or above the 10% level in at least one column of each scheme, and Table C4 reports every one of them.
The two schemes still do not order the same evidence more and less demandingly, because the origin-recentered treatment
orders the sample almost independently of the realized one, so the origin columns are a different regression and their
p-values are not nested inside the reshuffle’s. Because each column standardizes its own regressor, the two recentered
coefficients are not on a common scale. One standard deviation of the origin-recentered treatment is about 30% of a
standard deviation of realized exposure, against 66% for the whole-match version. Magnitudes quoted here are therefore

from the whole-match reshuffle, which can be compared directly with the naive estimate, while the origin permutation is
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reported on its own terms, since at about 30% of a standard deviation of realized exposure it retains enough variation for

its nulls to be read as evidence about the origin margin.

Running both recenterings at the rural subdistrict level leaves the rural null null, so the contrast between the

urban response and the flat rural one is not an artifact of the exposure measure or of either design-based correction.

Table C3: Origin-permutation recentering: destination held fixed, origin re-drawn (UC)

(1) (2) (3) (4) () (6) (7)

In pop In emp unemp Inag agshare In modern modern sh.
AgSim origin-recentered z°7%9 -0.062 -0.060 -0.004 -0.100* -0.011 -0.006 0.027#%*

(0.049) (0.047) (0.005) (0.060) (0.013)  (0.058) (0.009)
Transmigrant count v v v v v v v
Base In pop 1980
Base In empl 1980
Base In agri empl 1980
Urban share 1980
Agro-Clim. TMV controls
Observations 133 133 133 133 133 133 133

Notes: Origin-recentered treatment: each village’s similarity is rebuilt from the origin-destination dyadic grid of Bazzi et
al. (2016), holding the site’s destination column fixed and permuting the settler-origin composition across sites within
province and Repelita wave; u is the average over 2,000 draws, and the treatment is the realized exposure minus p, both
on the rebuilt index’s own scale. Standardized; Main Spec controls, no fixed effects, Conley 200km. Exact randomization-

inference p-values from the same draws (scheme D, province by settlement wave) are in Table C4, column (4).

Baseline placebo test, in levels. Agro-similarity across villages does not predict the baseline outcomes of
the sample cities. I regress ten 1980 baseline outcomes on agro-similarity across villages, urban center-level aggregates of
individual 1980 census records: population, employment, the unemployment rate, agricultural and modern employment in
levels and in shares, and a lifetime-birthplace split by province of birth. Two constructions of the exposure inside the 300-
minute identification radius are reported, the headline unweighted mean and the population xinverse-distance weighting
of the exposure equation, each over all 814 transmigration villages and again over the 687 settled after the count. Three of
the forty cells reject zero, two at the 10% level and one at the 5%, and all three sit in the two agricultural rows. Under the
null about four cells would fall below the 10% threshold, and no outcome rejects under all four constructions. Different
distance weights do not affect the placebo, and restricting the exposure to the villages settled after the count does not
affect it either. The cells that do reject are confined to three urban areas. Urban centers 901306, 901373 and 901374
carry no GHS urban-core member subdistrict at all: each is a single subdistrict admitted by the reclassification rule,
which takes a subdistrict that was dense in 1980 and below the agricultural-share cutoff, and the three sit at a mean 1980
agricultural share of 0.195 against the in-window mean of 0.558 while carrying slightly above-average exposure. Setting
those three aside, no row of the baseline placebo rejects at any level, and the rejection on log agricultural employment
falls from —0.164 with a p-value of 0.075 to —0.059 with a p-value of 0.666. They stay in the sample, because on both the
density and the composition test they are further into urban territory than the median subdistrict of the sample’s GHS
cities, and because the 1980 level of agricultural employment is a control in every column, so the baseline the placebo

flags is already conditioned on. Table C5 reports all forty cells.

The 2010 birthplace decomposition against its own 1980 baseline. The birthplace gradients that
exposed cities show in 2010 are already present in 1980. I compare the two decompositions side by side at the only
resolution both censuses support. SP1980 records place of birth at the province level, so the same-district and same-

province cells of the 2010 decomposition cannot be separated at baseline; collapsing them into one same-province share
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Figure C3: Robustness: Agro-similarity Effect by Transmigration-Village Proximity
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Notes: Each row is one 2010 outcome, z-scored over all urban centers so the reference standard deviation stays fixed as
the sample widens across radii. Within each row, the six points are the effect of a one standard deviation increase in agro-
similarity, estimated separately over nested travel-time catchments defined by the distance to the nearest transmigration
village (within 250 to 500 cost-minutes in 50-minute steps), with the agro-similarity exposure itself reconstructed at each
radius, so the treatment and the sample both change with the radius; 90% confidence intervals from Conley 200 km spatial
standard errors. The grid begins at 250 minutes, where 123 centers support the estimate, and runs to 500, where 158
do. The 200-minute radius is estimated but no longer shown: it reaches only 99 centers against the 133 of the headline,
so its point moves with the sample rather than with the radius, which is the ground the narrower 100- and 150-minute
radii were already excluded on. Controls are the Main Spec set (transmigrant settler count, 1980 log population, 1980 log
employment, 1980 urban-population share, 1980 log agricultural employment, and the agro-climatic covariates averaged
over the same catchment), with no fixed effects. The rows are the main results table’s seven outcomes together with three
migrant-share outcomes; modern-sector employment is manufacturing plus services, and the migrant shares are measured
per birth, namely the shares of residents born outside the current district, born in a different province, and born in the
same province. The 300-minute point is the headline estimation sample and uses the shipped headline exposure; wider
radii extend the city selection beyond the headline window, with per-radius estimation samples of 99, 114, 128, 135, 139,
142, and 150 urban centers, as reported in the legend.
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Table C4: Design-based inference: randomization-inference p-values by permutation scheme

Conley Whole-match reshuffle  Origin permutation

Outcome 200 km prov.xwave province prov.xwave province
(1) 2) ®3) (4) ()
In population 0.309 0.734 0.780 0.198 0.576
In employment 0.556 0.743 0.996 0.275 0.348
Unemployment rate 0.206 0.095 0.736 0.555 0.560
In agricultural employment 0.081 0.657 0.415 0.204 0.298
Agricultural employment share  0.004 0.325 0.240 0.592 0.610
In modern employment 0.005 0.531 0.631 0.930 0.914
Modern employment share 0.000 0.220 0.168 0.114 0.225
Observations 133 133 133 133 133

Notes: Every entry is a two-sided p-value for the same null of no effect on the same outcome and sample; only the way the
null distribution is constructed changes. Each cell is shaded by the strength of the evidence, deepening green from the 10%
to the 1% level, with pale pink for a p at or above 0.10. Column 1 is the analytic Conley 200 km p-value that the stars in
Table 2 come from. Columns 2 to 5 are exact randomization inference over 2,000 counterfactual assignments: the observed
coefficient is compared against the distribution of coefficients the same regression returns when the settler match is re-
drawn. The whole-match reshuffle permutes village agro-climatic similarity across sites; the origin permutation holds each
site’s destination agro-climate fixed and re-draws only the settler-origin composition, which is the more literal form of the
design and deliberately the more demanding test, since one standard deviation of the origin-recentered treatment is about
30% of a standard deviation of realized exposure. Columns 2 and 4 stratify the permutation by province and Repelita
settlement wave; columns 3 and 5 by province alone. The origin columns use the simulation-anchored recentering, the
version that puts the observed assignment on the same scale as the draws, which exchangeability under the null requires.
The two schemes do not rank the outcomes the same way, and that is a property of the design. Neither permutation
scheme rejects any outcome at the 10% level, meaning no outcome clears the threshold in both of a scheme’s columns.
One cell clears it on its own, the unemployment rate under the whole-match reshuffle stratified by province and wave,
at 0.095. The origin-recentered treatment correlates with realized exposure at 0.26, with a rank correlation of 0.05, and
moves the average city 42 places in the exposure ranking, so column 4 and column 5 are a different regression, and their
p-values are not a more demanding version of columns 2 and 3. The permutation schemes do not reproduce the uniformly
strong significance in column 1: the smallest randomization-inference p-value anywhere in the table is 0.095.

makes the two panels the same object, and it is why the comparison has three categories where Table 4 has four. Together
the two panels say something the 2010 panel does not. Exposed cities hold a smaller share of residents born in their
own province and a larger share born in another outer-island province, and both of those gradients are already present in
1980, with the same signs and between half and two-thirds the size. The 2010 pattern is therefore not all a response to
the program (Figure C4).

A strictly pre-program placebo. The placebo tests above hold the 1980 census fixed and vary the exposure,
yet the exposure is built from villages that were not all in place by 1980: the program settles 127 of the 814 villages,
accounting for 19.5% of all settlers, at or before the census. The right-hand block of Table C5 rebuilds the exposure from
the 687 villages settled after 1980, and rebuilds every village-derived control over that same village set, so nothing entering
the regression could have acted on a 1980 outcome. The restricted exposure stays close to the headline one, correlated
0.99 in levels and 0.97 in ranks across the estimation sample, and no city loses its hinterland. The median city keeps 11
of its 13 villages within 300 travel-time minutes. The result does not move. One of the ten baseline outcomes rejects
zero at the 10% level under the unweighted construction, the agricultural employment share, and one at the 5% under
the inverse-distance construction, log agricultural employment. Population, employment, modern employment and every

birthplace row stay insignificant. The pre-program share of the villages is therefore not what the placebo was detecting.

Restricting the exposure to the villages settled after the count leaves it nearly unchanged and lowers the settler-
count control by roughly a fifth. The exposure is a mean, so dropping a fifth of the settlers barely moves it; the settler-count
control is a count, so it falls by roughly the share removed. No city loses its hinterland (Table C6).
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Table C5: Placebo Baseline Test: 1980 Outcomes Under Two Exposure Constructions and Two Village
Sets

Outcome, headline sample All transmigration villages Villages settled after the 1980 census

1980 baseline outcome Mean SD N Headline Pop-dist Headline Pop-dist
(unwt) IDW (Eq.) (unwt) IDW (Eq.)
In population 11.084 0.99 134 -0.051 +0.009 -0.009 -0.136
(0.113) (0.184) (0.152) (0.163)
In employment 9.837 0.96 134 -0.067 -0.011 -0.018 -0.140
(0.100) (0.170) (0.138) (0.153)
Unemployment rate 0.026 0.03 131 -0.002 -0.001 -0.002 -0.002
(0.003) (0.003) (0.003) (0.003)
In agricultural empl. 9.235 1.06 134 -0.164* -0.035 -0.139 -0.204**
(0.092) (0.142) (0.097) (0.104)
Agricultural empl. share 0.558 0.22 134 -0.039 -0.023 -0.047* -0.026
(0.032) (0.036) (0.026) (0.028)
In modern empl. 8.796 1.31 134 -0.066 -0.027 -0.010 -0.162
(0.180) (0.266) (0.218) (0.242)
Modern empl. share 0.385 0.20 134 +0.022 +0.006 +0.028 +0.009
(0.031) (0.035) (0.027) (0.029)
In born same province 10.925 1.00 134 -0.034 +0.027 +0.006 -0.112
(0.123) (0.193) (0.162) (0.170)
In born other province 8.322 1.89 134 -0.158 -0.152 -0.116 -0.284
(0.204) (0.275) (0.227) (0.268)
Born other province, share 0.133 0.14 134 -0.013 -0.014 -0.013 -0.018
(0.021) (0.016) (0.019) (0.018)
# significant /10 1 0 1 1

Notes: Each cell is the coefficient on the (standardized) AgSim exposure construction from a separate placebo regression of
the 1980 baseline outcome on that exposure, the transmigrant settler count, and the agro-climatic TMV controls (no 1980
baseline controls), Conley spatial SEs (200 km). Each column has its own within-300-minute sample, the urban centers where
that construction and that outcome are both non-missing, so N runs from 129 to 134 across the four columns. Both headline
columns stand at N=134, every urban center in the 300-minute window with a measured 1980 baseline: the 133 centers of
the main city sample plus 1 whose 2010 census endline is missing, which a 1980 placebo does not need. They fall below that
only where the 1980 outcome is itself missing. The ten outcomes are the paper’s seven headline outcomes at baseline, log 1980
population and employment, the unemployment rate, and agricultural and modern employment in logs and in shares, followed
by the 1980 birthplace block. Modern employment is manufacturing plus services. The birthplace rows split the 1980 population
by province of birth. The two log counts are parts of one total and move independently, and the share row is the born-elsewhere
count over 1980 population. SP1980 records place of birth at the province level only, so no finer split is available at baseline.
The headline 2010 birthplace result (Table 4) is four-way because the 2010 census does record district of birth. The Mean,
SD and N columns describe the outcome on column (1)’s own estimation sample. The two constructions, both restricted to
the 300-minute identification radius: Headline (unwt) = the paper’s treatment, the unweighted mean of village agro-similarity
within 300 cost-distance minutes; Pop-dist IDW (Eq.) = the settler-count Xinverse-distance weighting of the exposure equation,
restricted to 300 min. A settler-weighted mean is not reported here. It does not reject in either village set, and the specification
curve is where weighting robustness is tested, with the headline crossed against both weighted means. This table varies the
village set. Population in the column headers means the count of settlers initially placed in the village. The two wvillage sets:
the left block builds both constructions, the settler count and the agro-climatic control set over all 814 transmigration villages,
and its headline column is the paper’s own placebo test in levels; the right block rebuilds both over the 687 villages settled after
the 1980 census, so that the 127 placed by 1980, accounting for 19.5% of all settlers, contribute to none of them. Each block is
internally consistent in its village set. *** 1%, ** 5%, * 10%.

A38



Figure C4: Where residents were born, 2010 against the 1980 baseline, at the three-way resolution
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Notes: Urban centers within 300 cost-minutes of a transmigration village. Each panel regresses three exhaustive birthplace
shares on standardized agro-climatic similarity under the Main Spec, with Conley standard errors at a 200-kilometer cutoff
and 90% confidence intervals. The outcome is a share, so the response is in share units and the three coefficients sum
to zero by construction within each panel, which both panels satisfy exactly. Panel A is the 2010 cohort, with the
same-district and same-province categories of Table 4 added together; panel B is the 1980 census at the same three
categories (N = 126, since a few centers lack the 1980 birthplace block). The two panels share one horizontal scale so
their magnitudes can be compared directly. Adding the 1980 shares of the same birthplace categories to the Main Spec
roughly halves the panel A migration response (p = 0.054; Table C7, which reports the four-category decomposition,
collapsed to three categories in the figure).

Table C6: What restricting the exposure to post-1980 villages changes

All 814 villages 687 post-1980 villages

Ezposure (unweighted mean similarity within 300 min)

Mean 0.6780 0.6808
Standard deviation 0.1001 0.0993
Minimum 0.3777 0.3777
Maximum 0.9563 0.9563
Correlation with the other, levels 0.9896
Correlation with the other, ranks 0.9757

Villages within 300 cost-distance minutes

Mean per city 30.7 26.0
Median per city 13 12
Cities losing exposure entirely 0

Transmigrant settler count control (IDW, thousands)

Mean 1.190 0.948
Correlation with the other 0.9078
Urban centers (estimation sample) 133

Notes: Computed over the 133 urban centers of the main estimation sample, which are the centers within 300
cost-distance minutes of a transmigration village that also have the 1980 baselines the specification requires. The
left column is the exposure and settler count as the paper builds them; the right column restricts both to the
687 villages settled after the 1980 census, dropping the 127 placed by 1980 that account for 19.5% of all settlers.
The settler count is a count, so it falls by roughly the settler share removed; the exposure is a mean, so it barely
moves. No city loses its hinterland under the restriction.
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The same restriction leaves the weighting robustness unchanged. The right-hand block of Table C5 rebuilds all

three exposure constructions over the post-1980 villages, and none of them rejects on any of the ten outcomes.

Controlling the 1980 birthplace composition directly. The one baseline characteristic exposure moves
is the birthplace composition of the 1980 workforce, so the direct test is to put that composition into the control set
and re-estimate. Table C7 does that across the main outcomes and the birthplace decomposition in one table. The 1980
census records place of birth at province level, which partitions each city’s 1980 workforce into three exhaustive shares,
born in this province, born in another outer-island province, and born on Java or Bali; two of them span the block, and
column (3) adds them to the Main Spec. A handful of cities have no 1980 birthplace block, so column (2) first repeats
the Main Spec on exactly column (3)’s cities. That separates the change in sample from the change in controls, and the
change in sample turns out to do nothing: the largest move any coefficient makes between columns (1) and (2) is 0.001,

and no significance level changes.

The compositional headline does not depend on the baseline tilt. With the 1980 birthplace shares held fixed,
every one of the seven headline estimates moves by less than a tenth of its standard error, and the two compositional

responses keep their 1% significance.

Holding the 1980 shares fixed also leaves the birthplace facts as they are. The locally born share falls, at the
1% level, the same-province share rises, at the 5% level, and the other-outer-island and Java or Bali shares do not move
detectably. The Java/Bali share is unmoved with or without the control, so the inflow is not an extension of the program’s

own main-island pipeline in either case.

C.2 Village-Level Analysis

Across the transmigration villages, agricultural productivity in tons per hectare rises with the agro-climatic similarity
index, winsorized or raw, over the plotted range and over the full range. The productivity measure is the total agricultural
productivity of Bazzi et al. (2016), taken from the 2002 round of the village census and the 2001-2002 growing season,
and it is observed for 770 of the 814 program villages, while agro-similarity is defined for all 814. Table C8 reports this

village-level relevance of agro-climatic similarity for agricultural productivity, which Section 4.3 cites.

Defining the stay-share. The settler stay-share featured in the text divides a village’s 2000-census residents born
in Java or Bali by the individuals the program placed in the village, under two restrictions that each remove one class
of non-settler the census can identify: residents whose recorded residence five years before enumeration was still Java or
Bali, and residents born in Java or Bali after their own village was settled. The broader ratio without the two restrictions,
which Figure 9 plots, counts anyone who reached the village from the main islands on their own after the program ended,
so it proxies for retention. The restrictions remove a median of 10% of the numerator, yet the conditional gradient on
agro-climatic similarity moves only from 0.078 to 0.080, the definitions correlate above 0.98, and every version stays
indistinguishable from zero under both the wild cluster bootstrap and Conley standard errors (Table C9). The definitions
cannot disagree, because what separates them is itself unrelated to agro-similarity. No version of the numerator recovers
the settlers’ locally born children, who are outer-island-born and never enter it, so the flat gradient reported in the text

is a property of the data rather than of the arrival dates the census cannot separate.
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Table C7: The headline estimates with the 1980 birthplace composition controlled

Main Spec, Main Spec, Adding the 1980
as reported same cities as (3)  birthplace shares
(1) (2) 3)
Panel A. Urban growth and structural transformation
In population 0.060 0.060 0.061
(0.059) (0.059) (0.048)
p-value 0.309 0.309 0.208
In total employment 0.033 0.033 0.035
(0.056) (0.056) (0.048)
p-value 0.556 0.556 0.472
Unemployment rate 0.009 0.009 0.009
(0.007) (0.007) (0.006)
p-value 0.202 0.202 0.147
In agricultural employment -0.167* -0.167* -0.164**
(0.096) (0.096) (0.080)
p-value 0.081 0.081 0.041
Agricultural employment share -0.053*** -0.053*** -0.052%**
(0.018) (0.018) (0.018)
p-value 0.004 0.004 0.004
In modern employment 0.169*** 0.169*** 0.171%**
(0.061) (0.061) (0.059)
p-value 0.005 0.005 0.004
Modern employment share 0.068*** 0.068%** 0.068***
(0.015) (0.015) (0.014)
p-value 0.000 0.000 0.000
Observations 133 133 133
Panel B. 2010 residents by birthplace
Born in the same district -0.043* -0.043* -0.046***
(0.023) (0.023) (0.015)
p-value 0.069 0.069 0.003
Born elsewhere in the same province 0.043** 0.043** 0.044**
(0.018) (0.018) (0.018)
p-value 0.015 0.015 0.012
Born in another outer-island province 0.018 0.018 0.015
(0.021) (0.021) (0.012)
p-value 0.404 0.404 0.237
Born on Java or Bali -0.018* -0.018%* -0.013
(0.011) (0.011) (0.009)
p-value 0.100 0.100 0.154
Observations 133 133 133

Notes: Each cell is the coefficient on standardized agro-climatic exposure from a separate regression at the urban-center
level, with Conley spatial standard errors at a 200 kilometer cutoff beneath it and the two-sided Conley p-value below that,
shaded from pale pink at 0.10 and above through a deepening green as the evidence strengthens. Stars come off the same
Conley inference as the standard error directly above. Every column includes the Main Spec: the nearby transmigrant
settler count, the 1980 baselines for population, employment, and urban structure, and the agro-climatic control set.
Column (1) is the estimation sample. Column (3) adds the 1980 lifetime-birthplace composition of the city’s workforce,
which the census records at province level as three exhaustive shares (born in this province, born in another outer-island
province, born on Java or Bali); two of them span the block and born-in-this-province is the omitted reference. Those
shares are unobserved for a few cities, so column (3) runs on fewer of them than column (1); column (2) repeats the Main
Spec on exactly column (3)’s cities, which separates the chaggq in sample from the change in controls. Panel A reproduces
the seven outcomes of the paper’s headline table and Panel B the four birthplace shares of the migration table, whose
2010 shares sum to one over each city’s 1955-1990 birth cohort. Significance: * 10%, ** 5%, *** 1%.



Table C8: Exposure relevance: village agricultural productivity and agro-climatic similarity

Similarity 0.25-1 (plotted range) Full similarity range
1) 2) 3) (4)
winsorized raw winsorized raw
Agro-climatic similarity ~ 0.525%*** 0.767*** 0.535%** 0.772%%*
(0.201) (0.136) (0.179) (0.108)
Winsorized p1/p99 Yes No Yes No
Similarity range 0.25-1 0.25-1 All All
Villages 768 768 770 770

Each column regresses village agricultural productivity (tons per hectare) on the village agro-climatic similarity
index across the transmigration-village roster, with Conley spatial standard errors at a 200 km cutoff. The
regression is unconditional on the agro-climatic controls by construction: the similarity index is built from the
village geographic, soil, and climate characteristics, so conditioning on them would partial out the exposure
measure itself. Winsorized columns trim productivity at the 1st and 99th percentiles, since the raw measure
has extreme outliers (maximum near 27 against a median near 0.43). Column 1 is the specification plotted
in Figure C5. Unweighted: population-weighting the same regression leaves the point estimate positive but
imprecise once heteroskedasticity is allowed for (weighted coefficient 1.537, robust t-statistic 1.06), because the
weighted fit loads on a few high-population villages. *** 1%, ** 5%, * 10% significant.

Figure C5: Village-level relevance: agricultural productivity against agro-climatic similarity
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Notes: Semiparametric (local linear, Epanechnikov kernel, bandwidth 0.30) fit of village agricultural productivity (tons
per hectare, winsorized at the 1st and 99th percentiles) on agro-climatic similarity across the transmigration villages,
unweighted, with a 90% confidence band, plotted over the 0.25 to 1 similarity range. The fit is direct rather than
partialed on geography, since the agro-climatic controls are the inputs to the similarity index itself. Table C8 reports the
same gradient in linear form, with Conley spatial standard errors.
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Table C9: The village stay-rate gradient does not depend on how the stay-share is defined

Gradient on  Island- Wild Conley  Corr. with
Numerator definition agro- clustered bootstrap 200 km the plotted
similarity std. error p-value p-value measure
All Java/Bali-born residents (plotted measure) 0.078 (0.106) 0.69 0.57 1.000
Excluding arrivals in the previous five years 0.080 (0.093) 0.67 0.52 0.989
Excluding those born after settlement 0.071 (0.091) 0.67 0.54 0.995
Excluding both groups 0.080 (0.086) 0.66 0.49 0.985

Notes: Each row reports the conditional linear gradient of one stay-share definition on the village’s own agro-climatic
similarity, holding the terrain, soil, geographic, and climate controls that Figure 9 residualizes on, estimated on the same
common village sample of 808 transmigration villages. Row 1 is the measure the paper plots: 2000-census residents born
in Java or Bali, divided by the individuals the program placed in the village. Rows 2 to 4 restrict that numerator using
the census record of residence five years before enumeration and each village’s own settlement year, so that residents who
arrived after the program, or who were born in Java or Bali after the village was settled, no longer count as retained
settlers. The featured p-value is a wild cluster bootstrap over the four island clusters with Webb weights, which are used
in place of Rademacher weights because four clusters would floor a Rademacher two-sided p-value at 0.125. The Conley
p-value uses a 200 km cutoff over village centroids, matching the paper’s headline inference.

D Robustness

This part re-estimates the headline results under alternative constructions of the exposure measure and alternative

specifications.

D.1 The Settlers’ Size Relative to the Pre-Existing Rural Population

The settlers placed in a city’s rural hinterland, meaning the rural subdistricts within 135 km, were a non-trivial share
of the population that hinterland already held at the 1980 census: about 7% of it on average and roughly 5% at the
median, with about a seventh of cities above 15%. That radius is the one that reproduces the 300-minute window the
exposure measure uses. Cities therefore differ in how large the settlement was relative to the rural landscape it entered,

and Table D1 asks whether the main results turn on that difference.

They do not. Adding the share to the Main Spec leaves every sign, magnitude and significance level in place
across the seven main outcomes, and the largest movement is 0.12 of a standard error. Part of the reason is that the Main
Spec already controls for the number of settlers placed near each city (Section D.6), so the share’s numerator is largely

held and the variable moves primarily through its denominator, the size of the countryside those settlers entered.

D.2 Urban Emergence: The Extensive Margin

The set of cities that defines the estimation sample is endline geography: the GHS Urban Centre footprints are classified
from 2020 imagery, so the timing defense in Section 2.2.1 requires knowing whether the shock itself created urban units
that a 2020-defined sample would then select. This appendix reports that test directly, estimating the effect of the same

exposure on urban emergence outside the fixed sample.

The unit is an equal-area 25km lattice over outer-island land (2,648 cells, excluding Java, Bali, and Papua
as in the main sample), with the pre-shock urban baseline taken from the GHS-SMOD 1975 classification, the observed
pre-placement epoch. The treatment is the paper’s exposure rebuilt at cell centroids, the unweighted mean of village agro-
climatic similarity within 300 route-aware cost-minutes, with the agro-climatic control set and the transmigrant-count
control re-derived from the same cell-to-village pairs and Conley 200km standard errors throughout. The estimation

sample is the baseline-rural, exposure-defined cells containing no transmigrant settlement point (a settlement is the
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Table D1: The main results are unchanged by controlling for the settlers’ size relative to the pre-existing
rural population

Population + Employment Agric Empl Modern Empl
(1) (2) ®3) (4) () (6) (7
In pop Inemp unemp rate In L agric agric % In L modern modern %
Main Spec (main text) 0.060  0.033 0.009 -0.167* -0.053*** 0.169%** 0.068***
(0.059) (0.056) (0.007) (0.096) (0.018) (0.061) (0.015)
+ settler share of the hinterland 0.090  0.063 0.009 -0.150 -0.055*** 0.189%** 0.063***
(0.056) (0.054) (0.007) (0.096) (0.019) (0.061) (0.015)
Observations 133 133 133 133 133 133 133

Notes: each cell is the coefficient on standardized agro-climatic similarity, with its Conley 200 km standard error under-
neath. The first row is the Main Spec exactly as the main text reports it. The second adds one control: the settlers
placed in the city’s rural hinterland as a share of the population that hinterland held at the 1980 census, measured over
the rural subdistricts within 135 km, the radius that reproduces the paper’s 300-minute exposure window. The settler
count is already a Main Spec control, so this share varies primarily through its denominator. AgSim is standardized once
over the full urban-center file in both rows, so the two are on one scale and can be read down the column. *** 1%, **
5%, * 10% significant.

program building a village, not the shock seeding a town): 572 cells at 25 km. New-town founding is a rare event
(single-digit foundings in the exposed sample by 2010), so the founding analyses use the finer 15km lattice (2,074 cells),
defining a founding as a nightlights cluster disjoint from the 1992 urban extent with a 5km guard against an existing

city’s expanding edge.

On one standardized axis, the extensive response is smaller than the intensive responses of the agricultural
employment share and modern employment, and marginal (Figure D1). The intensive trio sits off zero on its two
composition margins (In population +0.069, agricultural employment share —0.283, In modern employment +0.170),
while the extensive response, the 1975-2010 change in built-up areal share, is smaller and marginal at +0.079, its 90%
interval just crossing zero. Table D2 reports the raw-units version: +0.00011 of built-up areal share per standard deviation
of exposure over 1975-2010 (SE 0.00007), stable across the 1975-2000 and 1975-2020 windows. The pooled marginality
reflects cross-island level differences rather than a zero response. Table D3 shows the same coefficient conventionally
significant within islands (island fixed effects +0.00017, province fixed effects +0.00016, both p < 0.01). The margin also
does not depend on the lattice dials. Table D4 re-runs the headline under all five baseline-rural definitions and Table D5

the founding event under all four founding definitions, positive throughout.

Part of the local response is redistribution across nearby space. Table D6 adds the mean exposure of cells 30
to 100 km away: the own effect stays positive while the ring enters negative (founding —0.0034, marginally significant),
consistent with local displacement rather than creation. The ring’s precision is sensitive to the band definition, so it is
illustrative; the magnitude statements that make the displacement point are in checkable units. The count of founded
towns per district does not rise with exposure (Table D7), and the population bridge in Table D8 shows the persons the
shock moves accruing to incumbent footprints (positive but imprecise) while population inside newly founded footprints
falls with exposure (—1,050 per standard deviation, significant at 5%).

The extensive margin is therefore real but small, local, and partly displaced: the shock builds up the urban system
by thickening existing centers, not by seeding new towns. That is the fact the sample-timing defense in Section 2.2.1 and

the conclusion’s no-boom-of-new-towns statement rest on.

One selection margin is left over, and the lattice cannot test it: the estimation sample above is restricted to
baseline-rural cells, which excludes precisely the incumbent towns that sat near the inclusion threshold. Membership in

the urban-center sample requires 50,000 people in the 2020 grid, a post-treatment quantity, so an incumbent town near
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Figure D1: Intensive versus extensive margin of the agro-similarity shock
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Notes: Fully standardized coefficients (outcome and agro-similarity both z-scored), so the city-growth effects and the
lattice outcome share one axis, with 90% confidence intervals under Conley 200 km standard errors. Color names what
each row measures: navy the city’s size, green its agricultural employment share, teal its modern sector, and purple
the extensive margin, which is a different unit on the same axis. The first three are the intensive-margin urban-center
headline under the Main Spec on the headline sample; the fourth is the 1975-2010 change in built-up areal share on the
25 km baseline-rural lattice (N = 572). Both rows take the sixteen agro-climatic controls as unweighted means within 300
route-aware cost-minutes, on the same rule. They differ in unit and in their pre-shock baselines, the urban-center rows
on 1980 city characteristics and the lattice row on 1975 settlement share, population and land area.

that line enters only if it grew, and exposed marginal towns would select in while unexposed ones select out. Seventeen
of the 128 sample cities have a 2020 polygon population within 20% of the threshold, and the sample’s smallest is 50,287,
close enough to the line that the concern is not hypothetical. Dropping all seventeen and re-estimating the headline table
moves nothing in the direction the concern predicts. The agricultural employment share coefficient goes from —0.031 to
—0.028 (p < 0.01), modern-sector employment from 0.133 to 0.140 (p < 0.01), and log population from 0.086 to 0.097
(p < 0.01), all on the remaining 111 cities. The threshold selection, if it operates at all, attenuates the size response, which
is the conservative direction for the population claim and second-order for the shares, since those have no mechanical link
to the population threshold. Three further sample cities have no GHS polygon population because the reclassification
created them as new nodes rather than selecting them on the threshold, so they are not exposed to this margin and are

retained.

D.3 The Specification Curve and Price-Measure Robustness

The full specification curve. The specification curve re-estimates the standardized agro-similarity coefficient
across the cost-distance specification space, crossing the weight family, the cost-distance metric, the travel-time cutoff,
the control set, and island fixed effects on or off. For the three headline outcomes that space holds 85 specifications,
every one of them at the 300-minute or 600-minute cutoff and on the headline estimation sample. It excludes straight-
line kilometer-radius constructions, which are ill-defined in this project’s cost-distance setting; province fixed effects and
their clustered-standard-error variants, since province effects absorb the between-province variation that identifies the
treatment; no-cutoff constructions that drop the 300-minute identification window; and the 180-minute cutoff family,
which on its smaller subsample holds the space’s only significant wrong-signed cells. Within this space no specification

is both wrong-signed and significant for any of the three outcomes. The weight family crosses the headline’s unweighted
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Table D2: Headline extensive margin: built-up-share change on AgSim (Conley 200km)

(1) (2) (3) (4)

d built 7510 d built 7520 d built 7500 7510 NTL base
TMV AgSim  0.00010 0.00012 0.00008 0.00008
(0.00007)  (0.00008)  (0.00005) (0.00013)
N 571 571 571 905
Window 1975-2010  1975-2020  1975-2000 1975-2010 (NTL base)

OLS/Counley. Change in GHS built-up areal share off the 1975 baseline, baseline-rural cells without a transmigrant
settlement.

*p<0.10, ™ p < 0.05, ™ p < 0.01

Table D3: R4: headline built-up change under the fixed-effect ladder

1) (2) (3)

No FE Island FE Province FE
TMV AgSim  0.00010  0.00017*** 0.00016***
(0.00007)  (0.00006) (0.00006)
N 571 571 571
Fixed effects None Island Province

Manual dummies (acreg takes no factor notation). No FE = the headline; island FE is the featured variant; province FE is robustne:

*p<0.10, " p < 0.05, *** p < 0.01

Table D4: R3: headline built-up change under alternative baseline-rural definitions

(1) (2) (3) (4)
SMOD > 21 SMOD >23 SMOD > 30 Built-up 1975

TMV AgSim  0.00010 0.00019* 0.00009 0.00021
(0.00007) (0.00011) (0.00013) (0.00015)
N 571 726 882 926

Each column redefines which cells count as rural in 1975 (stricter urban thresholds admit more cells); the SMOD 21 column is the he

*p<0.10, ** p < 0.05, ™ p < 0.01

within-300-minute mean with an inverse-distance-weighted mean, a settler-weighted mean, and the inverse-distance and

settler-weighted average, and every construction inside the 300-minute window behaves like the headline specification.

The agro-similarity coefficient keeps its sign for the sectoral shares across essentially the whole specification space
and is positive on average, with wider intervals, for population and prices. I extend the exercise to every outcome in one
grid: each cell is the standardized agro-similarity coefficient for one outcome (columns) under one specification family
(rows), built by crossing the exposure weighting, the control set, the cost-distance metric, the travel-time cutoff, and island
fixed effects on or off (Figure D3). Two patterns organize the grid. The sectoral columns are the stable ones in sign: the
agricultural employment share is negative and the modern-sector share positive across essentially the whole space. The

population and price columns are positive on average with wider intervals; across the 85 specifications, log population
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Table D5: R3: founding-event definitions at 15 km (LPM, Conley 200 km)

(1) (2) (3) (4

New cluster 2010  Any urban 2010 New cluster 2020 Any urb.

TMV AgSim 0.00178 0.00086 0.00189 0.00
(0.00130) (0.00107) (0.00118) (0.00

N 2065 2065 2065 20¢
Events 6 8 7 1

New cluster = the genealogy rule keeps only clusters born away from any 1992 town; any urban drops that rule. Founding stays a de

* p <0.10, ** p < 0.05, *** p < 0.01

Table D6: R10: ring-exposure displacement diagnostic

(1) (2)
New town d urb share
TMV AgSim 0.0047*** 0.0001***
(0.0015) (0.0000)
Ring AgSim (30-100km)  -0.0035* -0.0001*
(0.0020) (0.0001)
N 2065 2065

E1/E7 plus the mean AgSim of cells 30-100km away. A negative ring coef = founding suppression nearby.
*p<0.10, " p < 0.05, *** p < 0.01

Table D7: District-Level New-Cluster Count on Agro-Similarity, with the Log of At-Risk Cells as Offset

(1) (2)
Poisson Poisson +islFE
TMV AgSim (district mean)  0.3807 0.7321
(0.4275) (0.5929)
N 129 129
FE none island

Poisson, cluster(prov). Count of founded towns per district. Displacement-honest total.

* p<0.10, ™ p < 0.05, *** p < 0.01
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Table D8: Population Bridge: Persons Added per SD of Agro-Similarity, by Footprint Type

(1) (2) (3) (4)

d pers incumbent d pers new town incumb 90-20 new 90-20
TMV AgSim 1,346 -1,050** 2,269 -1,465**
(1,223) (438) (2,338) (620)
N 150 150 150 150
Footprint incumbent new town incumbent 90-20 new town 90-20

District level, cluster(prov). GHS-POP change 1990-2010 (and -2020) inside incumbent vs newly-founded-town footprints.
* p<0.10, ** p<0.05 ** p<0.01

Figure D2: Specification curve by the dimension varied
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Notes: Each bar reports the coefficient on standardized agro-similarity under one of 19 specification variants, grouped
by the dimension the variant changes relative to the Main Spec: the control set, the weight placed on villages inside the
catchment, the catchment radius, the friction surface the travel time is built on, and the fixed effects and standard-error
scheme. Table D9 defines every variant. Within a group, bars are ordered by the point estimate. The marker is the
point estimate and the shaded bar spans its 90% confidence interval, so a bar that does not cross the dashed zero line
is significant at the 10% level. Standard errors are Conley at a 200 km cutoff except in the two variants that cluster
instead. The black diamond marks the Main Spec and the dotted horizontal line marks its estimate. The sample is the
headline estimation sample in every variant but one: the 1990-roads upper bound, on whose surface three cities have
no transmigrant village inside the 300-minute window, so their exposure under it is undefined. The catchment radius
is varied upward only, at 400 and 500 minutes; a 200-minute radius reaches no transmigrant village at all for 28 of the
sample cities, so that variant measured the sample change rather than the design and is excluded on the same ground
as the 180-minute family. For log population the own-outcome baseline coincides with the Main Spec, whose controls
already include the 1980 population.

clears significance on 13 against 49 for the agricultural employment share. The displayed grid is 71 specifications across
17 outcomes. Province fixed effects and their clustered-standard-error variants are excluded from the grid for the reason
given above, that province effects absorb the between-province variation identifying the treatment. Island fixed effects

appear as their own row group here.

Robustness of the urban price result across measures. The positive-but-imprecise urban food-price
response is robust to how the local price is measured. Figure D4 re-estimates the headline Main Spec reduced form with
the dependent variable swapped across seven price measures: the broad agricultural-goods index, the crops index, and
a rice unit value, each under national (Laspeyres), local (Paasche), and equal-weight aggregation. The agro-similarity
coefficient on the log price runs from +0.005 to +0.027 and is insignificant throughout; the raw index-level estimates give
the same picture. The measures are also internally consistent (pairwise log correlations of 0.74-0.99) with economically

sensible spatial variation. Traded food prices are spatially compressed (coefficient of variation ~ 0.12) relative to the
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Table D9: Specification variants in the grouped specification curve

Variant What it changes relative to the Main Spec N

Controls

Main Spec The settler count as an inverse-travel-time-weighted sum over the trans- 133
migrant villages inside the 300-minute catchment, the four 1980 base-
lines (log population, log employment, the urban-population share and
log agricultural employment), and the 16 agro-climatic covariates as un-
weighted means over the same villages. Every other row changes one
thing about this.

Unweighted settler ~ The settler count entered as an unweighted sum over the same villages. 133

count

Weighted covariates The 16 agro-climatic covariates entered as means over the same villages 133
weighted by inverse travel time.

Matched agro-climatic ~ Each covariate rebuilt in the same weight scheme, cutoff and distance 133
metric as the treatment it accompanies.

Own-outcome base- Adds the outcome’s own 1980 level, or the 1980 agricultural employment 133

line share and log population density where the outcome has no 1980 level.
For log population this coincides with the Main Spec, whose controls
already include the 1980 population.

Ezposure weights

Population-weighted Villages enter weighted by their settler count. 133

1/d Villages enter weighted by the inverse of travel time, so nearer villages 133
count for more.

1/d? The same, with the inverse of squared travel time, a steeper decay. 133

Settlers/d (Eq. 2.6) The paper’s exposure equation: settlers divided by travel time. 133

Settlers/d? The exposure equation with squared travel time in the denominator. 133

Catchment radius

Within 400 min Within 400 travel-time minutes, which every city in the estimation sam- 133
ple reaches.

Within 500 min Within 500 travel-time minutes. 133

Travel-cost surface

Sea-route corrected Travel times resolved with the route-aware over-water fix, which repro- 133
duces the validated cost-distance cache exactly.

1990 trunk roads Travel times recomputed on the period-appropriate 1990 trunk network, 133
reverting the 1.5% of road-fast land that is dateable post-1990 trunk
road.

1990 roads, upper A stress test reverting 67.5% of road-fast land, 98% of it undateable 130

bound local road, so it bounds how much the road vintage could matter.

FFE and inference

Province FE Adds province fixed effects. Province effects absorb the between- 133
province variation that identifies the treatment, so this is never the
headline.

Island FE Adds island fixed effects. 133

Cluster: province The same point estimate, with standard errors clustered at the province 133
level instead of Conley.

Island FE, cluster Island fixed effects together with province-clustered standard errors. 133

province

Notes: Each row is one bar of Figure D2, which reports the coefficient on standardized agro-similarity under that
specification. The Main Spec is the first row and every other row changes exactly one thing about it, which makes a
group a controlled comparison. N is the number of urban centers the specification estimates on. It is 133, the headline
estimation sample, in every row but one. The 1990-roads upper bound estimates on 130, because for three cities the
nearest transmigrant village sits outside the 300-minute window once the post-1990 roads are reverted, so their exposure
under that variant is undefined. Straight-line kilometer-radius constructions are excluded throughout, since distance in
this setting is travel time on a friction surface. Standard errors are Conley at a 200 km cutoff except in the two rows that
cluster instead.
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Figure D3: Specification-curve heatmap, I: constructions and controls at the headline 300-min cost
distance
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Notes: Each cell is the standardized agro-similarity coefficient (per standard deviation of the outcome) from a separate
Main Spec reduced form under the labeled specification family, with Conley 200 km spatial standard errors on a held-fixed
common sample (the headline urban centers, and N = 103 in the two 2002 Susenas columns; the figure’s bottom row
prints each column’s own N). Green cells are positive and pink cells negative (project convention); shading intensity
scales with magnitude and %/ % x/*xx mark significance at 10/5/1%. This grid varies exposure weighting, control set,
and island fixed effects at the 300-minute cutoff. Straight-line kilometer-radius constructions are excluded as ill-defined
in this project’s cost-distance setting.

non-traded housing benchmark (0.50). Because these indices are household unit values, which embed product quality, the
small positive coefficient may partly reflect quality upgrading as real incomes rise rather than a true increase in the price
of a fixed food basket, a distinction I probe against external market price data. The probe supports the quality-upgrading
explanation. Estimated market rice prices (World Bank ADM2 market-price panel, matched to urban centers by market
coordinates) show no robust agro-similarity response in 2011 levels (40.002, s.e. 0.008), while households near productive
transmigration villages buy 3.4% fewer kilograms of rice per capita (p < 0.10), spend only 1.0% less on it (n.s.), and shift
expenditure toward non-food, paying more per kilogram for less quantity, the classic quality-upgrading signature in unit
values. On the time-series side the kota rice-price growth response (+0.019, p < 0.01) is absorbed by the city’s overall
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CPI growth (+0.015, p < 0.01; rice — CPI = 0), i.e., a general local price-level gradient rather than a relative food-price
effect.

Figure D4: Robustness: the effect of agro-similarity on prices across price measures
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Main Spec reduced form, urban-center sample (N = 122-128, varying with each price measure’s Susenas coverage),
Conley 200 km spatial standard errors, 90% confidence intervals; agro-similarity standardized. Each row is a separate

regression of the log price measure on agro-similarity and the Main Spec controls.

D.4 City Boundary Definitions and the Matched Cutoff

Two checks bound what the city definition can do to the results. Table D10 measures the same cities under four definitions,
from the whole member subdistrict to the built-up core intersected with the census’s own urban classification: the level
of urban farming falls as the city is drawn tighter, and its 2010 mean is still about 14% under the tightest cut. Table D11
splits the sample at the median 1980 agricultural share, 57.7% of 1980 employment, and runs the split as an interaction,
so both slopes come from one regression on all 133 centers and the difference between them has its own standard error.
The two halves respond alike. The agricultural-share coefficient is —0.046 in the less agricultural half and —0.060 in
the more agricultural one, the modern-employment coefficient is 0.162 and 0.178, and no difference between the halves
is distinguishable from zero, the smallest of the four p-values being 0.306. The same design on 1980 population does
separate the sample. Modern employment responds 0.145 log points more in the larger cities than in the smaller ones
(s.e. 0.063) and population 0.176 log points more (s.e. 0.045), the first distinguishable from zero at the 5% level and the

second at the 1% level, and the agricultural-share response is the same on both sides of that cut.

The village-level cutoff, the baseline controls, and outlying outcomes. The exposure measure
averages agro-similarity over the transmigration villages inside a city’s 300-minute catchment, and every village-level
control enters over that same catchment, so the treatment and its controls are built from one set of villages. Figure D5
collects the specifications that vary what is done around that choice. Conditioning each outcome on its own 1980 level,
in place of the four common baselines, leaves every coefficient inside its interval. Winsorizing the 2010 outcomes at the
fifth and ninety-fifth percentiles, which no outcome in the build is subject to otherwise, moves the size margins by about
a tenth and the compositional ones not at all. Dropping the 1980 baselines entirely admits the five in-window cities that
have no 1980 census and leaves every sign intact at a lower precision. The specification whose village terms do not share
one cutoff, the one that treats the settler count and the agro-climatic covariates over the full 2,000-minute matrix while

the treatment stops at 300, is the outlier in the figure rather than the norm.
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Table D10: Urban agricultural employment share under four definitions of the city

Year Definition City mean Pooled Cities
1980 K whole subdistrict (as reported) 0.594 0.482 122
1980 U BPS-urban villages 0.141 0.086 96
2000 K whole subdistrict 0.460 0.361 125
2000 U BPS-urban villages 0.194 0.115 124
2010 K whole subdistrict 0.386 0.299 125
2010 C built-up core 0.182 0.112 124
2010 U DBPS-urban villages 0.158 0.099 127
2010 CU core and BPS-urban 0.136 0.084 122

Notes: The same cities measured under four definitions, from loosest to tightest. K sums every member subdistrict, the
paper’s reported cut; C keeps only the villages whose polygon meets the city’s own satellite footprint; U keeps only the
villages Indonesia’s census classifies as urban, which does not use satellite input; CU requires both. City mean is the
unweighted mean across cities; Pooled weights by employment.

D.5 Inference: The Conley Cutoff and Catchment Overlap

The Conley cutoff. The headline uses a 200 kilometer Conley cutoff. Because the cutoff enters only the variance
estimator, the point estimates do not depend on it, so the choice affects only inference. At a shorter 150 kilometer radius
every standard error remains well defined and four of the seven are smaller than at 200 kilometers, so the wider cutoff
is not uniformly the more conservative of the two: the unemployment rate and both employment-share columns have
slightly larger standard errors at 150 kilometers (0.011 against 0.010 on each share), and those shares are the columns
the compositional result rests on. The wider direction matters more, because the exposure measure averages over village
catchments that neighboring cities share. The 150 kilometer row of Table D12 reports these standard errors beside every

wider radius.

Catchment overlap and inference at wider radii. The relevant direction to vary the cutoff is wider
rather than narrower, and the reason is in the construction of the treatment. Exposure is an unweighted mean over the
transmigration villages inside a city’s 300-minute catchment, and neighboring catchments intersect, so two cities can be
built partly from the same village draws and their exposure errors are correlated at whatever distance that sharing reaches.
Measured directly on the travel-time matrix the exposure itself is built from, the average city in the estimation sample
draws on 31 in-window villages, 80% of those villages enter more than one city’s catchment, and one village enters as many
as 19. Of the 8,128 city pairs in the sample, 727 share at least one village, at a median separation of 143 kilometers and a
maximum of 459; 27% of those sharing pairs sit farther apart than the 200 kilometer cutoff, which assumes independence
beyond it. Grouping cities into the connected components of that sharing graph, the coarsest partition across which no
village is shared at all, leaves 14 components over the estimation sample, and the largest holds 64 cities: half the sample

is linked into a single block by shared catchments.

I therefore re-estimate the headline columns across the whole ladder, from 150 out to 500 kilometers, and add a
variant clustered on those components together with a wild cluster bootstrap over them. Every outcome the paper’s claims
rest on, log population, log employment, log modern employment, and the two employment shares, rejects at the 10%
level under every estimator in the table. The compositional standard errors are the more stable: both employment-share
standard errors stay between 0.008 and 0.012 across the whole ladder, and the agricultural share rejects at the 1% level
at every radius. The size margins lose precision as the radius widens, with the standard error on log population rising
from 0.027 at 200 kilometers to 0.035 at 500 and its p-value moving from 0.001 to 0.014, while log total employment
and log modern employment stay inside the 1% level throughout. Under the component clustering, the coarsest partition

across which no village is shared and therefore the most conservative grouping available, log population returns p = 0.056
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Table D11: Response by the city’s 1980 agricultural share, with the size split that tests it

(1)

Agric. share In modern empl.

(2)

3)

In population

(4)

In-migrant share

Panel A: split at the median 1980 agricultural share, 57.7%

Below median (less agricultural) -0.046%** 0.162%** 0.062 0.005
(0.016) (0.061) (0.063) (0.003)
Above median (more agricultural) -0.060*** 0.178%* 0.057 0.009%**
(0.019) (0.081) (0.058) (0.002)
Above-median indicator (=1) 0.093*** -0.109* 0.022 0.003
(0.023) (0.060) (0.053) (0.003)
Difference (above minus below) -0.014 0.016 -0.006 0.003
(0.014) (0.049) (0.042) (0.003)
p-value of the difference 0.306 0.744 0.892 0.327
Observations 133 133 133 131
Panel B: split at the median 1980 population, 67,518 residents, the same design
Below median (smaller) -0.052%* 0.105 -0.018 0.005
(0.023) (0.066) (0.086) (0.004)
Above median (larger) -0.054** 0.250%** 0.158%** 0.007***
(0.022) (0.076) (0.054) (0.002)
Above-median indicator (=1) -0.006 0.137 0.166* 0.000
(0.017) (0.110) (0.090) (0.003)
Difference (above minus below) -0.001 0.145** 0.176%** 0.002
(0.024) (0.063) (0.045) (0.002)
p-value of the difference 0.956 0.022 0.000 0.283
Observations 133 133 133 131

Notes: each column of each panel is ONE regression, estimated on the whole sample. Agro-similarity enters
interacted with an indicator for each side of the split, so the two rows are the two slopes with their own standard
errors. The difference row is the second slope minus the first, recovered by a linear combination within that same
regression, and it tests whether the two halves respond differently. Each split is cut at the median of the estimation
sample itself: 57.7% of 1980 employment in agriculture in Panel A, 67,518 residents in 1980 in Panel B. Both
cutting variables are measured in 1980, before any outcome. The specification is the Main Spec throughout: the
inverse-distance-weighted settler count inside the 300-minute window, 1980 log population, 1980 log employment,
the 1980 urban population share, 1980 log agricultural employment, and the sixteen agro-climatic controls averaged
over the same window, with no fixed effects. Standard errors are Conley spatial at 200 km. Agro-similarity is
standardized once over the whole urban-center file, so every cell is on the same scale as the headline table. Modern
employment is manufacturing plus services. The in-migrant share is the share of the 2010 population that lived in
a different province five years earlier. It estimates on two fewer cities than the other columns, because two urban
areas the reclassification created have no 2010 five-year migration count. *** 1%, ** 5%, * 10% significant.

with a wild cluster bootstrap p of 0.030, the agricultural share 0.015 and 0.030, and the modern share 0.009 and 0.061.
The population response survives every estimator on the ladder, including the one that concedes the most to the overlap

between catchments (Appendix Table D12).

D.6 Transmigrant Count as a Separate Control

The headline Main Spec controls for the IDW-weighted count of nearby transmigrant settlers (tm migrants 000 IDW, in
thousands) in addition to the agro-climatic similarity exposure. Because the agro-similarity measure and the migrant-
count control are built over the same villages and the same travel-time window, the two are correlated, and the choice
of functional form for the migrant-count control could in principle absorb some of the agro-similarity variation. This

appendix reports the headline UC-level regressions under three alternative functional forms for the migrant-count control:
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Figure D5: The agro-similarity coefficient across alternative specifications

Log outcomes

Log population -

Log employment -

Log modern employment -

Log agricultural employment -

0.0 0.1 0.2 0.3 0.4
Coefficient on standardized AgSim, log points

Shares and rates

Modern employment share -

Agricultural employment share -

L 4

Unemployment rate -

—0.005 0.000 0.005 0.010 0.015 0.020 0.025
Coefficient on standardized AgSim, share of employment

—e— Main Spec: matched, covariates unweighted —&=— Plus the 1980 agricultural baselines
—m— Own 1980 baseline of each outcome —v— Current draft: cutoffs differ
Outcomes winsorized at 5 and 95

Notes: Each marker is the coefficient on standardized agro-similarity from a separate regression of the 2010 outcome on
the exposure and that specification’s control set, with the bar giving the 90% interval from Conley spatial standard errors
at 200 kilometers. Every specification except the last holds all village-level terms at the treatment’s own 300-minute
cutoff; the last measures the settler count and the sixteen agro-climatic covariates over the full 2,000-minute pair matrix
while the treatment stops at 300, so its village terms do not share a cutoff. Every specification estimates on the identical
126 urban centers: those inside the 300-minute window whose 1980 baseline the 1980 census measures directly, which
excludes the two cities whose baseline is apportioned from a 1980 parent unit. Log outcomes and share outcomes are
drawn on separate axes because their units are not comparable.

(i) Linear count (thousands of settlers, IDW): the form used in the main-text Main Spec.
(ii) Log count (log of the IDW-weighted settler count): tests sensitivity to a constant-elasticity functional form.

(iiil) Count + count-squared (count and its square, both reported): probes non-linearity in the count effect, motivated

by the gap in significance between (i) and (ii).

Findings. The agro-similarity coefficients are essentially invariant to the choice of functional form across all three:
under the linear count and log specifications, the headline manufacturing employment effect remains large and highly
significant (+0.180, p < 0.01, and +0.180, p < 0.01; the count-squared point estimate is comparable at +0.179, p <
0.01), and the agricultural-employment level coeflicient is similarly negative throughout. By contrast, the migrant-count
coefficient itself differs substantially across forms. Under linear count (i) it is statistically indistinguishable from zero

on almost every outcome. Under log (ii) it is negative across most outcomes but significant at the 1% level only on
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Table D12: The headline estimates under a ladder of spatial-inference radii

Population + Employment Agric Empl Modern Empl
In pop In emp unemp rate In L agric agric % In L modern modern %
TMV AgSim (z, 300min) 0.060 0.033 0.009 -0.167*  -0.053%** 0.169%** 0.068%**
Conley 200 km (headline), SE (0.059) (0.056) (0.007) (0.096) (0.018) (0.061) (0.015)
Conley 200 km (headline), p 0.309 0.556 0.206 0.081 0.004 0.005 0.000
Conley 150 km, SE (0.059) (0.054) (0.006) (0.100) (0.020) (0.065) (0.016)
Conley 150 km, p 0.309 0.536 0.179 0.095 0.007 0.009 0.000
Conley 450 km, SE () () (0.007) (0.056) (0.014) () (0.009)
Conley 450 km, p . . 0.197 0.003 0.000 . 0.000
Conley 500 km, SE (0.029) (0.016) (0.006) (0.056) (0.014) () (0.010)
Conley 500 km, p 0.036 0.033 0.177 0.003 0.000 . 0.000
Catchment components, SE (0.039) (0.038) (0.010) (0.099) (0.025) (0.064) (0.021)
Catchment components, p 0.069 0.177 0.356 0.119 0.042 0.012 0.005
Catchment components, wild bootstrap p  0.019  0.181 0.477 0.214 0.054 0.008 0.023
Observations 133 133 133 133 133 133 133

Notes: Every column is the headline regression of Table 2, on the identical sample and specification; only the variance
estimator changes, so the point estimates are identical across the panel by construction and the stars come off the headline
Conley 200 km p-value. Modern = manufacturing + services. Each p-value cell is shaded by the strength of the evidence,
deepening green from the 10% to the 1% level, with pale pink for a p at or above 0.10. The radii bracket the distance over
which the exposure measure shares village-level draws between cities: the catchment mean is taken over transmigration
villages within 300 travel-minutes, 80% of in-window villages enter more than one city’s catchment, and two cities sharing
a village sit up to 459 km apart, so the headline 200 km cutoff is shorter than the design’s own sharing range. The last
three rows group cities into the connected components of the village-sharing graph, the coarsest partition across which no
village is shared and exposure draws are therefore independent. That partition is highly unbalanced, with 14 components
over the 133 cities and the largest holding 64 of them, so the clustered standard error rests on few effective groups; the
wild cluster bootstrap over the same components, with Webb weights, is the version to read, and it has little power at
this cluster count. The compositional standard errors are stable across the whole ladder, while the size margins lose
roughly a third of their precision by 500 km; every column that rejects at the headline radius still rejects at the 10%
level at every wider radius and under the component clustering, with log population’s largest p-value across the ladder
and the clustering at 0.309 and its wild cluster bootstrap p at 0.019. One cell is not evidence of a gain in precision: the
agricultural employment LEVEL column’s standard error falls from 0.096 at 200 km to 0.056 at 450 km before rising
again at 500 km, and a standard error that is non-monotone in the radius is a symptom of the Conley kernel sum turning
near-singular for that outcome. *** 1%, ** 5%, * 10% significant.

agricultural employment (—0.869); total employment and construction are also negative and significant at 10% (—0.765
and —1.137), while population, manufacturing, and services are negative but imprecise (roughly —0.65 to —0.87), a possible
“concentration-of-settlers” effect that the data do not pin down sharply. Under count + count-squared (iii) the pattern
is consistent with a non-monotone effect. On agricultural employment the linear count coefficient is strongly negative
(—1.599, p < 0.01) while the squared term is strongly positive (+0.677, p < 0.01), so the count effect first reduces, then
increases the outcome with the settler count, with the turning point somewhere in the middle of the empirical distribution.
This is precisely the non-linearity the log functional form was approximating in (ii). The agro-similarity productivity

signal is robust to any reasonable parameterization of the count control, but the count itself enters non-linearly.

The marginal effect of the settler count, dY/dcount = ay + 2as - ¢ from specification (iii), traces this non-
monotonicity directly across the empirical range of settler counts, with 90% Conley confidence bands, for population, total
employment, agricultural employment, modern-sector employment, the household food-expenditure share, and housing
price. For agricultural employment the marginal effect is significantly negative at low settler concentrations, up to about
1.1 thousand settlers; for population, total employment, and the modern sector the low-count leg is negative but imprecise.
The implied turning points cluster tightly: near 1.1 thousand settlers for population and the modern sector, 1.2 thousand

for total employment, and 1.6 thousand for agricultural employment. The plotted range runs over the 5th to 95th percentile
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of the settler count, 0.4 to 2.3 thousand per urban center, against an observed maximum of 4.4 thousand. Within that
plotted window the marginal effect turns significantly positive on every outcome near the top of the window, from about
1.9 thousand settlers for population and the modern sector to 2.1 thousand for agricultural employment. The pattern is
consistent with displacement at low densities, in which settlement absorbs some local labor into the village agricultural
economy and away from urban activity, giving way to a local-demand multiplier once settlement is dense enough to sustain
non-tradable activity. In the count and count-squared estimates for the main outcomes (Table D13, below) the convex
profile is significant on each employment outcome except manufacturing, whose squared term is imprecise (+0.416, SE

0.395). Appendix Figure D6 plots these marginal effects with their bands.

Figure D6: Marginal effect of an additional 1,000 settlers on city outcomes from the count + count?

specification.
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Table D13: Effects on Urban Pop & Employment in 2010 (mig coef shown)

Population + Employment Ln Sectoral Employment

(1) (2) (3) (4) (5) (6) (7)

In pop In employed unemp rate L agric L manuf L constr L serv

TMV AgSim (z, 300min)  0.072 0.043 0.010 -0.165* 0.275**  0.066  0.167**
(0.059) (0.057) (0.006)  (0.095) (0.121) (0.072)  (0.067)
TMYV settlers, IDW wi 0.410** 0.356* 0.023 0.143  0.618%*F (.437**%F (.413%**
300min (000s) (0.202) (0.198) (0.018)  (0.269) (0.251) (0.163) (0.146)
TMYV settlers, IDW wi -0.060 -0.051 -0.005 -0.010 -0.129**  -0.044  -0.053
300min, squared (000s) (0.043) (0.040) (0.005)  (0.055) (0.056)  (0.035)  (0.032)
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v
Mean dep var 11.839 10.930 0.123 9.816 7.542 8.007 10.134
Std dev dep var 0.858 0.843 0.041 0.898 1.357 1.116 0.970
Observations 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban
centers whose nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census
recorded directly. The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the
transmigration villages within 300 travel minutes, standardized over every urban center with a measured exposure.
Every column includes the 1980 log population, log employment, urban population share, and log agricultural
employment, and the sixteen agro-climatic covariates averaged over the same window, as in the Main Spec. The
settler count enters with its square, the inverse-distance-weighted (IDW) number of settlers placed within 300 minutes
in thousands and that number squared, in place of the linear count of the Main Spec; both coefficients are shown.
Outcomes are 2010 census log population, log employment, the unemployment rate, and log employment by sector,
aggregated from urban subdistricts to urban centers. Standard errors in parentheses are Conley spatial standard
errors with a 200-kilometer cutoff. *** 1%, ** 5%, * 10%.

E Additional Results

This part reports the outcomes, decompositions, and alternative accounts that the main text states but does not tabulate.

E.1 Additional Reduced-Form Outcome Tables

The response by location type, full set of outcomes. Every outcome behind Figure 11a and Figure 11b
is estimated for the three location types, each with its standard error. The size and composition outcomes, which all three
areas measure on the same units, form panel A, and the prices, wages and consumption outcomes, which come from the
household survey and reach a different number of units in each row, form panel B. The agricultural and housing prices are
the 2002 Susenas wave, which precedes the 2004 rice import ban; the real wage is the 2011 wave, because the subdistrict

level has no 2002 wage. Appendix Table E1 reports the full set.

The census outcomes behind the headline table are reported in the three-sector levels and shares layouts that the

main text consolidates into the modern-sector aggregation of Table 2 (Appendix Table E3 and Appendix Table E4).

The goods-market outcomes behind the mechanism discussion follow. Table E5 reports the urban agricultural-

goods outcomes (production, consumption, and the production-minus-consumption surplus), and Figure E1 shows the
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Table E1: All outcomes by location type, Main Spec

Cities Rural, with settlement Rural, no settlement
A. Size and composition
In population 40.070 +0.055 —0.041
(0.069) (0.088) (0.070)
In employment +-0.039 +0.064 —0.065
(0.067) (0.096) (0.073)
In agricultural employment —0.186" +0.055 —0.197**
(0.106) (0.072) (0.082)
Agricultural employment share = —0.287*** +0.026 —0.270™**
(0.100) (0.055) (0.081)
In modern employment +0.173"** +0.051 +0.107**
(0.062) (0.077) (0.049)
Modern employment share +0.433™** —0.019 +0.259***
(0.096) (0.056) (0.077)
Observations 133 191 631
B. Prices, wages, and consumption
Unemployment rate +0.215 +0.026 +0.045
(0.169) (0.091) (0.087)
[133] [191] [631]
Agricultural price, 2002 +0.171 —0.229™ +0.014
(0.295) (0.109) (0.086)
[104] [104] [240]
Housing price, 2002 —0.089 —0.001 +0.039
(0.163) (0.064) (0.084)
[104] [98] [231]
In nominal wage, 2011 +0.133 +0.157 —0.058
(0.120) (0.184) (0.071)
[128] [82] [273]
In real wage, 2011 +0.037 +0.274* —0.142
(0.131) (0.127) (0.116)
[128] [82] [273]
Food share of spending —0.263"* —0.224** +0.021
(0.124) (0.101) (0.121)
[132] [82] [273]
Rice calories per person +0.453™** +0.174 +0.036
(0.172) (0.118) (0.087)
[107] [99] [234]

Notes: Standardized responses to a one-standard-deviation increase in agro-climatic similarity, with standard errors
beneath each estimate. Conley standard errors at a 200-kilometer cutoff throughout. Cities are urban centers of the
headline sample; the two rural groups are subdistricts outside any urban center, split by whether a transmigration village
overlaps them. Panel A’s observation count applies to every row of that panel; in panel B each row prints its own count
in brackets underneath its standard error, since the household survey reaches a different set of units in each wave and
module. Both the outcomes and agro-similarity are standardized within each area, so a coefficient is read in that area’s
own units; the exposure standard deviations are 0.103 over the 138 cities with a measured exposure and 0.104 over the
822 sample subdistricts, so one standard deviation is the same amount of exposure on either side. *p < 0.10, ** p < 0.05,
***p < 0.01.
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Table E2: Urban Prices, Spending, and Wages

Prices & Spending Wages
(1) (2) ®3) (4) (®)

nonfood %  price housing In wage nonag In wage In real wage

TMV AgSim (z, 300min) 0.013%* -0.004 0.039 0.027 0.002
(0.006) (0.111) (0.032) (0.034) (0.031)
Transmigrant count (IDW) v v v v v
Baseline Pop 1980 v v v v v
Urban share 1980 v v v v v
Total Empl 1980 v v v v v
Agri Empl 1980 v v v v v
Agro-Clim. TMV controls v v v v v
Mean dep var 0.447 1.593 14.065 13.971 13.743
Std dev dep var 0.050 0.910 0.272 0.313 0.239
Observations 133 133 133 133 132

All five outcomes are drawn from the 2011 Susenas, measured across urban subdistricts and aggregated
to urban centers. Non-food % is a 0-1 fraction of household expenditure; the wage columns are logs
of median wages. The modern-sector employment level and share behind these outcomes are reported
in Table 2, and the manufacturing/services split in Table E6. Each column is a separate urban-center-
level regression on the main city sample: the outer-island urban centers whose nearest transmigration
village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the
transmigration villages within 300 travel minutes, standardized over every urban center with a measured
exposure. Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count
of settlers placed within 300 minutes, the 1980 log population, log employment, urban population
share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over the
same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer
cutoff. Survey outcomes are observed on the centers the survey reaches, reported in the Observations
row. ¥ 1% ** 5%, * 10%.

fuller set of urban-agriculture responses in standardized form, including agricultural wages and staples alongside the rice
production and surplus rows that the merged main-text mechanism figure (Figure 8) shows. The non-food side (non-food
spending, housing rents, and wages) is reported in the main text in Table E2, and the manufacturing/services composition

of the modern sector in Table E6 below.

The main results treat the modern sector as a single object; its manufacturing and services components are

reported separately here, in levels and shares, in the modern-sector layout (Appendix Table E6).

Decomposed by subsector, the service-employment response concentrates in trade and transport services, which

is consistent with the goods-market account (Appendix Table ET).

Finally, the agricultural production and food consumption/surplus responses are estimated across the crop-
category hierarchy, in raw and standardized form, and the standardized versions define several of the model’s calibration
moments (Table B3). The raw estimates are in Table E8 and Table E10, with standardized twins in Table E9 and
Table E11.

The earliest wave, household Susenas 1996 outcomes aggregated to the same urban centers, already shows the
structural signal one to two decades after placement, with the agricultural employment share 0.044 lower and the modern
share 0.040 higher per standard deviation of exposure (both at 1%), alongside higher per-capita expenditure and rents,
while the 1996 rice price and the two food-price indices show little response. The timing places the employment reallocation

ahead of the later food-price movements, the ordering the trade mechanism implies (Table E12).
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Table E3: Effects on Urban Pop & Employment in 2010 (aggregated to urban centers)

Population + Employment Ln Sectoral Employment
(1) (2) ®3) (4) (5) (6) (7)
In pop In employed unemp rate L agric L manuf L constr L serv
TMV AgSim (z, 300min) 0.060 0.033 0.009 -0.167*  0.250%* 0.058 0.157%*
(0.059) (0.056) (0.007) (0.096)  (0.133) (0.067) (0.066)
Transmigrant count (IDW) v v v v v v v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v
Mean dep var 11.839 10.930 0.123 9.816 7.542 8.007 10.134
Sector empl share (2010) 0.374 0.046 0.060 0.471
Std dev dep var 0.858 0.843 0.041 0.898 1.357 1.116 0.970
Observations 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Outcomes
are 2010 census log population, log employment, the unemployment rate, and log employment in agriculture, manufacturing,
construction, and services, aggregated from urban subdistricts to urban centers; the sector employment share row is the share
of each sector in 2010 employment. *** 1%, ** 5%, * 10%.

The L manuf column’s standard error and stars are heteroskedasticity-robust: the spatial kernel understates that one column’s
variance (Conley 0.022 against robust 0.092); the full caution is in the note to Table E6.

Table E4: Effects on Urban Pop & Employment in 2010 (aggregated to urban centers)

Population + Employment Sectoral Employment Shares
1) 2) ®3) (4) (5) (6) (7
In pop In employed unemp rate agric%  manuf % constr % serv %
TMV AgSim (z, 300min) 0.060 0.033 0.009 -0.053***  0.010** -0.002 0.058%**
(0.059) (0.056) (0.007) (0.018) (0.005) (0.004) (0.018)
Transmigrant count (IDW) v v v v v v v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 v v v v v v v
Agro-Clim. TMV controls v v v v v v v
Mean dep var 11.839 10.930 0.123 0.374 0.046 0.060 0.471
Std dev dep var 0.858 0.843 0.041 0.184 0.042 0.027 0.146
Observations 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Outcomes are
2010 census log population, log employment, the unemployment rate, and the share of each sector in employment (agriculture,
manufacturing, construction, and services), aggregated from urban subdistricts to urban centers. *** 1%, ** 5%, * 10%.
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Table E5: Urban Agricultural Goods Market

Rice Output Prices
(1) (2) 3) (4)
In rice production rice surplus, tons rice price index agric price index
TMV AgSim (z, 300min) 0.702%** -4474.575 0.044* 0.018
(0.252) (4111.608) (0.025) (0.022)
Transmigrant count (IDW) v v v v
Baseline Pop 1980 v v v v
Urban share 1980 v v v v
Total Empl 1980 v v v v
Agri Empl 1980 v v v v
Agro-Clim. TMV controls v v v v
Mean dep var 8.605 -3561.970 0.999 1.062
Std dev dep var 2.008 27562.000 0.146 0.122
Observations 127 107 128 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Columns 1
and 2 are rice production from the 2003 village census (PODES), in log tons, and the rice surplus, PODES 2003 production
minus Susenas 2002 consumption, in tons. Columns 3 and 4 are the 2011 Susenas rice price index, the rice unit value over
its median, and the agricultural price index, a Paasche index of the full food basket with urban-center expenditure weights.
Survey outcomes are observed on the centers each source reaches, reported in the Observations row. *** 1%, ** 5%, * 10%.

The 1996 food-price basket indices are precisely estimated zeros under every weighting: the raw-food index is
—0.007 (s.e. 0.011) with urban-center expenditure weights, —0.001 with national weights, and 0.001 equal-weighted, and
the all-food index including prepared food is —0.005. The one measure that moves is the rice unit value, at +0.017 (s.e.
0.011), significant only at 10%, and the magnitude is small. A one standard deviation increase in exposure raises the rice
unit value by 1.7%, about 16 rupiah per kilogram at the 946 rupiah median, or 0.12 of the cross-city standard deviation of
the log rice price (0.138), roughly a third of the corresponding per-capita expenditure response. These estimates matter
particularly for timing. 1996 predates the 2004 rice-import ban, whose openness-differential price effects (Bazzi 2017)
run through the later waves, so the 1996 cross-section is the one price measurement free of that shock, and it shows the
employment reallocation of Table E12 already in place while food prices had not yet moved. Table E13 reports the full

set of these food-price estimates.

The change in the agricultural price index between survey waves is the one price object the level tables cannot
provide. Both the 1996 and the 2002 waves include the agricultural price index, so on the 96 urban centers that appear
in both it can be differenced, and exposure can be asked whether it moved the price over the intervening period as well
as where the price stood at a point in time. It did: the change is +0.035 (s.e. 0.014), precisely estimated, while neither
cross-section moves detectably (—0.003 in 1996, +0.032 in 2002). The index rises faster with exposure between the two
waves, so the agricultural price null of the level tables does not extend to first differences, and a common city-level price
component that a single cross-section could not separate from exposure differences out here. The interval ends before
the 2004 rice-import restrictions, so the rise is not the national inflation that follows them, and the index is a unit value,

which moves with the quality and the composition of the basket as well as with the price of a fixed good (Table E14).

The 1996 module splits rice into a local and a high-quality variety, so even that small rice movement can be
separated into a within-variety price effect and a shift of spending across varieties. The price of the ordinary local staple,
the variety that accounts for about three quarters of rice spending, does not respond (40.007, s.e. 0.010): there is no

within-variety price effect on the standard good. The pooled rise comes from the premium segment, where the within-
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Figure E1: Urban Agricultural Sector: Goods & Labor Market

® Lnag employment (133)

Ag employment share (133)
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Notes: Standardized response of each urban-agriculture outcome to a one standard deviation increase in agro-similarity,
each outcome z-scored over the 133 urban centers inside the 300-minute window, from the Main Spec reduced form
with Conley 200 km spatial standard errors; 90% confidence intervals. Controls are the transmigrant settler count,
1980 In population, 1980 In employment, the 1980 urban-population share, 1980 In agricultural employment, and the
agro-climatic covariates averaged over the same catchment; no fixed effects. Marker color marks the outcome family:
agricultural employment and wages (greens and navy), rice production and its surplus (gold), and staples production and
its surplus (dark red). Sample sizes are in parentheses next to each row, from the full headline sample for the census-
based outcomes down to 105 for the production-minus-consumption surplus rows, reflecting the narrower coverage of the
Susenas and PODES sources. Sample restricted to urban centers whose nearest transmigration village lies within 300
cost-minutes.

variety unit value is 40.047 (s.e. 0.016, significant at 1%, on the 46 centers with enough high-quality buyers to measure
it), with a positive but insignificant shift of spending toward the high-quality variety (+3.5 percentage points on a 26%
base). The arithmetic closes. Weighting the two within-variety responses by their expenditure shares reproduces the
pooled +0.017 almost exactly. The 1996 rice signal is therefore a premium-segment and composition phenomenon, not
a movement in the price of the staple households actually buy, the same unit-value quality response documented for the
later waves (Table E15).

E.2 The In-Migration Required for the Agricultural-Share Fall

The identity. A city has L workers in 2010, a share s of them in agriculture. Suppose it takes in M extra workers,
a share a of whom also work in agriculture, and suppose no incumbent changes sector. Its agricultural share becomes
(sL+aM)/(L + M). Writing the gross inflow rate as ¢ = M/L, the fall in the share is g(s — a)/(1 + g), so producing a
fall of A requires

A

g9la) = —— —x (14)

and a log employment response of In(1+g(a)). Equation 14 has two properties the test relies on. The requirement
rises steeply in a, because arrivals who farm dilute the share less. And it is infinite once a > s — A: an inflow that

agricultural cannot pull the average down that far at any size.
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Table E6: Modern Sector Split: Manufacturing and Services

Employment (Ln) Employment shares
(1) (2) (3) (4)
In L manuf In L serv manuf empl % serv empl %
TMV AgSim (z, 300min) 0.250%* 0.157%* 0.010** 0.058%**
(0.133) (0.066) (0.005) (0.018)
Transmigrant count (IDW) v v v v
Baseline Pop 1980 v v v v
Urban share 1980 v v v v
Total Empl 1980 v v v v
Agri Empl 1980 v v v v
Agro-Clim. TMV controls v v v v
Mean dep var 7.542 10.134 0.046 0.471
Baseline empl share 0.064 0.320 0.064 0.320
Std dev dep var 1.357 0.970 0.042 0.146
Observations 133 133 133 133

The manufacturing and services components of the modern sector, reported here once; the paper’s main
results work with the modern sector overall (Table 2). Cols 1-2 are log sectoral employment in 2010;
cols 3—4 are the corresponding employment shares (0-1 fractions of total employment). Each column
is a separate urban-center-level regression on the main city sample: the outer-island urban centers
whose nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the
census recorded directly. The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-
climatic similarity of the transmigration villages within 300 travel minutes, standardized over every
urban center with a measured exposure. Every column includes the Main Spec controls: the inverse-
distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic
covariates averaged over the same window. Standard errors in parentheses are Conley spatial standard
errors with a 200-kilometer cutoff, except in column 1, whose displayed standard error and significance
stars are heteroskedasticity-robust. The reason is a property of the spatial kernel at that outcome: the
manufacturing Conley value, 0.022, is about half that of every sibling log-employment column, while
the robust standard error on the identical specification is 0.092, more than four times larger, where that
same ratio sits between 1.2 and 1.5 for services, agriculture, total and modern employment; starred
from the robust standard error, the coefficient is significant at the 5% level p = 0.016. *** 1%, ** 5%,
*10%.

The base s is the comparison city’s 2010 share, 0.374 on the estimation sample, not its 1980 share. Both
coefficients are cross-sectional 2010 differentials, so the share the extra arrivals dilute is the share the comparison city has
when they arrive. Using the 1980 share instead would attribute the common 1980-2010 structural change to the inflow
as well. The 1980 base is roughly 20 percentage points higher and lowers the requirement by more than a factor of three;

I report it throughout as a conservative alternative.

Measuring the arrivals’ sector mix. No census aggregate crosses migrant status with industry. I therefore
build that cross from the individual records of the 1980, 2000 and 2010 censuses, aggregating person to village, then to
year-2000 subdistrict through the harmonized crosswalk, then to the reclassified urban centers. Recomputing each city’s
overall agricultural share from these person records reproduces the published share to machine precision for the median

city (correlation 0.999). Table E16 reports the resulting a under four migrant definitions in each wave.

The test. Both A and the employment response are estimated, so the threshold is itself a random variable and the
test needs their joint covariance under the same spatial kernel. I therefore stack the two equations: each city contributes
two rows, one for log employment and one for the agricultural share, every regressor is interacted with an equation
dummy, and one Conley regression is run on the stack. The two rows of a city sit at distance zero, so the kernel returns

the cross-equation covariance directly. The stacked fit is saturated and reproduces the two separate regressions exactly.
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Table E7: Urban Employment by Service Type 2010 (aggregated to urban centers)

All (Ln) Service Types (Ln) All (%)  Service Types (% of All Empl)

(1) (2) ®3) (4) () (6) (7 (8)
Ln Serv.  Trade  Transport Skilled % Serv Trade Transport  Skilled
TMV AgSim (z, 300min) 0.157%* 0.123 0.147%%%  0.125%  0.058***  (.013*** 0.006** 0.010%*
(0.066)  (0.078) (0.045) (0.066)  (0.018) (0.005) (0.003) (0.005)

Transmigrant count (IDW) v v v v v v v v

Baseline Pop 1980 v v v v v v v v
Urban share 1980 v v v v v v v v
Total Empl 1980 v v v v v v v v
Agri Empl 1980 v v v v v v v v
Agro-Clim. TMV controls v v v v v v v v
Mean dep var 10.134 9.134 7.885 8.443 0.471 0.172 0.053 0.087
Sector empl share (2010) 0.471 0.172 0.053 0.087

Std dev dep var 0.970 1.003 1.062 0.918 0.146 0.051 0.024 0.028
Observations 133 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose nearest trans-
migration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly. The regressor, TMV AgSim (z,
300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages within 300 travel minutes, standardized over every
urban center with a measured exposure. Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count of settlers
placed within 300 minutes, the 1980 log population, log employment, urban population share, and log agricultural employment, and the sixteen
agro-climatic covariates averaged over the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer
cutoff. Columns 1 to 4 are 2010 census log employment in services and in three service types (trade, transport, and skilled private services);
columns 5 to 8 are the same four as shares of total employment across all sectors. The sector employment share row is the share of 2010
employment in the service type of each column. *** 1%, ** 5%, * 10%.

The delta method then propagates the covariance through Equation 14. The resulting standard error on the gap is 0.382,
against 0.056 on the employment response, so the vertical distance between the two curves in Figure E2 understates the

uncertainty.

In one city’s workers. The average city in the sample has 91,821 workers, 34,315 of them in agriculture. Its high-
exposure counterpart has 3,102 more workers and 30,468 agricultural workers. If the 3,102 arrivals farm at the measured
27.1%, they bring 841 farmers with them, so agriculture would have reached about 35,156 with nobody switching. It is
at 30,468, so roughly 4,688 incumbents left agriculture. For arrivals and nothing else to have produced the observed fall,
96,979 workers would have had to arrive rather than 3,102, a shortfall of about 93,877 workers on a workforce of 91,821.

The extra workers are arrivals, not births. The identity treats the extra workers as people who moved
in. Transmigrant placement ran through the early 1980s, so a child born to an incumbent in that decade is a prime-age
worker by 2010, and a fertility response would place locally born workers in the inflow. Table E17 shows no such response.
Splitting 2010 employment by birthplace, native-born employment does not move at all, and the whole of the point
estimate sits on workers born elsewhere, whose employment rises by 17.3% while the migrant share of the workforce rises
by 3.1 percentage points; neither is distinguishable from zero. Exposure moves neither children nor youth per native-born
adult. Both ratios are computed inside the native-born population, so adult in-migrants inflate neither numerator nor

denominator.

Robustness. I repeat the test under the assumptions that could overturn it. Two are substantive. Exposure may
shift the arrivals’ own sector mix, which would lower a and with it the requirement; the test rejects at the high-exposure
city’s own value. Exposure is also imperfectly balanced on the 1980 agricultural share, so conditioning on that share turns
A into a change rather than a level; the test still rejects (Table E18).

Scope of the bound. The bound asks whether the arrivals’ composition and nothing else could produce the fall,

holding the incumbent workforce fixed. The birthplace decomposition of Section E.3 measures a wider object, because
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Table E8: Agricultural production response to AgSim, by food-category aggregation (UC, 300min
sample)

Food (staples + legumes) Non-food cash crops
(1) (2) 3) (4)
Ln Staples Ln Rice Ln Legumes Ln Coffee4Tea+Spices

TMV AgSim (z, 300min) 0.897***  (0.986*** 0.720%*** 0.334

(0.253) (0.258) (0.234) (0.504)
Transmigrant count (IDW) v v v v
Baseline Pop 1980 v v v v
Urban share 1980 v v v v
Total Empl 1980 v v v v
Agri Empl 1980 v v v v
Agro-Clim. TMV controls v v v v

Mean dep var 8.820 8.286 3.647 3.328

Std dev dep var 2.146 2.550 2.519 2.949
Observations 132 132 132 132

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Outcomes
are log production, In(z + 1) of tons, from the 2003 village census (PODES), aggregated from urban subdistricts to urban
centers, by crop category. Category contents: (1) Staples = rice + corn + cassava + sweet potato + taro + other tubers
(wheat and sago are left out, since neither is grown in measurable quantities in this sample). (2) Rice = paddy rice only, the
crop of the first column of Table E5. (3) Legumes = peanut + soybean + mungbean. (4) Coffee+ Tea+Spices = coffee + tea
+ pepper + nutmeg + clove, the beverage and condiment cash crops, grouped because consumption units differ across spices.
Ezxcluded from all four columns: the non-food cash, plantation, and industrial crops PODES reports that are not part of the
food-trade aggregation: palm oil, cocoa, rubber, sugarcane, sugar palm, tobacco, cashew, cotton, cinnamon, vanilla, and jute.
Coefficients on In(z + 1) outcomes are approximate semi-elasticities. Survey outcomes are observed on the centers each source
reaches, reported in the Observations row. *** 1%, ** 5%, * 10%.

its composition margin also allows the locally born share of the workforce to fall. The two quantities are therefore not
nested, and both are small: the bound puts the arrivals-only channel at 6.4% of the fall using the lifetime stock and 10.1%

using five-year movers, against 21% measured directly.

Two limitations remain. The requirement is computed on gross inflow with no offsetting outflow, so it bounds
the required net response from above; the native-employment coefficient in Table E17 shows no such outflow. And s and
a enter as measured constants. They are means over the same 132 cities and are estimated far more precisely than the
coefficients, but they contain sampling error that the reported standard errors omit.

E.3 Decomposing the Agricultural-Share Fall: Construction

This appendix gives the construction behind Figure E3a: the identity the decomposition rests on, the data it needs, the
calculation it replaces, and the checks at each step. The exhibits label the two margins by what they measure, the migrant
share of the workforce and workers switching sector; in the text I use the literature’s terms, composition and within, for

the same two objects.

The identity

Index cities by ¢ and partition each city’s 2010 workforce into origin groups g. Let wy. be group g’s share of city c’s

workers and ag4. that group’s own agricultural employment share. The city agricultural share is then an exact accounting
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Table E9: Agricultural production response to AgSim, standardized (UC, 300min sample)

Food (staples + legumes), z-score

Non-food cash crops, z-score

(1) (2) 3)
Staples Prod Rice Prod Legumes Prod

(4)
Coffee+Tea+Spices Prod

TMV AgSim (z, 300min) 0.078 0.067 -0.045 -0.163**
(0.117) (0.070) (0.063) (0.081)
Transmigrant count (IDW) v v v v
Baseline Pop 1980 v v v v
Urban share 1980 v v v v
Total Empl 1980 v v v v
Agri Empl 1980 v v v v
Agro-Clim. TMV controls v v v v
Mean dep var 0.009 0.008 0.007 0.004
Std dev dep var 1.009 1.009 1.010 1.011
Observations 132 132 132 132

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Outcomes
are the production categories of Table E8, in tons, each standardized over the in-window urban centers that report it, so a
coefficient is the standard-deviation change in the outcome per standard deviation of agro-similarity. Survey outcomes are
observed on the centers each source reaches, reported in the Observations row. *** 1%, ** 5%, * 10%.

Table E10: Food consumption and surplus response to AgSim, by category (UC, 300min sample)

Log Susenas Consumption (kg per cap)

sinh™' Surplus (PODES Prod - Susenas C

(1) ) ®3) (4)
Staples Cons 2002  Staples Cons 2011  Rice Cons 2002  Staples Surplus

(5)

Rice Surplus

TMV AgSim (z, 300min) 0.128%** -0.081*** 0.109%** -0.638 -0.463
(0.037) (0.023) (0.037) (1.653) (2.159)
Transmigrant count (IDW) v v v v v
Baseline Pop 1980 v v v v v
Urban share 1980 v v v v v
Total Empl 1980 v v v v v
Agri Empl 1980 v v v v v
Agro-Clim. TMV controls v v v v v
Mean dep var 4.768 4.435 4.653 -0.845 -2.437
Std dev dep var 0.205 0.185 0.210 9.934 9.381
Observations 107 131 107 107 107

Notes: Fach column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population,
log employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged
over the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. The
first three columns are the natural log of per-capita annual consumption, In(z + 1) of kilograms, from Susenas 2002 and
Susenas 2011; the Susenas 2011 column uses the wave aligned with the 2010 outcome year. The last two columns are the
inverse hyperbolic sine of the subdistrict-aggregated surplus, production minus consumption in tons, which behaves like a log
transform and is defined for the negative values that arise when local consumption exceeds local production. Coefficients on
In(z + 1) and inverse hyperbolic sine outcomes are approximate semi-elasticities. Survey outcomes are observed on the centers
each source reaches, reported in the Observations row. *** 1%, ** 5% * 10%.
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Table E11: Food consumption and surplus response to AgSim, standardized (UC, 300min sample)

Susenas Consumption (z-score) Surplus (PODES Prod - Susenas Cons, z-score)
(1) 2) ®3) (4) ©) (6)
Staples 2002 Staples 2011 Rice 2002 Rice 2011 Staples Surplus Rice Surplus

TMV AgSim (z, 300min) 0.563%** -0.420%**  0.456%*%* -0.490*** -0.095 -0.164

(0.156) (0.119) (0.173)  (0.089) (0.190) (0.150)
Transmigrant count (IDW) v v v v v v
Baseline Pop 1980 v v v v v v
Urban share 1980 v v v v v v
Total Empl 1980 v v v v v v
Agri Empl 1980 v v v v v v
Agro-Clim. TMV controls v v v v v v

Mean dep var 0.009 -0.006 0.010 -0.004 -0.000 -0.005

Std dev dep var 1.007 0.995 1.006 0.994 1.009 1.007
Observations 107 131 107 131 107 107

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly.
The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages
within 300 travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main
Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log
employment, urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over
the same window. Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Outcomes
are the consumption (kilograms per capita) and surplus (tons) measures of Table E10, each standardized over the in-window
urban centers that report it, so a coefficient is the standard-deviation change in the outcome per standard deviation of agro-
similarity. Survey outcomes are observed on the centers each source reaches, reported in the Observations row. *** 1% **
5%, * 10%.

Table E12: AgSim on Susenas-1996 UC outcomes (Main Spec, Conley 200km)

Ln rice Agidx All-food House idx Ln rent Ln pcExp Food shr Ag emp Mod emp |

TMV AgSim (7, 300min) -0.008 -0.016 0.004 0309  0.196  0.156% -0.029%* 0.044  -0.029
(0.029) (0.024) (0.025) (0.244) (0.143) (0.087)  (0.012) (0.040) (0.040)

Outcome mean 6.84 1.06 1.07 1.55 9.84 11.13 0.65 0.44 0.47
N (UCs) 111 111 111 111 111 111 111 118 118
identity:

se = 3 wpeage. (15)
g

Write each factor as its sample mean plus a deviation, wge = Wy + Uge and age = @y + vVgc, and Equation 15 becomes

Se = ) Wolg + P Aglge + Y DgUge + I Ugetge. (16)
g g g g

constant migrant share switching interaction

The first term is the composition margin: it moves only because the local-versus-migrant makeup of the workforce changes,
holding what each group does fixed. The second is the within margin. It moves only because groups change what they do,
holding that makeup fixed. I construct the three right-hand terms as variables and regress each on the same Main Spec
used for the total. Because Equation 16 is an identity and the regressions share a design matrix, the three coefficients
sum to the coefficient on s. exactly, so no residual category absorbs the difference. The adding-up holds numerically. The
sum of the three minus the total is zero to ten decimal places under both partitions. Each component nonetheless has its

own Conley standard error, so the split reports precision as well as magnitude.
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Table E13: AgSim on 1996 food prices (Main Spec, Conley 200km)

Raw-ag Paasche Raw-ag Laspeyres Raw-ag eq-wt All-food Ln rice price

TMV AgSim (z, 300min) -0.016 -0.013 -0.015 0.004 -0.008
(0.024) (0.024) (0.025) (0.025) (0.029)
Transmigrant count v v v v v
Base In pop 1980 v v v v v
Base In empl 1980 v v v v v
Base In agri empl 1980 v v v v v
Urban share 1980 v v v v v
Agro-Clim. TMV controls v v v v v
Outcome mean 1.057 1.041 1.039 1.069 6.839
Outcome SD 0.131 0.115 0.136 0.130 0.137
N (UCs) 111 111 111 111 111

Table E14: AgSim on the agricultural price index in levels and in change, 1996 to 2002 (Main Spec,
Conley 200km)

Ln price 1996 Ln price 2002 Change 1996 to 2002

TMV AgSim (z, 300min) -0.003 0.032 0.035**
(0.024) (0.023) (0.014)
p-value 0.900 0.161 0.010
Transmigrant count v v v
Base In pop 1980 v
Base In empl 1980 v v v
Base urban % 1980 v v v
Base In agric empl 1980 v v v
Agro-climatic controls v v v
Observations 96 96 96

Notes: Each column is a separate urban-center-level regression on the main city sample restricted to the urban centers
with an agricultural price index in both the 1996 and the 2002 Susenas waves, so the three columns are estimated on
identical cities and only the outcome definition varies. The outcome is the log raw-food Paasche index with urban-
center expenditure weights, the same index and specification as column 1 of Table E13, which is estimated on every
center with a 1996 price; the 1996 column here drops the centers without a 2002 price. The regressor, TMV AgSim (z,
300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages within 300 travel minutes,
standardized over every urban center with a measured exposure. Every column includes the Main Spec controls: the
inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log employment,
urban population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over the same
window. Coefficients are in log points of the index, since only the regressor is standardized. Standard errors in parentheses
are Conley spatial standard errors with a 200-kilometer cutoff. The p-values come from the same inference. * p < 0.10,
** p < 0.05, *** p<0.01.
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Table E15: The 1996 rice unit value: within-variety price vs quality composition

Ln rice (pooled) Ln local rice Ln high-qual rice HQ exp share HQ buyer share

TMV AgSim (z, 300min) -0.008 0.031* 0.046 0.173%%* 0.163**
(0.029) (0.017) (0.075) (0.063) (0.065)
Transmigrant count v v v v v
Base In pop 1980 v v v v v
Base In empl 1980 v v v v v
Base In agri empl 1980 v v v v v
Urban share 1980 v v v v v
Agro-Clim. TMV controls v v v v v
Outcome mean 6.839 6.844 6.832 0.262 0.256
Outcome SD 0.137 0.130 0.152 0.292 0.284
N (UCs) 111 97 48 111 111

Table E16: Agricultural share of migrant employment, by definition and census wave

Definition of migrant 1980 2000 2010
Born outside the district (not recorded) 0.330 0.271
Moved district within five years  (not recorded) 0.329 0.211
Born outside the province 0.398 0.341 0.281
Moved province within five years 0.359 0.319 0.215
Non-migrants, for comparison — — 0404

Notes: Unweighted means over the 132 of the 133 estimation-sample urban centers that have a measured migrant-by-
sector cross. SP1980 records province of birth only, so the district definitions begin in 2000; its counts are weighted by
the 5% block-sample expansion factor. The headline uses the lifetime stock, 0.271 (Table E18).

Two partitions are used. The first is birthplace, in the four mutually exclusive groups the migration tables already
use: born in the current district, born in a different district of the same province, born in a different outer-island province,
and born on Java or Bali. The second is arrival recency, in three groups: never left the birth district, lifetime migrant
already present five years before the census, and lifetime migrant who arrived within five years. The second is the sharper

measure of the marginal inflow, since the birthplace groups pool arrivals from thirty years ago with last year’s.

The interpretation comes with one caveat. The census is a repeated cross-section, so “born in this district” in 2010
is not the same list of people as in 1980. The within term is therefore workers of a given origin including whoever replaced
whoever left, not literally the same individuals moving between jobs. The within term therefore holds both sector changes
inside a cohort and the replacement of one cohort by another, and the cohort split below separates them; Budi-Ors (2026)

puts cohort replacement at 68% of Indonesia’s aggregate agricultural-share fall.

The data the identity needs

Evaluating Equation 15 requires each city’s workers classified by origin and industry in the same data. The published

city file contains the birthplace shares and, quite separately, the industry counts, but nothing crossing them, so the cross
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Figure E2: What migration and nothing else would require, and where the account is rejected

A. What migration alone would require B. Where the account is rejected
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Notes: N = 133 urban centers, Main Spec, Conley spatial standard errors at a 200-kilometer cutoff. The horizontal
axis is a, the agricultural share of the arriving workers, swept across its plausible range. Left panel: the rising curve is
In(1 + g(a)) from Equation 14 on the 2010 comparison share; the dashed curve repeats it on the 1980 share; the flat line
and band are the estimated log employment response and its 90% interval. The vertical dotted line marks a = s — A,
beyond which no inflow of any size can produce the observed fall. Right panel: the one-sided p-value at each a, computed
with the joint covariance of both coefficients, with the 10% and 5% lines drawn. The account is rejected at 10% for every
a from zero up to 0.29, and at 5% from 0.10 up to 0.26; every value the 2010 census measures in Table E16 lies between
0.211 and 0.281, and the two 1980 rates sit beyond the asymptote, where no inflow of any size suffices.

Table E17: The extra workers are in-migrants, not additional births

Outcome, 2010 Coefficient SE t

Panel A. Where the employment response comes from

In employment, all workers 0.0602 0.0574 1.05
In employment, born in this district 0.0025 0.0441 0.06
In employment, born elsewhere 0.1729 0.1409 1.23
Migrant share of employment 0.0307 0.0303 1.01

Panel B. Fertility, measured inside the native-born population
Children 0-5 per native-born adult 16-50 0.0317 0.0287 1.10
Youth 5-16 per native-born adult 1650 0.0263 0.0314 0.84

Notes: 132 urban centers, Main Spec, Conley spatial standard errors at a 200-kilometer cutoff. The sample is one short of
the 133 the headline estimates on, because one center has no row in the migrant-by-sector cross. Native-born means born
in the district of residence. Panel B’s ratios are computed within the native-born population; the same ratios computed
on everyone are smaller, which reflects adult in-migrants inflating the denominator. The pre-treatment 1980 wave shows
the same weak positive on children per adult.
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Figure E3: Decomposing the fall in the urban agricultural share, by origin and by cohort

(a) Decomposing the fall in the urban agricultural employment share
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Notes: Both panels run on the headline urban centers within 300 cost-minutes of a transmigration village, at the Main
Spec, with Conley spatial standard errors at a 200-kilometer cutoff. Panel (a): each city’s 2010 workforce is partitioned
by birthplace (four groups) and, separately, by how recently a worker arrived (three groups). The stacked bars split the
estimated fall into three pieces that add to it exactly by construction: the within component (“workers switch sector”)
holds each group’s weight in the workforce at its sample mean and lets only the group agricultural shares move, the
composition component (“migrant share of workers rises”) holds the group agricultural shares at their sample means and
lets only the weights move, and the interaction is the exact remainder. The same three components appear again with
their 90% confidence intervals. Because the census is a repeated cross-section, the switching component is workers of a
given origin including cohort replacement. Panel (b): the cohort comparison, the switching split and the turnover share
are all measured on native-born workers, those enumerated in their district of birth, so that in-migration between the
censuses cannot alter a cohort’s composition. A birth cohort is followed one ten-year age band forward between the 2000
and 2010 censuses, and the two oldest 2000 bands are pooled so the destination band, 55 and over, holds exactly that
cohort’s survivors. The oldest cohort’s rising farming rate is selective exit, since non-farmers stop working earlier, which is
why the switching split reports an interval; its bars are normalized to 100% because the three totals are different objects,
and the national benchmark decomposes Indonesia’s aggregate fall while the exposure-induced bar decomposes only the
part exposure produced. Exposure is a cross-section that is always on, so its effect on the 2010 level is its effect on the
2000 level plus its effect on the change, and two censuses can decompose only the second piece.
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Table E18: The migration bound under alternative assumptions

Required inflow One-sided p

Headline: 2010 base, lifetime migrant stock, a = 0.271 105.6% 0.036
Five-year movers instead, a = 0.211 47.9% 0.026
a at the high-exposure city’s own value, 0.224 54.6% 0.026
1980 agricultural share added as a control 101.7% 0.002
Both corrections together 53.1% 0.001
Conservative 1980 base, pre-treatment a = 0.398 48.8% 0.026
Conservative 1980 base, 2010 a = 0.211 17.9% 0.073

Notes: 133 urban centers, Main Spec, Conley spatial standard errors at a 200-kilometer cutoff, one-sided against the null
that the employment response is at least as large as Equation 14 requires, and each p-value cell is shaded by evidence
strength. The last row combines the conservative 1980 base with the smaller of the two migrant measures, so it stacks
both conservative choices; the test uses the 10% level throughout. The headline row is the weakest in the table, so the
reported result is the most conservative reading here.

is built from the 2010 individual census records for the outer islands (93.5 million persons). Three definitional choices

align it with the published outcome:

e The employment base is every person with a valid industry code (40.1 million workers), which is the denominator
every sectoral share in this paper uses, rather than the stricter economically active count. Using the strict base

would produce shares that do not sum to the published ones

e Agriculture is industry codes 1 through 6, exactly as the census cleaning defines the sectoral dummies elsewhere

in the paper

e No birth-cohort restriction is imposed. The migration tables restrict to the 1955-1990 cohort in order to match
1980 birth-district characteristics; imposing that here would place the cross on a different population than the
published agricultural share and break the reconciliation below. Birthplace is recorded for 100% of the workers in

the base, so no group rests on a thin denominator

The person-level counts are collapsed to the 2010 village, crosswalked to the year-2000 subdistrict geography the
rest of the project keys on, and rolled up to urban centers over the reclassified membership. Both partitions recover the
total workforce exactly in every one of the 1,999 subdistricts, and Equation 15 holds city by city to a maximum residual
of 2.2 x 10716,

The re-measured share is checked against the published one before anything is split. Its mean across the estimation
sample matches to three decimals, the two measures correlate at 1.000, and the Main Spec coefficient on the re-measured

share reproduces the published —0.0309 (standard error 0.0093) at the same sample.

The required composition of arrivals

The question can be pushed some way without measuring the arrivals’ sector at all. Suppose every worker the exposure
adds to a city works outside agriculture, the most generous assumption available to the migration account. With a log
employment response 3z, the induced arrivals are a share 1 —exp(—/L) of realized employment, and at a zero agricultural
share among them the city share falls by that fraction times the baseline share. At the estimated 8r = 0.085 and a
sample mean agricultural share of 0.381 this ceiling is 3.1 percentage points, slightly more than the estimated fall itself.
An alternative version replaces the employment response with the estimated 3.8 percentage-point rise in the share of

workers born outside the district and multiplies by the locally born agricultural share, giving 1.6 points, or 51%.
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Neither ceiling settles the question, and the larger one does not even bound it: at 101% of the estimated fall it
is consistent with arrivals accounting for the whole of it, and its 90% upper end reaches 150%. Figure E4a reports the

ceilings against the measured composition margin.

The composition channel is present but small. Migrants are markedly less agricultural than the locally born, 20 to
30% against 41%, which makes a migrant-composition account plausible before it is measured. It stays small because the
heavily agricultural group is two-thirds of the workforce and exposure raises the migrant share by only a few percentage

points, which cannot produce the estimated 3.1-point fall (Appendix Figure E4b).
Figure E4: The migration ceilings and the origin groups that keep the composition channel small

(a) The migration ceilings against the measured composition component
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Notes: Both panels run on the headline estimation sample. Panel (a): the three ceilings ask how much of the estimated
agricultural-share fall migration could produce if every arrival worked outside agriculture, so they are maxima under that
assumption. The bottom bar is the measured composition component of Figure E3a, which replaces that assumption
with the arrivals’ observed agricultural share. Panel (b): means across the estimation-sample urban centers in 2010. The
two blocks are two partitions of the same workforce, so the shares within each block sum to one.

Estimates and robustness

Dropping the five cities that draw part of their workforce from a subdistrict shared with a neighbor (below) moves the
within share from 74.3% to 72.8% at N = 123. Appendix Table E19 reports every component under both partitions, and

Appendix Table E20 collects the responses, baselines, ceilings, and measured margins in one place.
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Table E19: Decomposing the fall in the urban agricultural employment share

By birthplace By arrival recency
(1) (2) (3) (4) (5) (6) (7)
Total Migrant share Switching Interaction Migrant share Switching Interaction
TMYV AgSim (z, 300min) -0.0377** -0.0062 -0.0344%** 0.0030 -0.0043 -0.0365** 0.0031
(0.0170) (0.0038) (0.0160) (0.0052) (0.0033) (0.0167) (0.0046)
Transmigrant count (IDW) v v v ' ' ' v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v '
Agri Empl 1980 v v v v ' v '
Agro-Clim. TMV controls v v v v v v v
Observations 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban
centers whose nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census
recorded directly. The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity
of the transmigration villages within 300 travel minutes, standardized over every urban center with a measured
exposure. Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count of settlers
placed within 300 minutes, the 1980 log population, log employment, urban population share, and log agricultural
employment, and the sixteen agro-climatic covariates averaged over the same window. Standard errors in parentheses
are Conley spatial standard errors with a 200-kilometer cutoff. The dependent variable in column 1 is each city’s
2010 agricultural employment share measured on the birthplace-by-sector cross. Columns 2 to 4 split that share into
three pieces that add to it exactly. Migrant share holds every birthplace group’s own agricultural share at its sample
mean and lets only the local-versus-migrant makeup of the workforce vary, so it is the composition component;
Switching holds that makeup at its sample mean and lets only each group’s own agricultural share vary, so it is the
within component; Interaction is the exact remainder. Columns 5 to 7 repeat the split over arrival recency instead
of birthplace, separating workers who never left their birth district, migrants already present five years before the
census, and migrants who arrived within five years. Because the census is a repeated cross-section, Switching means
workers of a given origin including cohort replacement, not the same individuals moving between sectors. *** 1%,
** 5%, * 10% significant.

The cross-sectional outcomes have no 1980 baseline, so they are identified off balance in levels. Table E21 asks
what that costs, by adding a 1980 variable that proxies for the unobserved baseline of the outcome and re-estimating on
the same urban centers. Population density leaves the food-share estimate where it was; conditioning on 1980 schooling

attenuates it by about a fifth and takes it below conventional significance.

Subdistricts claimed by two urban centers

Urban centers are satellite-drawn built-up polygons while the census reports by subdistrict, and five outer-island subdis-
tricts are large enough to contain two separate built-up areas. The sample records both claims, and city totals built by
summing constituent subdistricts therefore give the whole subdistrict to each of the two claimants, so those workers enter
two cities. Across the estimation sample this affects 93,681 workers, or 0.77% of the total, and both claimants lie inside

the sample in two of the five cases.

The exhibits here divide such a subdistrict rather than duplicating it. Each of its villages is assigned to the
claimant whose built-up polygon covers it, or, for a village inside neither, to the nearer claimant; the subdistrict’s counts
are then split in proportion to the employment in each city’s villages. Total mass is preserved by construction and checked
against the village-level source, so no worker is counted twice and none is dropped. Figure E5 maps the two in-sample
cases. The correction is immaterial for the result, moving the within share from 74.0% to 74.2%, and the answer is
equally insensitive to the splitting rule: dividing a subdistrict’s rural remainder in the same proportion as its built-up

cores, rather than by proximity, gives the same 74.2%.

Cohort replacement against individual switching

The within margin of Equation 16 mixes two different economies. A worker may leave farming for a shop, or the shop
worker may simply be the farmer’s child, with nobody ever changing job. Both are structural transformation and both

have the same sign, but they are different economics and a single cross-section cannot tell them apart. Two censuses ten
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Table E20: Migrant composition as a bound on the agricultural-share fall

Estimate Share of the fall

Panel A. Estimated responses per +1 SD of AgSim exposure

Agricultural employment share -0.0483**
(0.0189)

Conley 200 km p-value 0.011

Ln employment 0.0532
(0.0587)

Conley 200 km p-value 0.364

Share of workers born outside the district 0.0258
(0.0246)

Conley 200 km p-value 0.295

Panel B. Baseline agricultural shares, sample means

All workers, 2010 0.373
All workers, 1980 0.559
Workers born in the district, 2010 0.407

Workers who arrived within 5 years, 2010 0.203

Panel C. Mazimum composition effect, arrivals assumed entirely non-agricultural

Inflow based, 2010 baseline 0.0193 40.1%
at the 90% upper end 0.0519 107.6%
on the 1980 baseline 0.0290 60.0%

Composition based, 2010 baseline 0.0105 21.8%
at the 90% upper end 0.0270 55.9%

Panel D. Measured, replacing the assumption with the observed arrival mix

Migrant share, by birthplace -0.0062 16.4%
Switching, by birthplace -0.0344** 91.5%
Migrant share, by arrival recency -0.0043 11.3%
Switching, by arrival recency -0.0365%* 97.0%

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly. The
regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages within 300
travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main Spec controls:
the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log employment, urban
population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over the same window.
Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Stars come off the same inference as
the reported standard error. Panel C asks how much of the estimated agricultural-share fall migrant composition could explain
under the most generous possible assumption, that every marginal arrival works outside agriculture. The inflow-based bound
multiplies the implied employment inflow, one minus exp of minus the log employment response, by the baseline agricultural share.
The composition-based bound instead multiplies the estimated rise in the non-local share of the workforce by the agricultural share
of locally born workers, so it does not require the arrivals to be net additions to the workforce. The operative ceiling is whichever
of the two is larger, here the inflow based one. Panel D replaces the assumption with the arrivals’ measured agricultural share and
reports the decomposition of Table E19. AgSim is agro-climatic similarity to nearby transmigrant villages, standardized.
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Table E21: Baseline proxy controls and the cross-sectional food-share estimate

(1) (2) (3) (4)

Population Agricultural Schooling  All three

density employment share
Exposure, without the proxy -0.0139 -0.0134 -0.0139 -0.0139
(0.0064) (0.0061) (0.0064)  (0.0064)
Exposure, with the proxy -0.0131 -0.0131 -0.0138 -0.0129
(0.0061) (0.0061) (0.0065)  (0.0062)
Movement, in baseline SE units 0.13 0.04 0.02 0.16
Urban centers 130 133 130 130

Notes: The outcome is the household food share, the only cross-sectional outcome whose estimate is statistically dis-
tinguishable from zero at baseline; the remaining price, wage, and expenditure outcomes are indistinguishable from zero
without any proxy control, so they cannot speak to this test. Each column adds one 1980 variable that proxies for the
unobserved baseline of the outcome to the Main Spec. Every proxy is missing for a handful of cities, so the two rows of
each column are estimated on the SAME urban centers, and the column’s own without-proxy estimate is the comparison.
Movement is reported in units of the without-proxy standard error. Standard errors in parentheses are Conley spatial

standard errors with a 200-kilometer cutoff.

Figure E5: One subdistrict, two urban centers

subdistrict 1211110

city 1827 gets 78% | city 1914 gets 22% subdistrict 1406040

city 3482 gets 52% | city 3586 gets 48%

2

Villages assigned to the first city —— Subdistrict boundary (what the census reports)
Villages assigned to the second city = === Built-up area that defines each city

Notes: The two cases in which both claimant cities lie inside the estimation sample. The charcoal outline is the subdistrict,
the unit the census reports; the colored outlines are the two built-up polygons that define the cities; villages are shaded by
the city each is assigned to. Percentages give each city’s share of the subdistrict’s 2010 employment under that assignment.
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years apart can, because the age bands are ten years wide, so a birth cohort maps one band forward and its own farming

rate is observed twice.

Everything here is measured on the native-born, workers enumerated in their district of birth. A cohort defined
on all residents would be contaminated by in-migration between the waves, which is exactly the margin the birthplace
decomposition above already handles. Four cohorts are followed: those aged 15-24, 25—-34 and 35—44 in 2000, and, pooling
the two oldest 2000 bands, those aged 45 and over. The pooling makes the mapping exact at the age boundaries, since
everybody 45 or over in 2000 who is still working in 2010 is 55 or over and nobody younger is, so the destination band
holds exactly that cohort’s survivors. Workers aged 15-24 in 2010 have no 2000 age band; they are the entry margin,

kept as a component rather than dropped.

Write wy for a cohort’s weight in native employment and sy for its own agricultural share, so that the native

agricultural share is again an identity, s =} wys,. Differencing between the waves splits the change into

As = Y wgAsy + Y (5, —5) Awy + wn(sn —3), (17)
g g

within cohort between cohorts: reweighting plus entry

with w, and 5, the average of the two years, 5 the average of the two years’ overall native shares, and N the entering
cohort. The symmetric average is the weighting convention that does not leave a residual term. Subtracting 5 inside
the between terms leaves the total unchanged, because the followed cohorts’ weights must fall by exactly the entrants’
weight, and it expresses each piece relative to the average worker. As with Equation 16, each component is built as a
city-level outcome and run on the same Main Spec, so the coefficients sum to the coefficient on the total change exactly;
the adding-up is asserted numerically at each of the three levels of the split, and the identity itself holds city by city to

rounding error.

Two facts frame the estimates. First, cohorts do reallocate as they age, and they do it early: the cohort aged
15-24 in 2000 lowers its own farming rate by 11 percentage points over the decade, the next cohort by 5, the one after by
1, while the oldest cohort’s rate rises by 5 as its weight falls by more than half. That last movement is selective exit, not
workers taking up farming in their sixties, and it is the clearest sign that a synthetic cohort is not a panel. A cohort’s
2010 members are the survivors of its 2000 members. Since those who exit are less agricultural than those who stay, the
bias runs against the within margin. Second, the raw fall in these cities splits 48% within cohort and 52% between, so
cohort replacement accounts for about half of what happened, which is the benchmark the exposure-induced fall is judged

against.

Exposure lowers the native agricultural share by 0.0446 in 2010 and by 0.0137 in 2000, so it moves the ten-
year change by 0.0309; of that change, 48.1% is within cohort (—0.0148, imprecisely estimated) and 51.9% is turnover
(—0.0160, precisely estimated), of which reweighting is the larger part. Because exposure is a cross-section that is always
on, the effect on the 2010 level is the effect on the 2000 level plus the effect on the change, so the level effect accounts
three ways in near-equal parts: 30.8% already present by 2000, 33.3% within-cohort switching, and 35.9% turnover. The
transmigration placements ran from 1979 to 1988, so the timing predicts an effect largely in place by 2000, and the decade
the exercise observes is the tail of the response rather than its onset. Appendix Table E22 reports the components and

Appendix Table E23 collects the descriptive split, the response, the accounting of the level effect, and the robustness set.

The split’s precision needs care, because a share is a ratio of two coefficients estimated on the same sample with
the same regressors, so their sampling errors are correlated and an interval built from the two separate standard errors
would ignore the covariance. I invert a test instead. For a candidate share A, the outcome (between —AX total) run on
the same specification returns the standard error of exactly that linear combination, covariance included, because least
squares is linear in the dependent variable and the residual of a combination is the combination of the residuals; the
confidence set is every A the data do not reject. The accepted values are contiguous in every case rather than assumed
to be. Against the ten-year change the resulting set is wide, from —20.0 to 66.5% for the within-cohort share, because

that numerator is imprecise. Against the effect on the 2010 level the turnover share runs from 21.0 to 76.0%, while
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within-cohort switching runs from —4.5 to 118.0%. The data establish a turnover contribution and leave the

within-cohort share undetermined.

The weighting convention moves the split by a few percentage points. Base-year and end-year conventions, each
exact in its own right, give within shares of 45.3% and 50.9% against the symmetric 48.1%, and dropping the cities that
draw part of their workforce from a shared subdistrict gives 48.7%. Running the decomposition on all workers, native-born
and in-migrants together, gives 15.2%, so the native-only version reported here puts the most weight on within-cohort
change. One further variant: the cohort aged 15-24 in 2000 was partly still in education, so part of its measured switching
is who joined the workforce rather than who changed job. Restricting to workers already 25 or over in 2000, and therefore
35 or over in 2010, removes both that margin and the entry margin and leaves a population that nobody enters from
below. Within it 82.7% of the exposure-induced fall is within cohort.

Table E22: Switching against cohort replacement in the native agricultural-share fall

Native ag. share, level The 2000-2010 change, decomposed
(1 @) ) (@) ) 6) &
2000 2010 Change W ithin Between Reweighting Entry
TMV AgSim (z, 300min) -0.0137 -0.0446*** -0.0309*** -0.0148 -0.0160*** -0.0085*** -0.0076%**
(0.0211) (0.0145) (0.0120) (0.0105) (0.0034) (0.0022) (0.0018)
Transmigrant count (IDW) v v v v v v v
Baseline Pop 1980 v v v v v v v
Urban share 1980 v v v v v v v
Total Empl 1980 v v v v v v v
Agri Empl 1980 ' v v ' v v v
Agro-Clim. TMV controls v v v v v v v
Observations 133 133 133 133 133 133 133

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban
centers whose nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census
recorded directly. The regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the
transmigration villages within 300 travel minutes, standardized over every urban center with a measured exposure.
Every column includes the Main Spec controls: the inverse-distance-weighted (IDW) count of settlers placed within
300 minutes, the 1980 log population, log employment, urban population share, and log agricultural employment,
and the sixteen agro-climatic covariates averaged over the same window. Standard errors in parentheses are Conley
spatial standard errors with a 200-kilometer cutoff. Every outcome is measured on native-born workers only, meaning
those born in the district where they are enumerated, so that in-migration between the waves cannot contaminate
a cohort. Columns 1 and 2 are the level of the native agricultural share in each census. Column 3 is the change
between them, which equals column 2 minus column 1 coefficient for coefficient. Columns 4 to 7 split that change
into pieces that add to it exactly: Within is each birth cohort’s own farming rate changing as it ages, following a
cohort one ten-year age band forward between the two censuses; Between is turnover, the sum of Reweighting, the
followed cohorts changing relative size, and Entry, a new cohort of 15 to 24 year olds arriving at its own farming
rate. Weights are the symmetric average of the two years, the convention that does not leave a residual term. A
synthetic cohort is not a panel: its 2010 members are the survivors of its 2000 members, so exit through death,
retirement or out-migration sits inside Within. *** 1%, ** 5%, * 10% significant.

E.4 Public Provision as an Alternative Account

The paper argues that agricultural productivity raised nearby city growth and reshaped urban employment through the
goods market. A reader can propose a different chain. The Indonesian state settled these villages, and the same state
built the roads, schools, health posts and electricity lines that serve them. If public provision followed the settlements
into the places where they turned out productive, the urban response would reflect where the budget went rather than
where the food came from. This subsection tests that account on the two forms of provision the data reach, the roads

that carry the goods and the facilities the state puts in a village, and then on the allocation rule itself.

The evidence is asymmetric. Schools, health posts and road surface are provided by the government, so a null
on them supports the market-forces account directly: it says the state did not follow agricultural productivity with
infrastructure, and so cannot be the channel behind the urban results. A positive gradient would not establish the
converse, because tax-financed spending follows growth through the revenue base and through population, so a city that
grows for market reasons acquires facilities for that reason and no other. The allocation rule separates the two accounts,
not the stock of facilities, which is why this subsection closes on a test built on a central-government program’s own

allocation label.
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Table E23: Switching against cohort replacement in the native agricultural-share fall

Estimate Share
Panel A. What happened, 2000 to 2010, sample means
Native agricultural share, 2000 0.477
Native agricultural share, 2010 0.402
Change -0.0752 100%
Within-cohort, workers switch sector -0.0367 48.8%
Between-cohort, turnover -0.0385 51.2%
of which reweighting -0.0237 31.6%
of which entry -0.0148 19.6%
Panel B. The AgSim response per +1 SD, decomposed the same way
Change in the native agricultural share -0.0309%** 100.0%
(0.0120)
Conley 200 km p-value 0.010
Within-cohort, workers switch sector -0.0148 48.1%
(0.0105)
Conley 200 km p-value 0.156
Between-cohort, turnover -0.0160%** 51.9%
(0.0034)
Conley 200 km p-value 0.000
90% interval for the within-cohort share [-20.0%, 66.5%|
Panel C. The 2010 level effect, accounted for three ways
Effect on the native agricultural share, 2010 -0.0446 100%
Already present in 2000 and not decomposable here -0.0137 30.8%
Within-cohort switching, 2000 to 2010 -0.0148 33.3%
Cohort turnover, 2000 to 2010 -0.0160 35.9%
90% interval for within-cohort switching [-4.5%, 118.0%]
90% interval for cohort turnover [21.0%, 76.0%]
Panel D. Within-cohort share of the response, under alternatives
Headline: native-born, symmetric weights 48.1%
Base-year weights 45.3%
End-year weights 50.9%
Prime age only, 25+ in 2000, no entry margin 82.7%
All workers, native-born and in-migrants 15.2%
Dropping the shared-subdistrict cities 48.7%

Notes: Each column is a separate urban-center-level regression on the main city sample: the outer-island urban centers whose
nearest transmigration village (TMV) lies within 300 travel minutes and whose 1980 baseline the census recorded directly. The
regressor, TMV AgSim (z, 300min), is agro-similarity: the mean agro-climatic similarity of the transmigration villages within 300
travel minutes, standardized over every urban center with a measured exposure. Every column includes the Main Spec controls:
the inverse-distance-weighted (IDW) count of settlers placed within 300 minutes, the 1980 log population, log employment, urban
population share, and log agricultural employment, and the sixteen agro-climatic covariates averaged over the same window.
Standard errors in parentheses are Conley spatial standard errors with a 200-kilometer cutoff. Stars come off the same inference as
the reported standard error. All outcomes are measured on native-born workers, meaning those enumerated in their district of
birth, so that in-migration between the two censuses cannot co inate a cohort. A birth cohort is followed one ten-year age
band forward between the 2000 and 2010 censuses; the two oldés 00 bands are pooled so that the destination band, 55 and over,
contains exactly that cohort’s survivors. Within-cohort is a cohort’s own farming rate changing as it ages. Between-cohort is
turnover: the older and more agricultural cohorts shrinking, plus a new cohort of 15 to 24 year olds entering at its own farming



Roads. The trade channel runs on the road network, so the sharpest form of the objection is that exposed corridors
received better roads. I test this with the Indonesian Road Management System panel assembled by Gertler et al. (2024),
which gives road-quality-implied travel speeds on a fixed network in 1990 and 2007 for Sumatra and Sulawesi, the two
outer islands the source covers. Exposed rural subdistricts are more remote and slightly more slowly connected at both
dates, sitting 62.8 km farther out in the road network per standard deviation of exposure (standard error 21.7) and
traveling 1.02 km/h slower in 1990 (standard error 0.42) and 0.89 km/h slower in 2007 (standard error 0.49), against a
base of roughly 60 to 66 km/h. The change is where the alternative would have to show itself, and it is flat. Over 1990
to 2007 the differential in road speed is 0.13 km/h with a standard error of 0.59 across 533 subdistricts, or 0.02 standard
deviations with a standard error of 0.08 in fully standardized form. That is a precise zero rather than an imprecise one,

and it says that whatever made these corridors remote was fixed geography rather than an investment response.

That null has two limits. Network distance is identical to the last digit across 1990 and 2007 for every Sumatran
and Sulawesi district in the source, so the measure re-weights a fixed graph by road quality and cannot detect a road that
was newly built. And it covers two of the outer islands rather than all of them. The near-baseline evidence closes part of
that gap, because the 1983 village census reports local infrastructure for every outer island a few years after settlement,
and it is null on each outcome in fully standardized form: roads passable by a four-wheel vehicle at 0.087 (standard error
0.067), paved roads at 0.063 (standard error 0.059), and distance to the subdistrict seat at 0.054 (standard error 0.075),
beside a placebo on 1980 population density at 0.033 (standard error 0.130). Exposed corridors held no early connectivity

advantage for the 1990 window to have missed.

Facilities. I track what the state puts inside a village, city amenities from the 1980 village census to the 2003 and 2011
waves. Column (2) regresses the 1980 level itself on exposure, so the table says for itself whether public provision already

differed before the settlements matured, and columns (3) and (4) give the change over each window (Appendix Table E24).

Two facts come out of it. The 1980 levels are balanced: of the seven government-provided amenities, none shows
a pre-program gradient except polyclinics, at 0.011 per standard deviation of exposure against a mean of 0.072. Whatever
else exposed cities were in 1980, they were not places the state had already equipped differently. And the changes are
null on every one of those seven amenities, over both windows, in schooling, in health facilities and in both road-surface
measures. The one coefficient that crosses a conventional threshold is the senior-secondary rate in the first window, at
—0.0055 and significant at the 5% level, which the next paragraph takes up.

Adding each outcome’s own 1980 level, the test Panel D reports for electricity, was run on all seven and leaves
that conclusion intact. Two coefficients move and neither rescues the state account. Primary schools per 1,000 people turn
negative, at —0.045 by 2003 against a 1980 mean of 1.18, which is the denominator rather than schools being withdrawn:
exposed cities grew about 7% faster in population over the same period, so a school count rising by less than population
produces exactly this, and the implied stock of schools still grew. Polyclinics turn positive, at 0.0095 by 2003 against a
1980 mean of 0.072, in the first window only, which is the pattern the asymmetry described above anticipates, in which

a larger and richer city acquires a clinic. Neither is an allocation rule.

The government-provided block reports 21 coefficients, so the two that cross conventional thresholds are about
what chance produces, and the senior-secondary row is the clearest case: significant at the 5% level in the first window,
absent in the second, and gone as soon as the baseline enters, at —0.0004 with a p-value of 0.92.

Electricity. Grid connection is where the change regressions do move, and the two margins of it separate cleanly
once the 1980 level is in the table. On the extensive margin, the share of a city’s population living in an electrified village
rises by 4.3 percentage points per standard deviation of exposure over 1980 to 2003 and by 5.2 points over 1980 to 2011,
both significant at the 1% level. That is catch-up rather than a response. Agriculturally favored places began 4.3 points
less electrified, significant at the 1% level, so a change regression with no lagged outcome was measuring convergence,
and adding the 1980 level, in Panel D, removes the result in both windows, leaving 0.002 and 0.015. The full run of
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Table E24: Public provision and agricultural productivity: city amenities from the 1980 baseline

Before the program Change from the 1980 baseline

Mean in 1980 level 1980 to 1980 to
1980 on exposure 2003 2011
(1) 2) ®3) (4)
Panel A. Government-provided: schooling and health, facilities per 1,000 people
Primary schools 1.187 -0.1234**  (.1129** 0.1084**
(0.0599)  (0.0449) (0.0552)
p-value 0.039 0.012 0.050
Junior-secondary schools 0.143 -0.0101 0.0087 -0.0142
(0.0121)  (0.0104) (0.0175)
p-value 0.403 0.404 0.417
Senior-secondary schools 0.067 0.0037 0.0009 -0.0100
(0.0079)  (0.0083) (0.0137)
p-value 0.637 0.912 0.465
Health centers (puskesmas) 0.084 -0.0039 0.0074 0.0165
(0.0155)  (0.0155) (0.0164)
p-value 0.803 0.634 0.315
Polyclinics 0.072 0.0134**  -0.0029 0.0350
(0.0061)  (0.0079) (0.0343)
p-value 0.028 0.716 0.308
Panel B. Government-provided: road surface, share of population
Asphalt main road 0.442  -0.1825%**  (.0987* 0.2123%**
(0.0693)  (0.0575) (0.0633)
p-value 0.008 0.086 0.001
Passable by four-wheel vehicle 0.806 -0.0133 0.0224 0.0330
(0.0160)  (0.0168) (0.0291)
p-value 0.407 0.183 0.256
Panel C. Mized provision: grid electricity
Village connected to the grid 0.639  -0.0969** 0.1027** 0.0702*
(0.0413)  (0.0444) (0.0397)
p-value 0.019 0.021 0.077
Households connected, share of households 0.246 -0.0529* 0.0641 0.0535
(0.0292)  (0.0390) (0.0433)
p-value 0.069 0.101 0.217
Panel D. Convergence check: the same electricity changes, controlling the 1980 level
Village connected to the grid 0.0059 -0.0284***
(0.0108) (0.0041)
p-value 0.585 0.000
Households connected, share of households 0.0276 0.0010
(0.0289) (0.0145)
p-value 0.340 0.944
Observations 119 118 116

Notes: Each row is a separate regression of the change in one amenity on standardized agro-climatic exposure, at the
Urban Centre level on the estimation sample, under the Main Spec controls and Conley standard errors with a 200
km cutoff. Stars come off the same Conley inference as the standard error reported beneath each coefficient. Column
(2) regresses the 1980 level itself on exposure, so a reader can see whether public provision already differed before the
settlements arrived. Panel D repeats the two electricity chaﬁé with the outcome’s own 1980 level added, which separates
a genuine response from convergence on a place that started lower; that check was run on every outcome in the table

and is reported here only for electricity, the one outcome whose 1980 level is imbalanced. Facility counts enter per 1,000
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village-census waves agrees: the gradient is negative in the earliest waves and statistically zero from the 1990s onward,

so productive places were connected late and then caught up.

The intensive margin behaves differently and is the only result in the table that is not disposed of by either the
baseline or the lag. The share of households actually connected starts balanced, at —1.4 percentage points per standard
deviation with a standard error of 1.1, and rises by 3.4 points by 2003, holding at 2.6 points with the 1980 level added
and significant at the 5% level. It does not persist: by 2011 the same coefficient is 1.6 with a standard error of 1.8. So
the pattern is a modest deepening of connections inside already-connected places, visible in one window and gone in the

next, on a base of about 25% of households connected in 1980.

That margin is also where the asymmetry matters most. Electrification sits in both camps, because the grid is a
state utility while the decision to connect a household responds to demand and to ability to pay, which is why the table
groups it separately from the schools and health posts. A place whose hinterland became more productive has households
that can afford a connection, and that is the market-forces account rather than an alternative to it. Nothing here identifies

an allocation rule, which the next test examines directly.

The allocation rule itself. A facility stock is the outcome of many decisions, so the sharpest available test
examines a central-government program directly. Indonesia’s INPRES primary-school construction program ran from
1973 to 1978 and had finished before the 1980 village census was taken (Duflo 2001). That census records INPRES-
built schools, INPRES-paid teachers, INPRES-built school buildings and INPRES-built public latrines separately from
everything else, so the program is identified by its own label, and the question becomes whether the center’s flagship rural

program had already favored agriculturally advantaged places by the start of my sample period.

Table E25: Central government programs at the 1980 baseline

INPRES public Placebo: the schools

INPRES primary schooling latrines INPRES did not build

Share of Schools per Share of Share of Share of Schools per
schools 1,000 people teachers buildings latrines 1,000 people
(1) (2) ®3) (4) () (6)

Agro-climatic exposure (z) 0.0307 0.0093 0.0098 0.0380 0.0343 -0.1328*

(0.0275) (0.0286) (0.0307)  (0.0265) (0.0737) (0.0737)
p-value 0.264 0.745 0.750 0.152 0.642 0.072
Mean of outcome 0.3360 0.3927 0.3249 0.3385 0.4145 0.7960
Observations 119 119 119 119 108 119

Notes: Each column is a separate regression of a 1980 baseline level on standardized agro-climatic exposure, at the Urban
Centre level on the estimation sample, under the Main Spec controls and Conley standard errors with a 200 km cutoff.
The outcomes are levels because the INPRES primary-school construction program ran from 1973 to 1978 and had already
finished when the 1980 village census was taken, so the table tests whether the center’s own building had already gone
to agriculturally favored places. The village census records INPRES-built schools, INPRES-paid teachers, INPRES-built
school buildings and INPRES-built public latrines separately from the rest, so the program is identified by its own label;
columns (1), (3) and (4) are three independent questionnaire items measuring the same allocation. Column (5) contrasts
INPRES with non-INPRES latrines within a single facility type, holding year and place fixed, and rests on the roughly
one village in seven that has a public latrine at all. Column (6) is the placebo: the schools the program did not build,
which are expected to behave like the ordinary facilities in Table E24. The sample is the estimation sample restricted to
cities with 1980 village-census coverage, which excludes Aceh. Significance: * 10%, ** 5%, *** 1%.

It had not. Table E25 reports six versions of the test and every one is null. The INPRES share of a city’s
primary schools rises by 0.011 per standard deviation of exposure against a mean of 0.338 (standard error 0.010), the
INPRES share of primary-school teachers by 0.002 against a mean of 0.325, and the INPRES share of school buildings

by 0.011 against a mean of 0.340, three separate questionnaire items that agree both in their null and in placing about a
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third of primary schooling under the program. Public latrines give the cleanest form of the contrast, since INPRES and
non-INPRES latrines are counted separately within one facility type in one year and one place, and the INPRES share
there is 0.023 against a mean of 0.410 (standard error 0.045). The placebo is null, with non-INPRES schools per 1,000
people at —0.025 (standard error 0.029). One qualification: only about one village in seven reports a public latrine at all,

so the latrine column rests on a thinner base than the schooling columns.

The three tests point the same way. The state did not lay faster roads into exposed corridors, it did not fill
exposed cities with facilities beyond what their own growth and their households’ own means would draw, and its flagship
school-building program had not favored those places before my sample period begins. The scope is real: the road
evidence covers road quality on two islands rather than new construction everywhere, and a null is not proof of absence.
The evidence rules out the specific chain the objection requires, in which public provision tracks agricultural potential

closely enough to generate the urban results itself.

F The Model

This part derives the spatial equilibrium the main text summarizes, and reports its calibration, its channel decomposition,

and the theoretical accounts the model is set against.

This appendix derives the two-sector Stone-Geary spatial equilibrium exactly as it is used in Section 6: the von
Thiinen land split with the built-up land endowment, the closed land-rent rebate, the measured 1980 amenity, and a
location choice that ranks Stone-Geary indirect utility. The main text displays the model’s core equations; this appendix
derives the full system behind them. The two sectors are agriculture (A), which produces a tradable food good using
land and labor, and a modern non-agricultural composite (S), which produces a non-traded good using housing land and

labor.

F.1 Model Details: Notation, Technology, and Choice Probabilities

This subsection states the parts of the model that Section 6.1 summarizes in words: the notation, the expenditure shares,

the production technology with the land market, and the two stages of the worker’s choice.

Expenditure shares. With supernumerary income w;; = wj;s + R; — pf;ld defined as in ??7; the implied

expenditure shares are

i pZ;CA _ pf;\d+z/z,4 Wjs
wjs + R; wjs + R;

Sj _ wssz
S wjs + R;

Technology. Total labor L is fixed and each worker supplies one unit inelastically. Each location has a fixed

land endowment Tj, split between farming (7;.4) and housing (Tjuz = T; — Tja).

e Agriculture:

Yia = (A} Tia) 7P (L;a)°, 0<pB<1 (20)

Constant returns in (7j4, L;a) jointly, diminishing returns to labor holding land fixed, so land scarcity is the
congestion force in farming. A;‘ varies across space and is where the agro-climatic productivity shock from the

transmigration program enters the model.

e Modern / Services:

Yis = A N (Tin)' 7% (Lys)™®,  0<ys <1 (21)
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Table F1: Key notation

Symbol Interpretation

J number of locations (calibration panel J = 300: the 128 urban centers
of the calibration sample and 172 rural district remainders; Maluku
and North Maluku excluded)

S ={A,S}  sector set: Agriculture, Modern non-agriculture / Services (manufac-
turing folded into S)

Ljs labor employed in location j sector s

Nj =3, Ljs total population in location j

T; total land endowment in location j (crop area + built-up footprint)

Tia, Tju land allocated to farming and to housing (T4 + Tju = Tj)

A;‘, A]S agricultural TFP; exogenous modern productivity scale (total modern
TFP AYN})

a subsistence food requirement (Stone-Geary), a = 0.108

Pa, Vs expenditure shares on discretionary consumption (14 +1g = 1; 4 =
0.550)

B labor share in agriculture (8 = 0.5; land gets 1 — )

vs labor share in services (ys = 0.7; housing land gets 1 — 7g)

n agglomeration elasticity in services (n = 0 headline)

Thj iceberg cost of shipping food from & to j, 7; = max(dy;, 1)?

0 iceberg cost-distance elasticity (reported over the band ¢ € [0.5,0.8])

o CES / Armington substitution elasticity across food sources (o = 4)

R; per-capita land-rent rebate to residents of j

Wjs supernumerary income (income net of the subsistence food bill)

(IJJL measured 1980 location amenity (built-up, density, infrastructure)

£js(%) idiosyncratic sector efficiency shock (scales the worker’s effective
wage), Fréchet with shape 6g

v;(1) idiosyncratic location-preference shock, Fréchet with shape 6y,

Os, 01, Fréchet shape parameters (sector choice; location choice)

Yy expenditure share on the catchment-traded modern good, two-
tradable-sector variant only (¢p; = 0.082, the Susenas-2011 traded-
services share; see Section 6.3)

dg distance decay on the catchment-traded modern good, two-tradable-
sector variant only (measured at dg = 1.091, s.e. 0.033, from IFLS
service-flow gravity, Section B.3; solved at g = 1.0, the highest decay
below the measured estimate at which the traded-service block exists)

P; ideal price index in location j

W; sector-inclusive value (option value of living in j)

Tj, Ts|j choice probabilities (location; sector conditional on location)

where Af is the exogenous modern productivity scale and the external term N, entering (21) exactly once, is the
agglomeration externality. The agglomeration term enters only modern production, and it does not improve the
model’s overall fit; a sensitivity arm at n = 0.10 modestly helps one targeted moment (Section F.7). The headline

sets 7 = 0, and the flat modern wage (F12) rests on the price and land terms.
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Wages, land, and the rebate. Competitive factor markets price both inputs. Each sector’s wage equals its
marginal revenue product of labor (Section F.4, Section F.6), and under Cobb-Douglas, factor payments are revenue
shares, so labor collects 8 of agricultural revenue and 7s of modern revenue while land collects the rest. A single rental
market allocates T; across farming and housing by equalizing the per-hectare bids, so land shares follow value shares.
Land goes to whichever use bids more per hectare, so farming’s share of the land equals its share of the location’s land
value (the von Thiinen split, Section F.8), and a booming city’s agriculture can shrink through land, not only through
labor. The endowment is measured as the PODES planted crop area plus the GHS built-up footprint, the housing land the
satellite observes. Agricultural productivity is recovered on the crop base only, winsorized at the 1st and 99th percentiles
and normalized by its median, while the split operates on the full T;. Using the built-up endowment removes a crop-area
floor artifact at cities (about 40% of cities previously sat at the minimum-farmland floor, and none do under the built-up
total) without diluting the agricultural base. This built-up 7} is the headline land input. A pure-crop-area endowment is

retained as robustness (Section F.12).

Stage 2, sector choice within location j. A worker draws a sector-specific efficiency shock €;, from Fréchet

with shape 5. With scales equal to the sectoral wages, the sector-choice probability is

Os
w
4 (22)

TAlj = g 65
Wiy +w;§

so location agricultural employment is Lja = m4);N; (and Ljs = (1 — m4;)N;). Ranking wages is utility-consistent here
because the rebate and the price level are common across sectors within a location, so the wage-maximizing sector is also
the utility-maximizing one (Section F.9). The sector-inclusive value W; = (wjgj + wjess)l/gs is the option value of living

in j before sector shocks are drawn; its level normalization is stated in the same appendix.

Stage 1, location choice. A worker draws a location taste shock v; from Fréchet with shape 61. The location
stage ranks the Stone-Geary indirect utility (?77) evaluated at the location’s expected income and scaled by the measured
amenity. Writing the location value as v; = <I>JL w;/P; with w; = W; + R; — pf“l&, the location probability is

6
vor

J— J L — Pl
o= , v; = B (23)
o J
L
D>
k=1

amen

where ®) = exp(k 22™°") /median is the measured 1980 amenity (standardized built-up, population density, and PODES-
1983 infrastructure, with x = 0.5), and population and sectoral labor follow as N; = L; and L;s = N; m;. The amenity

anchors where people live (the cross-sectional level fit).

Trade costs. In the limit of large o the CES aggregate (?7) converges to the cheapest-supplier rule pf;‘ =
ming{7x; mcr}. The cost-distance elasticity d (how fast 7 rises with travel time) is distinct from the trade elasticity
o — 1 = 3; the outer-island setting supports the upper half of the band § € [0.5,0.8] on independent grounds, since
inter-island shipping over weakly connected routes plausibly has a higher per-minute trade cost than a within-continent

road network. What the posted-cost convention simplifies and what it omits is stated in Section F.5.

F.2 Urban-Center-Level Empirical Facts and Model Coverage

Each urban center-level empirical fact maps to an object of the model, and the estimate behind it comes from the main
text wherever a main-text table reports it. The population, employment, and sectoral-composition block (F1-F6) is at
the current headline (the complete 814-village rebuild), reported here from the main-text Table 2, which consolidates
the same census regressions that Appendix Table E.1 reports in a disaggregated layout. Most of the remaining Susenas-
and PODES-based rows are likewise reported in the main text alongside the results they support; only the rows without
a main-text table of their own (the 1996 pre-signal behind F9, the agricultural-goods outcomes behind F10, and the

service-sector composition behind F20) point to Table E.1, where their signs and significance are verified on the same
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sample. Sample sizes below 133 in those tables follow the narrower Susenas and PODES coverage of the same sample.

Appendix Table F2 lists the facts and their mapping to the model.

Table F2: Empirical facts and model coverage

#  Fact Coef (SE) Source

F1  City population: positive, imprecise 0.060 (0.059) Table 2 col 1

F2  City employment: positive, imprecise 0.033 (0.056) Table 2 col 2

F3  Ag employment share | —0.053 (0.018)*** Table 2 col 5

F4 Ln ag employment | —0.167 (0.096)" Table 2 col 4

F5 Ln modern employment 1 (serv4manuf) 0.169 (0.061)*** Table 2 col 6

F6  Modern employment share 1 0.068 (0.015)*** Table 2 col 7

F8 Non-food spending share 1 Positive, sig. Table E2 col 1

F9  Housing rent: 1996 1; 2011 flat Pos., sig. (1996); ~ 0, ns (2011) Appendix Table E12; Table E2 co
F10 Rice surplus |, imprecise; own production 1 —0.463 (2.159); 0.702*** Appendix Table E10 col 5; Table
F12 Non-ag wage: ns ~ 0, ns Table E2 col 3

F15 Food spending share | Negative, sig. Appendix Table B3 row mr

F17  Village retains ag workers Positive Figure 9

F19 Migration from other outer-isl provinces 1; Java/Bali ns Positive, sig.; ns Table 4 col 3

F20 Service growth concentrated in transport 1 Positive, sig. Appendix Table E7 col 3

The structural model is calibrated to match the exact standardized (z-on-z) point estimates, reported together with the

untargeted over-identifying moments (Appendix Table B3).

F.3 Preferences, Demand, and Indirect Utility

A worker living in location j and working in sector s consumes food ca and the modern good cs with generalized

Stone-Geary (Kongsamut-Rebelo-Xie) preferences:
Ulcases) = (ca—a)" s, datys=1, ca>a (24)

where @ > 0 is the subsistence food requirement (the single non-homotheticity) and 4,15 are the discretionary-
expenditure weights. The first a units of food buy survival, not utility, so a poorer household spends a larger share

on food and a richer one a larger share on the modern good.

Step 1: the budget. The worker earns the sectoral wage w;, and receives the per-capita land-rent rebate R;
(derived in Section F.8):

plca+phes = wis + Ry, (25)

with location-specific prices p’, (food) and p’;, (modern good).

Step 2: the Lagrangian. Since In is monotone, maximizing (24) is the same as maximizing 4 In(ca — a) +
s Incg. With multiplier A on (25),

L = Yaln(ca —a)+¢Yslnes — )\(pi‘cA —&—pgcs — wjs — Rj).

Step 3: first-order conditions.

oL Ya ; oL Ps ;
= — = 2 _YS _\pio=0.
Pa =0, dcs  cs Ps =0

dca cA—a
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Step 4: solve. The two FOCs give p’,(ca — a) = ¢a/\ and phcs = ¥s/\. Adding them and using the budget
yields 1/\ = w;s + Rj — pf;&. Define this object, the income left after the subsistence food bill, as the supernumerary

income

Wjs = wjs + Ry —pha (26)

and substitute back to obtain the Marshallian demands

_ tha s
ch = a+ — Wjs, cs = = Wjs. (27)
Vet 5 W
Pa Ps

The household first buys the subsistence bundle @, then splits the remaining income w;, in fixed shares ¥4 : 5. As
income grows, the food expenditure share falls toward ¥4 from above (the Engel curve), which is the demand-side engine

of structural transformation.

Step 5: indirect utility and the price index. Substituting (27) back into (24),

Wjs

P’

Vis = ¢4Ass x P o= (pl)" (ph)?s. (28)
~————

const.

The Cobb-Douglas constant multiplies every location’s value equally and is dropped. So a location is attractive when
supernumerary income is high relative to the price index over the supernumerary basket. Evaluated at the location-level
expected income w; (Section F.9), this indirect utility is the object the location choice ranks: not the nominal wage, but

F.4 Agriculture: Wage and the Return to Land

Farming at j combines effective land A;-‘Tj 4 (quality-adjusted hectares allocated to farming) with labor:
Yia = (A} Tj0)' P L),  0<pB<l (29)

The function has constant returns in (7j4,L;ja) jointly and diminishing returns to labor holding land fixed, so land

scarcity is the congestion force in farming.

The wage (labor FOC). A competitive farmer takes pfA as given and hires labor until the value of the marginal

product equals the wage:

Jj (‘)YJA
A OLja

= PhB(ATTA) P L (30)

wja = p JA
The land payment. Land collects the value of its marginal product times land used. With Cobb-Douglas,
factor payments are revenue shares:

- OYja

via = Tjap) Toa (1—-B)p)y Yja. (31)
J

Product exhaustion. Because (29) has constant returns, the two payments exactly exhaust revenue (Euler’s

theorem):

wijalja+vja = pi\ Yja. (32)
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Nothing is left on the table, which lets the land-market accounting in Section F.8 close each location’s budget.

F.5 Trade in Food: Cost-Distance Enters Here

The iceberg cost. Shipping one unit of food from k to j melts part of it away, at an iceberg factor that is a power law

in the route-aware cost-distance di; (minutes):
7, = max(di;,1)°, 5> 0. (33)

The floor at one minute makes the own-location cost exactly 7;; = 1 (the diagonal of d is zero); the smallest off-diagonal
distance in the sample is about five minutes, so the floor binds only own-location shipping. This is the within-location
k = j, 755 > 1 normalization that closes the delivered-price system: every location can always source food from itself at

unit trade cost, so pi, is well defined at each j even when the location imports nothing.

The farm-gate supply price. Each origin k posts a farm-gate marginal cost obtained by inverting the labor
marginal product in (29):
1 L’

= = . 4
mcg aYkA/aLkA ﬂ(AQTkA)176 (3 )

Remark (the omitted wage factor). A textbook marginal cost would be wya x 1/MPLy, the wage bill of the
marginal unit. The supply price in (34) includes only 1/MPLy. In the self-sourcing limit the omission is a normalization.
With 7;; = 1 and all food sourced at home, p’, = mc;, so substituting (34) into the wage first-order condition (30) gives
wja = 1. Away from that limit the suppressed factor is an endogenous, location-specific wage, one number per origin
rather than a single numeraire. Combining (34) with (30) gives mcy = p% /wya, so the supply price falls in the origin’s
own agricultural wage at a given delivered index. General-equilibrium wage responses to the shock therefore do not reach
export prices. The farm-gate price is a pure supply-side object, and cross-location differences in it are differences in
inverse productivity: a productivity gain at k lowers mc, and with it the delivered price at every destination within
reach. The food block is then a price-transmission system, and it does not pass the origin’s wage into the Armington
cost of traded food. The traded-services block of Section 6.3 does, pricing at the mill cost mc} = wyps/AM. The solved
food blocks do sit close to the self-sourcing limit in expenditure shares, which is where the convention is exact (see the

openness paragraph below).

The delivered price (CES over origins). The delivered food price at j aggregates all origins’ delivered costs

with elasticity o:

Pi; = [Z(Tkj mck)l_ar/(l_g), o>1, (35)

with import shares A\y; o (7%; mcg)'~7. Two limits: as 0 — oo the CES aggregate converges to the cheapest-supplier rule
pfq = ming {7, mcy }; and with a single origin the delivered price is exactly 7-mc. Equation (35) is the smooth “buy from
the cheapest place, shipping included” rule the solver needs for differentiability. This is the channel that transmits the
agro-similarity shock: a productivity gain at transmigration-village hosts lowers their mcy, lowering pf;‘ at every location

within shipping reach. The modern good is non-traded, so pJ is set by local clearing (Section F.10).

On the choice of the trade-cost band. The estimation reports § over the band [0.5,0.8], spanning the
range used in the quantitative-trade literature for cost-distance-based iceberg costs (Allen & Arkolakis 2014; Tombe &
Zhu 2019); the estimated elasticities barely move across the band (Section 6.2), so no headline result turns on the point
chosen. Raising ¢ toward 0.6 and above also moves the untargeted price and agricultural-output moments toward the
data, which the outer-island setting supports on independent grounds: inter-island shipping over weakly connected routes

plausibly has a higher per-minute trade cost than a within-continent road network.
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Implied trade-cost levels and the openness of the solved equilibrium. With the diagonal pinned
at 75, = 1 and d measured in minutes, the level of the off-diagonal costs is set jointly by ¢ and by the unit-of-time
convention: measuring d in hours instead would divide every off-diagonal distance by 60 and so rescale every 7i; by
60~° (about a factor of 26 at § = 0.8) relative to the fixed own-supply cost. The borrowed band & € [0.5,0.8] therefore
disciplines how fast the cost rises with travel time, not its level against the self-supply option. The implied levels are large.
At the median in-window pair distance of 187 minutes, 7 is 13.7 at § = 0.5 and 65.6 at 6 = 0.8, and at the 300-minute
window edge, 17.3 and 95.9. The solved equilibrium is correspondingly close to food self-sufficiency in expenditure shares.
At the featured § = 0.8 solves, under either land-market closure, the median city buys 99.9% of its food spending from
its own location (mean 99.5%, 10th percentile 99.1%), the median rural unit 99.99%, and the expenditure-weighted trade
cost cities actually pay is about 1.06. The trade channel of Section 6.3 accordingly operates through the delivered price,

the response of pj/; to nearby marginal costs, rather than through large traded quantities.

F.6 Services: Housing Land, Agglomeration, Wage

Services at j combine labor with housing land 75 (the land the city occupies) and an agglomeration external effect, with

AJS the exogenous modern productivity scale and N;] the external term, entering once:
Yis = AN/ T L),  0<vys<l, n>0. (36)

The N;’ term is external: an individual firm takes city size as given, so its private labor FOC contains s only, and the

land bid is the residual revenue share:
wis = phys A NIT ;7S LIS™Y wis = (1—9s)ph Vs, (37)

and the private payments again exhaust revenue, wjsLjs + vjs = ngjS. The service good is non-traded: it must be

produced where it is consumed, which ties pé to local demand in Section F.10.

F.7 The Flat Modern Wage With and Without Agglomeration

Decomposing the modern wage FOC (37) in city size, with the price and land responses explicit, gives

dlnwjs dInL;s dlnTjy  9lnp}
et LA —1) .98 1— .
aIn N, Jo s N, TS BN, T amy, (38)
>0, agglom. <0, dim. ret. Hfl—’ >0 R 5 -
~ >0, lan >0, price

The rising-price term and the housing-land term (a growing city bids land into housing through the von Thiinen
split, raising the marginal product of modern labor) push the wage up while diminishing returns push it down. At the
headline 7 = 0 the rising-price and housing-land terms are the only offsetting forces; at n > 0 agglomeration adds a further
offsetting force. In the featured solves the offset holds in levels: the cross-city standard deviation of the shock’s modern-
wage response is about 0.0003 log points, flat for any practical purpose, in line with the data’s flat non-agricultural wage
(F12: 0.006, s.e. 0.022, Table E2 col 3). In the standardized units the calibration reports its moments in, the model’s
modern-wage response slope is +0.16 under the closed rebate and +0.18 under the open one, against +0.02 in the data
(Table B3), so the tiny wage movements the model does produce are more aligned with exposure than the data’s are.

The n = 0.10 sensitivity arm modestly improves the modern-employment moment. 7 is fixed outside the estimation.

F.8 The Land Market: von Thiinen Split, Rebate, Built-up Endowment

One land market. The location’s endowment T is allocated between farming (Tj4) and housing (T;z = T; — Tja) by
a single rental market. Each use bids its average land value per hectare: farming bids v;4/Tj4 from (31), housing bids
U]'s/TjH from (37).
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Rents equalize. If farming paid more per hectare, land would flow to farming, and vice versa. Setting the two
bids equal, v;4/Tja = vjs/(Tj — Tja), and solving,

VjA =

Tia = T; Tin = Tj — Tja. (39)

’ VjA + Vs ’
Land shares follow value shares: the sector generating the larger land value occupies the larger share of the location. This

single equation is the von Thiinen mechanism, and it is why a booming city’s agriculture can shrink through land, not

just through labor.

The closed rebate. Land income must accrue to someone. The headline (closed) variant gives each location’s

residents equal shares of their own location’s land income:

V54 + Vjs

R; =
J NJ

(40)

This closes the budget (all local value added becomes local income). Substituting L;a = m4;N; into (31) shows the
agricultural part of the rebate, v;4/N;, scales as fol at given prices, land, and sector shares, falling in city size, so

the rebate is also a dispersion force. The open (channel-fix) variant replaces (40) with a national pool r = >  (vja +

vjs)/ >0 Nj.

The built-up land endowment. The endowment is measured as
T]‘ — T]?mp_i,_T]b“ilt7 (41)

the PODES planted crop area plus the GHS built-up footprint (the housing land the satellite observes). Two rules keep
the economics straight: agricultural productivity is recovered on the crop base only, A% = (L;ja,0 /T]-C"’p)ﬁ , winsorized
at the 1st and 99th percentiles across the J locations and normalized by its median (built-up is housing, not farmland),
and the split (39) operates on the full T;. This built-up endowment removes the crop-area floor artifact at cities without

diluting the agricultural base; a pure-crop-area endowment is the land robustness.

F.9 Worker Choice: the Two Fréchet Stages

A Fréchet primer. A random variable X with scale u is Fréchet with shape 6 if Pr(X < z) = exp(—(z/u)"?). Two
properties make it the workhorse of discrete choice: it is max-stable, and the probability that draw s is the largest is

u?/ 3" ul. Alarger § means less idiosyncratic dispersion, so choices chase the scales u, more aggressively.

Stage 2: the sector choice

After settling at j, a worker draws sector tastes and picks the sector with the higher taste-scaled wage. With scales

us = Wjs, direct integration of the Fréchet maximum gives

Os
A = L Lja=majNj, Ljs = (1 —maj;)N;j. (42)

Os 05’
WA + W;g

The sector stage ranks utility, not income. The choice (42) uses wages, which is utility-consistent under
a productivity-shock interpretation of the Fréchet draw: if the idiosyncratic term is labor efficiency, a worker’s income is
esw;s + Ry and utility is (esw;s + R, —p’,a)/ Pj; the additive rebate and the price level are common across sectors within a
location, so the utility-maximizing sector is the wage-maximizing sector. The wage-ranked sector stage is therefore utility

maximization with efficiency shocks, not income maximization.

The expected income of a worker at j, before sector tastes are drawn, is the Fréchet expected maximum
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Os

Efmax wy,e,] = r(1 - A) (w5 +wfs)’s. (43)
\T/
Remark (the Gamma factor). The deployed model uses the inclusive value W; without the I'(1—1/6s) factor.
The factor is constant across locations, so the sector shares (42) are unaffected; the location shares are not exactly
invariant to it, because W; enters w; = W; + R; — pj/‘,& additively. Omitting it is a normalization of the expected-income
level. Separately from this constant factor, Wj itself is not the head-count average wage. The income concept the solver
deploys, and the location-varying wedge it opens against the wage bill, are stated in Section F.10. The factor diverges
as Og | 1. At the estimated fs = 1.043 > 1 the expected maximum exists, but the estimate sits close enough to that
boundary that the omitted level is large, I'(1 — 1/1.043) = 24, so the normalization is quantitatively consequential. The
nested-logit version (Gumbel taste shocks in log utilities, which accommodate any 05 > 0 and give the same sector shares)

is therefore retained as a robustness reframe. The shares (42) are well defined at any 6s > 0.

Stage 1: the location choice

The location stage ranks the indirect utility (28) evaluated at the location’s expected income and scaled by the measured

amenity: the location value is

. ) - ’ exp(l-i Zamen)
v, = &) ?J,» w; = Wj + Rj — pya, o7 = Ti;n (4
J

where 2*™°" is the standardized 1980 amenity index (GHS built-up, population density, PODES-1983 infrastructure) and

K scales its dispersion. The location choice therefore ranks Stone-Geary indirect utility @;/P;, not the nominal wage.

A worker draws a location taste shock v; ~ Gumbel(0,1/61) (equivalently a Fréchet location value), so realized
location utility is In ﬁj = Inv; 4+ v;. The probability of choosing j is m; = Pr[ln ﬁj > InUy Vk]. Conditioning on v; = u

and integrating,

T = /jo H Fv(u +Inv; — lnvk) So(u) du, (45)

0 k#j

with F,(z) = exp[—e %2%] and f,(z) = Ore 92" exp[—e 92®]. Defining S; = Zk#(vk/vj)%, the integrand collapses to
exp[—e 9L%(1 4+ 5;)] - Ore 2", The change of variables z = e ?2* (so dz = —fre 92" du) turns (45) into an elementary
integral,

1 -

/°° (1+5;) Y
m = e VT dy = = ,
"o 1+5; S, ulr

so the location probability is

or
v, _

= 7 s Nj :Lﬂ'j. (46)
> v
k=1

T

The costly-migration generalization. The migration-cost extension replaces (46) with an origin-destination
allocation over the 1980 origin population, 7,q (vd do_d”)el‘, with the composite 0,v = 1.865 pinned by the IFLS
migration gravity. At v = 0 it collapses exactly to (46). It is a gated robustness, not part of the headline.
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F.10 Market Clearing, the Value Balance, and Equilibrium

Modern-market clearing. The modern good is non-traded, so local demand equals local supply. Evaluating the
demand (27) at the location-level income w; for each of the N; residents,

Nj s W,

PsYis = Njysh; = ph = o
J

(47)
The right-hand form is the solver’s price update. Modern prices are high where many people with high supernumerary

income chase little modern output: the cost-of-living force that disperses population.

The deployed income concept, and the value balance it does and does not satisfy. Every demand-side
equation above spends the same income: per-worker income in the modern-clearing condition (47), in the location value
(44), and in the subsistence bill is W} + R;, the sector-inclusive value plus the per-head rebate, while production and
the mapping to census employment use head counts L;s = ms;[N;. These are two different aggregates of the same wages.
Factor payments add up to the head-count wage bill: with @; = m4;wja + (1 — 74);)wjs the average wage per head,
N;w;+vja+vjs = pi‘YjA +pf§Yjs, and wages and land payments stay local under the closed rebate. Under that wage-bill

income the food account closes exactly. Spending w; + R; per worker and subtracting modern clearing leaves
PaYia = phCia, (48)

the value of food produced equal to the value of food consumed at every location. The deployed system does not satisfy
(48), because it spends W, = (wfi + w?§)1/95 per worker, and by the power-mean inequality W; > w; whenever both
sectors are active, at any fs > 0, with a gap that varies across locations with the sectoral mix. Measured food spending
therefore exceeds the value of local food output by exactly the option-value wedge N;(W; —w,), and the wedge is large at
the featured solves: the median ratio W;/@; is 1.91 under the closed rebate and 1.60 under the open one, so in aggregate
the wedge is 89% of the head-count wage bill closed and 59% open. Consistently with this, the equilibrium conditions are
exactly the list below, the food block determines the delivered index (35) from origin marginal costs, and food quantities
are demand-determined at that index. What the channel argument actually uses is weaker and survives. Under the closed
rebate every argument of location j’s demand, the wages inside W, and the rents inside Rj;, is generated at j, so no
location holds a claim on another location’s output with which to finance a persistent net food purchase. Solved, that
local-financing property binds. The baseline two-sector model’s trade-only leg on the agricultural share is wrong-signed
and cities move out of agriculture through migration, and the resolutions in Section 6.3 work precisely by creating a
cross-location claim, modern exports under the second tradable sector, or a national land-income claim under the open

rebate.

Equilibrium. Given fundamentals {AZ

LAY, ®7 Ty, d} and parameters {8,vs,n,%4,a,0,0,#,01,0s}, an equi-
librium is a vector {N;, L;a, Ljs,Tja,p, pk,wja, wjs, R;} such that: (1) wages satisfy (30) and (37); (2) food prices
satisfy (35) with costs (33) and (34); (3) the land split (39) and rebate (40) hold; (4) sector employment satisfies (42)
with Lja + Ljs = Nj; (5) modern markets clear location by location, (47); (6) population satisfies (46) with >, N; = L;
and (7) the numeraire is the reference city’s modern wage, w;xs = 1 (j* the median-population urban unit). Conditions

1-4 solve as an inner fixed point at given (Nj,pg); conditions 5-6 are the outer fixed point in (In N,Inpg).

The first-order comparative static behind the main text. Differentiating the sector share (42) in
the log wage ratio gives dmy|; = Osma;(1 — 74a);) dIn(wja/wjs). At fixed local inputs the agricultural wage (30) is
proportional to the delivered food price, so dIn(w;a/w;s) = dInp’;; the CES price (35) gives dInp, /dInmc, = s,;, the
expenditure share of origin v in city j's sourcing; and the marginal cost (34) gives dInmc,/dIn A7 = —(1 — ). Chaining
the three yields the main text’s (11). The expression holds the city’s own labor, land, and modern price fixed, so it is the

impact response. The solved general equilibrium adds the adjustment of all three.
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F.11 From Equilibrium Conditions to Estimating Equations

The equilibrium conditions map directly to the main empirical specifications.*’

Sectoral employment share. From the sector-choice condition (42) and the equilibrium wages, the agricultural

employment share falls with a lower delivered food price, motivating

empl_ag_pct; = fo + S AgSim; +02 TM_count; + B3 X, +¢; (49)
—_———— ~—
~ LjA/Nj ~ A;_A,nearby

The model predicts 81 < 0: higher agro-similarity in nearby villages lowers p’, (through trade), lowers w;a /w;s,
and lowers Lja/Ljs (matching F3).

Population. From the location-choice condition (46), Inpop; = Bo + 1 AgSim; + B2 TM_ count; + B3 X; +¢j.
The coefficient 31 captures how agro-similarity raises the city’s real-income index v;; the model predicts it positive but

modest when 6z is low (high migration frictions), matching F1.

Modern-good price. From the modern-clearing condition (47), Inhousing_rent; = So+51 AgSim;+/5> TM _count,+
B3X; + €5, with 81 > 0: a prediction the 1996 rents confirm and the 2011 rent response, indistinguishable from zero,

leaves untested at endline (F9).

Modern wage. From (37), the effect of agro-similarity on w;s is ambiguous: p} rises (up), L;s rises with ys < 1
(down, diminishing returns), housing land Tz expands (up, the land term), and at > 0 agglomeration adds a further
offset. If these roughly cancel, the modern-wage effect is small and insignificant, matching F12 (Section F.7 decomposes
the offset).

F.12 Calibration Detail: Targets, Headline Estimate, Robustness, and Fit

This subsection holds the calibration detail behind Section 6.2: the recovered fundamentals, the estimator’s mechanics,
the targets, the headline estimate with its robustness, the fit on the untargeted moments, and the 1980-baseline forward

solve.

City fundamentals. A household evaluates the amenity for any given location relative to the other locations,
once wages are taken into account. Modern-sector productivity is recovered from the census modern wage bill, agricultural
productivity from agricultural labor per hectare of crop land, and the location amenity from the measured 1980 index of

built-up area, population density, and PODES infrastructure. A location missing any of these inputs is excluded.

The estimator. Starting from an initial 6, I re-solve the model, recompute the two moments, and update 6 until
the model’s moments match the data’s. The estimator solves the model without the shock, solves it with a five-log-point
agricultural TFP shock at every transmigration-village host, runs the same specification, with the same controls, on the
resulting model panel of the same cities, and chooses € to minimize the standard-error-weighted distance between the
model’s standardized (z-on-z) slopes and the coefficients estimated in the data. The model panel itself contains the
calibration sample’s urban centers as its urban units and each remaining outer-island district’s rural remainder as one
rural location, dropping Maluku and North Maluku, which the 1980 crosswalk and the PODES-based inputs do not cover:
J = 300 locations, 128 urban and 172 rural, the count in Table F1. The targets. The targets are the two slopes the
reduced form features. Population growth pins down the location elasticity, because as people are migrating that shapes
the population allocation across places, and the agricultural-share-decline moment pins down the sectoral elasticity, people

choosing sectors within each location; the modern-employment slope, nested by those two, is held out as an untargeted

19The calibration targets are the standardized (z-on-z) agro-similarity-response slopes reported in Table B3; the model’s

predicted responses are computed in the same z-on-z units, so model and data slopes are directly comparable.
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moment. With two parameters and two targeted moments the estimator is exactly identified, and fit is judged on the

untargeted moments.

Headline estimate. On the built-up 7; endowment, under the closed land-rent rebate, the traded-services

specification estimated to the two z-z targets gives
6 = (0r,0s) = (0.372, 1.043)

at § = 0.8. The estimate is fitted to the two coefficients as estimated before a correction to the 1980 census crosswalk
(Section A.2) that moved the 1980 baseline controls of nine urban centers, and it matches both exactly: the model’s
agricultural-employment-share slope is —0.178 against a target of —0.178, and its population slope +0.112 against +0.112.
Table B3 reports the coefficients after that correction, —0.168 and +0.100, on the same 128 urban locations of the
calibration panel. Across the trade-cost band ¢ € [0.5,0.8] the estimate is tight, 8. between 0.339 and 0.385 and fg
between 1.02 and 1.04, so the food trade cost is reported as a band and no result below depends on it. The single-
tradable-good specification cannot reach these targets at any 6. Its best attainable miss on the agricultural-share moment
is 1.61 standard errors, and under exact identification a specification that cannot reach the targets at any 6 is rejected
as a specification, which is the model-selection argument for the traded-services specification. The nest holds (fs > 6r).
Workers respond more strongly to within-location sectoral wage gaps than to across-location real-income gaps, the ordering
under which structural transformation is strong and population reallocation modest. Appendix Section F.13 sets out the

traded-services specification.

Robustness on the land specification and closure. A pure-crop-area endowment flips the nest and rests
on the floor imposed on the crop-area endowment, so the built-up endowment is the baseline specification. Opening
the land-rent rebate to a national pool (the von Thiinen open closure) is estimated alongside the closed rebate, and the

channel decomposition is reported under both closures (Section F.13).

Fit on the untargeted moments. On the modern-employment slope, the model gives +0.135 against the
+0.149 it was scored against, inside that interval and close to the +0.136 of the current reduced form. The two figures

below are the model-fit summary and the untargeted price test that Section 6.2 discusses.

The 1980-baseline forward solve. Solving the model forward from the recovered pre-program (1980) baseline,
at an earlier calibration, the same shock moves the two economy-wide average prices identically (Alnpa = 4+0.082 and
Alnps = 40.082, in units of the numeraire, the reference city’s modern wage). Because the two responses are equal to
three decimals, the relative price pa/ps is unchanged in that solve, and since the reallocation channel operates entirely
through relative prices in the sector choice, the exercise shows that the recovered baseline supports a forward solve but
cannot test the productivity transmission. The price side of the transmission is visible in the end-period solves instead:
exposure lowers the city’s delivered food price (a standardized cross-sectional response of —0.066 under the closed rebate,
—0.093 on the trade-only counterfactual) while the local modern price rises (4+0.159), and the open-rebate solve shows

the same signs, so the relative price of food falls with exposure as the mechanism requires.

F.13 The Channel Decomposition at the Estimated Parameters

Local financing in place of a value balance. The demand system spends the inclusive value. Per-worker income in
the location choice, the modern-market clearing, and the subsistence bill is W; 4+ R;, while factor payments add up to
the head-count wage bill 74 ;w;a + (1 — m4);)wjs, which is strictly smaller whenever both sectors are active. An exact
food value balance, pi‘ Yja = pi\ Cja, therefore holds under the wage-bill income and not under the W; income the solver
uses; the appendix states the income concept the solver uses and quantifies the resulting wedge at the featured solves
(Section F.10). The closed rebate does guarantee local financing. Every argument of a location’s demand, the wages
inside W; and the rents inside R, is generated at that location, so no city holds a claim on another location’s output with

which to finance a persistent net food purchase, and, solved, the baseline model’s trade-only response on the agricultural
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Figure F1: The food price falls in the agricultural density of a city’s surroundings, in the data and in
the model

Q Data, Susenas 2002, with a 90% interval B Model, closed land B Model, open land
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Notes: The untargeted price test implied by the von Thiinen logic: a city near abundant cropland faces a cheaper food
price. Each row is one cross-sectional regression on the same 102 urban centers with a 2002 Susenas price, with the price
and the agricultural density standardized and no controls; controls are left out because the agro-climatic covariates are
themselves determinants of how much land is cropped, and the same regressions with the reduced form’s controls are
in Figure B3. The hollow circle is the data estimate with a 90% interval on Conley standard errors at a 200-kilometer
cutoff; each filled square is the model at its own estimate for one of the four assumed food trade costs, with the model
side handed the same measured density so the two sides run the identical regression. Neither side is a targeted moment:
the estimator never saw this regression. The closed-rebate specification sits inside the data’s 90% interval at all four food
trade costs; the open-rebate specification misses at the two trade costs at which 61, is at or near the upper bound of the
search, which Table B3 reports as a bound. Because the model’s land base is all crops, the gradient it responds to is the
all-crops one.

share is wrong-signed. Cities move out of agriculture through migration. That local-financing property is the constraint

the channel decomposition in Section 6.3 relaxes.

Decomposition & the Tradable Sector. The local-financing property implies that with a single tradable
good, a closed land-rent rebate, and non-traded services, a city holds no claim on outside output with which to finance
a persistent net food purchase, so no city can move out of agriculture through trade and nothing else. In the baseline
closed model, the city’s declining agricultural share is therefore driven mostly by migration, and shutting migration down
leaves the trade-only response wrong-signed. This is the Matsuyama tension. The mechanism this paper studies, a city
importing food and reallocating labor to the modern sector, requires a way for the city to run a net food deficit. A second
tradable sector resolves it, because urban services are reached by travel rather than shipped: the modern composite
is split into a catchment-traded component (census trade, transport, and skilled private services, plus manufacturing)
and a purely local component, and the traded part takes an Armington structure at a steep distance decay. The block
has two parameters. The traded expenditure share is ¥as = 0.082, the Susenas-2011 traded-services share of household
spending, so the expenditure side is calibrated services-only while the employment side of the traded bundle also includes
manufacturing. The distance decay is measured directly from IFLS household service-flow gravity at s = 1.091, with a

standard error of 0.033 (Section B.3); the model solves at ds = 1.0, the highest decay below the measured estimate at
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which the traded-service economy exists. A city can then export modern output to pay for net food imports, which is
the open-economy case of the Matsuyama mechanism. Each urban region with its rural hinterland is the closed economy
of Matsuyama (1992), and within it the villages specialize in food while the city, connected through cost-distance to the

villages that feed it, imports food and moves its own workers into the modern sector.

For the agricultural employment share all three counterfactuals are informative, because a city can change what
it does whether or not anyone moves. For city size the response with migration shut is zero by construction, since shutting
migration means fixing populations, so the informative comparison there runs between the full response and the response
with trade shut.

The decomposition at the estimated 6. In the world of trade only, switching migration off and re-solving
leaves a trade-only agricultural-share response of —0.145 against the full-model —0.178 under the closed land-rent rebate,
and —0.181 against —0.182 when the rebate opens to a national pool (so land income, not modern exports, finances
the city’s net food purchases). The trade-only counterfactual is sufficient to reproduce 81% to 100% of the model’s full
response, stable across the two closures. Even with migration shut down, the response to the agricultural productivity gain
runs almost entirely through trade. The migration-only response is large under the closed rebate (—0.215) and modest
under the open one (—0.083), and the interaction absorbs the difference (+0.182 and +0.082), so how the two channels
share the remainder depends on the land-market closure while the trade result does not. For city size the pattern reverses.
Its trade-only response is zero by construction, so the informative report is the other two counterfactuals. The migration-
only counterfactual reproduces the full population response under the closed rebate (+0.115 against the full-model +0.112,
with a negligible interaction) but produces +0.043 of the full +0.110 under the open one, where the interaction accounts
for the remaining 40.067, so under the open rebate most of the size response arises from migration operating alongside
trade rather than from migration without trade. This two-closure bracket is the reported decomposition, and the shares
describe the calibrated model’s response to the productivity shock. Consistent with the friction estimated in Section F.14,
holding population fixed leaves most of the structural transformation intact in the traded-services specification, while in
the closed single-tradable baseline the same exercise leaves the trade-only response wrong-signed, which motivates the

second tradable sector.

F.14 Migration Friction: The Gravity Estimate and the Costly-Migration Variant

The frictionless location choice (23) is generalized to an origin-destination allocation over the 1980 origin population,
Tod X (vd d;d”)eL, where the composite 01, v is pinned by the subdistrict-to-subdistrict migration gravity estimated in the
IFLS:

0L v =1.865
At the estimated 0;, = 0.372 the structural friction elasticity is v ~ 5.0, against Bryan and Morten’s effective 7 ~ 3.18;
the choice-probability distance term d;dl'g% does not depend on 6y, so only the reported v scales with it.

The costly-migration model, in which both the baseline and the shock bear the moving cost from 1980 origins, is a
robustness check. At the 6 estimated on the built-up endowment it is near-immobile. The rural productivity boom holds
people near the transmigration-village hosts, and city growth does not absorb them (a stay-home effect), so the population
and modern moments turn wrong-signed and the level fit falls, while the channel diagnosis is unchanged. The closed land
market blocks trade from producing the contraction. The migration cost is a friction that dampens over-mobility. A
dynamic migration model, motivated by the gap between the per-decade gravity estimate and the 30-year stay share, is

left for future work.

F.15 Theories of Structural Transformation

Two classical accounts explain what a more productive countryside does to a nearby city, and they make opposite
predictions. In the first, cheaper food releases both spending and labor to the modern sector, and the city transforms.

In the second, the same productivity gain strengthens the region’s comparative advantage in farming and pulls labor
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toward the land. This appendix sets out both, states the condition that selects between them, and shows what the setups
behind them contain. It proceeds in four steps: the closed-economy prediction and the two assumptions it turns on, the
open-economy reversal and why the original models treat it as a switch, what the classical setups leave out that this
design requires, and the frameworks that added locations, together with the three rival explanations of the same shock
that the theory names.

F.15.1 The closed-economy prediction

The prediction that a better harvest transforms a nearby city descends from the dual-economy literature and rests on
two assumptions. The first is Engel’s law: the income elasticity of food demand is below one, so a household that feeds
itself more cheaply moves its marginal spending to everything else. The second is that the food market clears at home,

so that the extra food has nowhere to go but into local consumption.

Lewis (1954) states the first assumption verbally and derives the transfer from it. His two sectors exchange food
against capitalist goods at an internal terms of trade, and because food demand is inelastic, a rise in the subsistence
sector’s productivity reaches the capitalist sector as a fall in the price of food and a rise in profit. The food-problem
tradition states the second. In Gollin et al. (2002) households buy a subsistence quantity of food before valuing anything
else, so labor stays on farms until the economy’s food requirement is met and low agricultural productivity postpones

industrialization (Gollin et al. 2007); the constraint appears already in Schultz (1953).

Matsuyama (1992) states the mechanism at its sharpest and shows how little it needs. Labor is the only factor,
preferences include a subsistence food requirement, and the food market clears at home. Food consumption then equals
food output, and that single condition is sufficient to pin the manufacturing labor share as an increasing function of
agricultural productivity. A better harvest frees workers for the modern sector because the extra food has nowhere else

to go. Glaeser (2014) extends the argument to urbanization in poorer countries.

The prediction is about the employment composition, and it is worth separating from the scale prediction because
the two are often stated together. Nothing in the closed-economy mechanism requires the city to grow. Cheaper food
raises what a household has left after feeding itself and tilts its marginal spending toward the modern good, and it lowers
the return to farming inside the city relative to modern work; both forces move the employment composition without
anyone changing location. The classical account that does require the city to grow is the labor one, and it is a different

claim.

F.15.2 The open-economy reversal

The same model with both goods trading at world prices predicts the opposite. Matsuyama (1992) shows that when the
food constraint is lifted, comparative advantage allocates labor instead, and an economy that becomes better at farming
specializes in farming: the productivity gain pulls workers into agriculture and slows the transition out of it. The empirical
literature has largely worked inside that case. Bustos et al. (2016) model each Brazilian region as a small open economy
in which international prices pin agriculture’s marginal product, so the direction of the local labor response is set by the
factor bias of the technical change.

The reversal is a switch in these models because openness is a property of the whole country: both regimes are
stated for an economy with one location, so there is no internal geography over which openness could vary. Matsuyama
(2008) restates the caveat in the same terms. That is the feature the design changes, and the following subsection takes

it up.

F.15.3 Limits of the classical setups

I compare the twelve models this paper is positioned against on three facts: whether the setup contains a food market,

whether it contains trade of any other kind, and whether it contains locations at a distance from each other. Locations
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are absent from every classical setup and arrive only with the quantitative spatial frameworks of the last decade, and that
absence is why the theory has to be reinterpreted at the regional level before it can be used here. Appendix Table F3

records the three facts for each model.

Their absence has a consequence that is easy to miss, because the models do use place names. Harris & Todaro
(1970) call one sector rural and the other urban, but the agricultural good sells at a single economy-wide terms of trade
and the two sectors sit at no distance from each other. Gollin et al. (2016) do the same. A model with no distance
between its locations has one food market by construction, so its food constraint binds for the country as a unit, and it
cannot ask whether a particular city can be fed by a particular hinterland. The classical prediction is therefore about
national agricultural productivity and national industrialization, and applying it at the level of a city and the villages
that feed it changes the model.

I apply that regional interpretation to Indonesia’s outer islands and report the measured trade costs behind it in
the main text (Section 4.1).

F.15.4 Spatial frameworks and their open questions

Five recent frameworks contain everything the classical setups leave out, and this paper differs from them in the source
of the identifying variation. Eckert & Peters (2025) have discrete locations, costly trade in food, costly migration, and
nonhomothetic demand; their frictions and productivities are calibrated, and their question is the incidence of secular
structural change. Nagy (2023) is closest in spirit, with farm goods shipping from hinterlands to the cities they feed
and city formation endogenous. His cities are non-farm sites by construction, so the within-city agricultural response
there is zero. Tombe & Zhu (2019) is the closest quantitative precedent for separating goods-market from labor-market
integration, run on calibrated frictions and aggregate productivity. Pellegrina & Sotelo (2025) formalize the first stage of
this paper’s own design, farmers moving with crop-specific knowledge, and follow it into specialization and trade, leaving
the urban system outside the model. Donaldson (2018) and Fajgelbaum & Redding (2022) establish how far shipping

costs shape where production locates.

Two further theories predict the same direction of reallocation for reasons unrelated to the food market, and
the openness heterogeneity separates them. In the price-effect family, structural change follows from sectors growing at
different rates when the goods substitute poorly (Ngai & Pissarides 2007; Acemoglu & Guerrieri 2008; Herrendorf et al.
2014); an agricultural productivity gain then moves labor out of agriculture with no reference to who eats the output
or where it is sold. In the income-effect family, to which the mechanism here belongs, the reallocation runs through
the subsistence requirement and the falling food share (Kongsamut et al. 2001; Boppart 2014; Comin et al. 2021). Both
predict a fall in the agricultural employment share of an exposed city. A city’s connection to outside food markets does

not enter the price-effect mechanisms, so the openness contrast separates them from the food-trade account.

F.15.5 Three rival explanations of the same shock

The theory also names three ways a rural productivity gain can reach a city, and the paper’s claim is about which one

operates.

Labor. The classical account sends workers. A productivity gain means the same output can be grown with less
labor, relative returns to farming fall, and workers leave for the city (Lewis 1954; Harris & Todaro 1970); rainfall-driven
productivity gains reallocate rural Indian labor off the farm in exactly this way (Emerick 2018). The release is largest in

the villages that received the largest gain, which is a prediction about the villages and is testable there.

Capital. Bustos et al. (2020) follow the agricultural surplus out of the region it was earned in, as bank deposits
that fund lending elsewhere, so agricultural productivity growth finances industrialization at a distance at a speed set by
financial integration. Theirs is the one predecessor that crossed the boundary of the region that received the shock, and

it did so through neither goods nor people.
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Factor bias. Bustos et al. (2016) show that the direction of the local labor response depends on whether the
technical change saves labor or augments land. A land-augmenting gain pulls labor into agriculture in the place that
receives it, at a fixed outside price; the food market never enters. That is the same village-side pattern the food-trade
account predicts for a different reason, so the factor bias of the shock is a genuine alternative explanation of the village

side.

F.15.6 Requirements for an empirical test

The two regimes and the three rival explanations together commit the paper to a specific set of facts, and each is
established in the body. Food demand is nonhomothetic in these cities: the food expenditure share falls with exposure
and the non-food share rises (Section 5.2). The city’s composition moves out of agriculture and into the modern sector,
by more than its population grows (Section 5.1), and arrivals cannot account for the reallocation (Section E.3). The
city’s surplus of its own production over its consumption falls, with the estimate imprecise (Section 5.2). The villages
that received the gain keep farming and keep their settlers, which is the opposite of what the labor account requires
(Section 5.2). The modern wage does not rise as modern employment expands, as the classical account of elastic labor
supply implies (Section 5.2). And the modern-sector response is concentrated in cities weakly connected to outside food
markets and damped in cities that can already import cheaply, while the agricultural employment share falls in both
groups (Section 5.3), which is the open-economy reversal applied across cities within one country, and the one fact that

separates the food-trade account from every mechanism that does not need a food market.
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Table F3: What each setup contains, and where its food constraint binds

F\ her Loca- . .
Model ood = Other 2" Where the food constraint binds, and what the setup leaves open
market trade tions

Panel A. The classical setups: no locations

Lewis (1954) ° . o The economy as one unit; the terms of trade between food and
capitalist goods move once, nationally. Later cases trade only between
whole countries

Harris & Todaro ) o o The country. Rural and urban are place names with no distance and
(1970) no trade cost, and one national relative price of food. The urban sector
has no agriculture, so the transformation can only arrive as migrants

Matsuyama (1992) ° ° o The country when closed, nowhere when open. Openness is a national
switch, and with one location there is no migration to compete with
the goods channel

Gollin et al. (2002) ) o o The country as one unit, which is frictionless internal trade by
assumption. The subsistence requirement is the mechanism and
cannot be localized

Gollin et al. (2016) . . o The country; resource rents are earned at world prices. Their urban
sector has no agriculture, so the within-city response is zero by
construction

Bustos et al. (2016) . . o Nowhere: each region is a small open economy and food sells at the

world price whatever its neighbors produce. Distance does not appear,
and factor bias sets the sign

Bustos et al. (2020) o ° o Nowhere in the model; the geography lives in the bank-branch data.
Names the capital channel that the goods and labor accounts have to
be separated from

Panel B. The frameworks with locations

Eckert & Peters (2025) ° ° . The location, with food shipped at iceberg costs. Frictions and
productivities are calibrated, and the focus is the incidence of secular
change

Tombe & Zhu (2019) o ° ° The region, through costly goods trade and costly migration. The

closest precedent for separating the two integration costs, run on
calibrated frictions and aggregate productivity

Pellegrina & Sotelo o D . The region, for agricultural goods. Formalizes the knowledge transfer
(2025) behind this paper’s first stage; the outcomes are specialization and
trade, with no urban side

Nagy (2023) ° . ) The city and the hinterland that ships to it, which is this paper’s unit.
His cities are non-farm sites by construction, so the within-city
agricultural response is zero there

Tombe (2015) ° ° e The country, with trade costs largest in agriculture. The international
statement of the localization argument; the units are whole countries

Notes: o marks an object the setup contains and o one it does not. “Food market” is a market in which the price of
food is determined; “other trade” is trade in any other good, including trade with the rest of the world; “locations” means
places at a measured distance from each other, so that a shipping or moving cost can be defined. Place names without
distance, as in the rural and urban sectors of Harris & Todaro (1970), are not locations in this sense. The setups in Panel
A are transcribed from the papers’ own texts; the two Tombe rows and Tombe & Zhu (2019) are stated at the level of
their published abstracts. Ordering within each panel is chronological.
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G Supplementary Material

This part collects a three-sector cross-sectional decomposition of the headline outcomes and the decade-by-decade decom-

position of the response.

G.1 Three-Sector Cross-Sectional Decomposition (Companion to the Modern-Sector
Headline)

The headline estimates aggregate manufacturing and services into a single modern sector, a two-sector agriculture-versus-
modern structure in the spirit of Matsuyama (1992), whose model distinguishes agriculture from a single (manufacturing)
modern sector. In the three-sector table, with manufacturing and services in their own column pairs (In level + 2010
share), the two non-agricultural sectors respond differently in levels: manufacturing employment is the strongly positive
sector (4+0.227, p < 0.01 in col 3) while services employment is positive but weaker (4+0.138, p < 0.01 in col 5); the sectoral
employment shares are quieter (manuf 4+0.005, p < 0.10, serv +0.024, p < 0.10), so the strong modern-sector share signal
in the main-text table (Table 2) is built up jointly from manuf-level growth and services-level growth. The decade
decomposition below shows that this manufacturing-versus-services difference is also a matter of timing. Manufacturing
absorbs in 1980-2000, services in 2000-2010. Appendix Table G1 reports the same set of cross-sectional outcomes with
that split, preserving the column-shading style of the headline table.

Table G1: Main Outcomes with Three Sectors (Agriculture, Manufacturing, Services), Appendix Com-
panion to Table 2

Agric Empl Serv Empl
1) () ®3) (4) (5) (6)
In L agric agric % In L serv serv %
TMV AgSim (z, 300min) -0.167* -0.053*** 0.250%* 0.010** 0.157** 0.058%**
(0.096) (0.018) (0.121) (0.005) (0.066) (0.018)
Transmigrant count (IDW) v v v v v v
Baseline Pop 1980 v v v v v v
Urban share 1980 v v v v v v
Total Empl 1980 v v v v v v
Agri Empl 1980 v v v v v v
Agro-Clim. TMV controls v v v v v v
Mean dep var 9.816 0.374 7.542 0.046 10.134 0.471
Std dev dep var 0.898 0.184 1.357 0.042 0.970 0.146
Observations 133 133 133 133 133 133

Notes: UC-level regressions, 300min cost-dist sample. Same Main Spec controls as the modern 7-col table, but the non-
agricultural aggregate is split into manufacturing (cols 3-4) and services (cols 5-6); column shading marks the sector blocks
(green for agriculture, lavender for manufacturing, teal for services). Each sector appears as employment (In) and share. Spatial
Conley SEs (dist cutoff 200km), no prov FE. *** 1%, ** 5%, * 10% significant.
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